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Assignment 03Assignment 03

• Longest known (to me) Palindrome in Wikipedia:g ( ) p

• Source: http://en.wikipedia.org/wiki/Napoleon_XIV

• Longest reported Palindrome:
– s. tropeR trebloC ehT si sihT." ("This is The Colbert Report" s



Assignment 03Assignment 03

• Longest known (to me) Rhopalic in Wikipedia (17 words):g ( ) p p ( )
• Source: http://en.wikipedia.org/wiki/ Lexicant

• Longest reported Rhopalic:
– of ABN Amro Hoare Govett, Tourism Training Australia

– and hair salon, called "Dalohan," becoming customers themselves



Assignment 03 – Your ResultsAssignment 03  Your Results



What is HadoopWhat is Hadoop

l ibl i f f l lFlexible infrastructure for large scale 
computation and data processing on a 

k f di h dnetwork of commodity hardware.



Current State of Hadoop ProjectCurrent State of Hadoop Project

• Top level Apache Foundation projectop e e pac e ou dat o p oject
• In production at Yahoo!, Facebook, IBM, Amazon, 
Fox, NY Times, …

• Very active and strong development team

• Last year, Yahoo! Launched a Hadoop application 
that runs on a more than 10,000 core Linux 
Cluster and produces data that is now used in 
every Yahoo! Web search query.



What is Hadoop?What is Hadoop?

The Linux of Distributed 
ProcessingProcessing.



Very Large Storage Requirements

10 000 000 GB

Very Large Storage Requirements

10,000,000 GB

No single storage can handle this amount of data.g g

You need a large set of nodes each storing part of the data.
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Distributed Word CountDistributed Word Count

Split data

S lit d t
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Programming Model: Map/ReduceProgramming Model: Map/Reduce

• Very simple programming model:Very simple programming model:
– Map(anything)‐>key, value

Sort partition on key– Sort, partition on key

– Reduce(key,value)‐>key, value

• No parallel processing / message passing 
semantics



Counting Words by Map/ReduceCounting Words by Map/Reduce

Hello World 
Bye World

Hello World 
Bye World
Hello Hadoop

Split
Hello Hadoop
Goodbye Hadoop 

Hello HadoopHello Hadoop
Goodbye Hadoop 



Counting Words by Map/ReduceCounting Words by Map/Reduce
Node 1

Hello World 
Bye World Mapper 1

<Hello, 1>
<World, 1>
<Bye, 1>

Combiner 1
<Bye, 1>
<Hello, 1>
<World, 2>

<Bye, 1>
<Hello, 1>
<World 1 1><World, 1>

,<World, 1,1>

ll d
<Hello, 1>
H d 1

<Goodbye, 1>

Node 2

<Goodbye, 1>
Hello Hadoop
Goodbye Hadoop  Mapper 2

<Hadoop, 1>
<Goodbye, 1>
<Hadoop, 1>

Combiner 2 <Hadoop, 2>
<Hello, 1>

y ,
<Hadoop, 1,1>
<Hello, 1>



Counting Words by Map/ReduceCounting Words by Map/Reduce

<Bye, 1>
<Hello, 1>

<Bye, 1>
<Goodbye 1>

<World, 2> <Bye, 1>
<Goodbye, 1>
<Hadoop, 2>
H ll 1 1

Merge & Sort By key Split

<Goodbye, 1>
<Hadoop, 2>

<Goodbye, 1>
<Hadoop, 2>
<Hello 1>

<Hello, 1, 1>
<World, 2>

g y y

<Hello, 1, 1>
<World, 2>

<Hello, 1>



Counting Words by Map/ReduceCounting Words by Map/Reduce

Node 1

Reducer 1
<Bye, 1>
<Goodbye, 1>

<Bye, 1>
<Goodbye, 1>

<Hadoop, 2> <Hadoop, 2>

Node 2

Reducer 2<Hello, 1, 1>
<World, 2>

<Hello, 2>
<World, 2>



Installation RequirementsInstallation Requirements

• LinuxLinux

• Java 1.6.x

h• ssh

• Download from:
– http://hadoop.apache.org/core/releases.htmlp // adoop apac e o g/co e/ e eases



LinksLinks

• MapReduce: Simplified Data Processing on Large Clusters, p p g g ,
http://labs.google.com/papers/mapreduce.html

• Google File System: http://labs.google.com/papers/gfs.html


