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Abstract

Traditional, statically composed software can be globally optimized
for execution speed at compile-time. For dynamically composed compo-
nent software, a different execution model has to be employed to achieve
comparable performance. As components are developed and compiled sep-
arately, little is known at compile-time about the environment they will
be used in later. The global information required to aggressively optimize
the overall system is only available after the deployment phase. In this
paper, we discuss how dynamic recompilation can be employed to provide
an efficient execution model for dynamically composed software.

1 Motivation

While component-oriented programming [19] is by now widely accepted in the
academic world, the majority of commercial software is still implemented in
a monolithic fashion. Many developers treat component-oriented program-
ming with reserve because of the inherent performance problems that many
component-oriented languages and frameworks exhibit. These performance
problems are not incidental, but stem from a fundamental mismatch between
component-oriented programming and the hardware layer, which is ultimately
responsible for executing the composed code.

The definition of a component—a unit of composition with contractually
specified interfaces and explicit context dependencies only—demands that all
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Figure 1: Conflict of interests between components and the hardware layer.

code related to a component is contained within the component, and within that
component only. If components are composed without further global stream-
lining, all inter-component communication will result in a branch instruction
on the hardware layer. While the strict separation and encapsulation of the
code is required at the component level, it is very disadvantageous at the ex-
ecution level. Modern pipelined processor architectures achieve much better
performance if they can executed linear code without many branch instructions
(Figure 1).

The remainder of this paper is organized as follows. In Section 2 we de-
scribe simple optimization techniques which can be applied to reduce the inter-
component communication overhead, and discuss why many of these techniques
cannot be applied at compile-time for component software. In Section 3 we pro-
pose an execution model for component software based on dynamic recompila-
tion, which allows to apply inter-component communication optimization tech-
niques even in environments which are subject to runtime recomposition. Our
prototype implementation of an aggressively optimizing component-oriented
programming framework is described in Section 4. In Section 5 we discuss
related work and Section 6 contains conclusions and describes ideas for future
work.

2 Optimizing Component Code

The strict encapsulation of code into components makes it impossible to ap-
ply common optimization techniques like inline expansion [14] over component
boundaries. Inline expansion is an optimization technique which replaces fre-
quently performed message send operations with the body of the method trig-



gered by the reception of that message on the receiver end. The technique has
been applied successfully to compiling statically composed object-oriented pro-
gramming languages [2]. As a side effect, inline expansion often increases the
average basic block size, which can lead to better results for some related opti-
mization techniques like dead-code elimination and constant propagation [15].

In case of component-oriented programming, most of these optimization
techniques are limited to intra-component message sends. The earliest point
when global optimization of inter-component communication can be performed
is composition time. In a system with purely static composition—where com-
ponents are loaded when the application is started, but never exchanged—this
global optimization process can be performed ahead of execution. However, it
still has to be performed in the deployment context and cannot be done by
the component producer. In a dynamic composition environment, where com-
ponents are loaded, unloaded, exchanged, or updated at runtime, the global
optimization of inter-component communication cannot be performed ahead of
time. Instead, it has to be performed just-in-time when a new component is
loaded into the system.

3 Dynamic Recompilation

In the previous section we have argued that it is required to shift the global
optimization process into the deployment environment to allow aggressive op-
timization of inter-component communication. This means that the traditional
“unified” compiler, which takes source code as input and generates machine
code as output, has to be split into (at least) two parts: the backend part must
be relocated into the deployment environment.

Separating the compiler frontend from the code generating backend is com-
mon in many modern language infrastructures, for example in Java [12] and
NET [4], although the original motivation was portability rather than dynamic
software composition. FExisting just-in-time compilers for these platforms are
often unable to cope with the requirements created by component-oriented pro-
gramming. To support independent extensibility, component communication
usually occurs using abstract interface types rather then concrete implement-
ation types. At component load-time, the actual implementation type of an
object is not necessarily visible through the interface reference used to denote
it. Therefore, the actual receiving methods of message sends through that in-
terface reference are not known either. Instead, the correct target method will
be selected at runtime depending on the concrete implementation type. This
approach is also referred to as late binding.

In lieu of compiling the source code directly to machine code for some tar-
get architecture, an intermediate representation is generated. To perform inline
expansion of message sends which use late binding, we apply dynamic recompi-
lation [6] in our execution model. The runtime system contains a code generator
which translates this intermediate representation into machine code at load-time
(Figure 2).
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Figure 2: Global optimization using dynamic recompilation.

However, this translation process is not limited to load-time. To deal with
late binding, the execution engine tracks assignments to interface references and
triggers the inline expansion as soon as the definitive target method is known.
While most existing dynamic compiler implementations like the Sun HotSpot
Virtual Machine for Java [18] assume that message dispatch through an interface
is less likely than early binding, we assume that interface calls are actually the
common case. In case of COP this is appropriate as components heavily use in-
terfaces to abstract inter-component communication and to increase reusability.
In contrast to HotSpot we allow multiple compilations of the same intermediate
code to co-exist in memory. Depending on the actual interface call receiver the
corresponding trace is executed.

The result is a dynamic compilation process which performs continuous pro-
gram optimization [16, 17]. As the recompilation process has a significant cost
itself, the dynamic code optimizer has to decide on-the-fly whether a possible
optimization it detected is likely to pay off at some point in the future or not.
Only optimizations which promise to be profitable are actually performed.

4 Implementation

We have implemented the proposed execution model as part of the Lagoona [5, 8]
component-oriented programming framework [10]. Lagoona is a programming
language explicitly designed for component-oriented programming. It is based
on the ideas of stand-alone messages and generic message forwarding [9]. Our
current prototype implementation uses an annotated syntax tree [7] as the code



transport format at the component level. It would have been possible to use
lower-level byte-code formats like Java or .NET as well. However, we found
that an annotated syntax tree can be transformed into Static Single Assignment
form [1] more easily, which greatly simplifies many common code optimization
algorithms.

5 Related Work

The term dynamic compilation has originally been coined in the context of
Smalltalk-80 [3]. The Smalltalk-80 compiler emitted portable v-code, which in
turn was translated to native machine code (n-code). Self [20] is a dynamically
typed, object-oriented language, which in its later incarnations Self-91 and Self-
93 [13] also used profiling and dynamic compilation to speed up performance-
critical parts of the program. However, the approach undertaken by Self sig-
nificantly differs from our execution model, as Self lacks explicit support for
component-oriented programming. An interesting feature of some Self imple-
mentations is to do dynamic “de-optimization” to assist debugging. We are con-
sidering to add this feature to Lagoona. Earlier work in the area of efficient light-
weight component architecture includes Open Components [11]. Open Compo-
nents eliminate all inter-component communication overhead using compile-time
code manipulation. However, Open Components—by design—do not support
dynamic composition. Our dynamic compilation approach also relates closely
to work done by Kistler on continuous program optimization [16, 17].

6 Conclusions and Future Work

In this paper, we presented dynamic recompilation at runtime as a means to
overcome inherent performance problems in current component-oriented pro-
gramming frameworks. We identified the central ideas of component-oriented
programming—independent and dynamic extensibility—as the major obstacles
that limit the effectiveness of traditional compile-time optimization techniques.
We argued for delaying the optimization until after the deployment process to
allow for the global optimization of inter-component communication. Further-
more, we proposed to use dynamic recompilation to optimize even method calls
going through interfaces, which are not optimizeable ahead of time. We pointed
out that many currently existing just-in-time compilers are not designed to per-
form inline expansion of interface calls, which has a significant impact on the
execution performance of component-oriented software. As far as future work
is concerned, we have identified the profitability prediction in our current im-
plementation as one of major weaknesses. Our prototype uses a very simplistic
heuristic to decide whether a possible optimization should really be performed.
Preliminary measurements have shown that the prototype often spends a con-
siderable amount of time to recompile code fragments, which in the end fail to
deliver the speedup the predictor has been hoping for. We plan to focus our



future research on more advanced prediction mechanisms to ensure a higher rate
of profitability for the overall optimization process.
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