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Abstract

This paper describes an application of autonomous concurrent objects (Ac-
tors) to parallel rendering. The resulting rendering system is shown to be both
scalable and portable. A parallel rendering application based on Monte Carlo
path tracing is constructed using programming abstractions defined by the Ac-
tor model. This application is demonstrated to scale to hundreds of computers
with efficiencies approaching 99%. The abstractions and the application are
demonstrated to be portable across a range of parallel and distributed com-
puter systems with various communications characteristics and topologies. A
similar set of abstractions have been implemented in VLSI, suggesting that
the entire rendering application could be realized by a special purpose systolic
architecture.

1 Introduction

Photorealistic rendering requires a physically accurate simulation of light trans-
port in complex geometric domains. Such domains may contain a diversity of
materials, each scattering light according to a different bidirectional reflectance
distribution function (BRDF). To generate high-quality images that accurately
predict the appearance of a hypothetical scene a variety of radiometric phe-
nomena must be faithfully simulated including light emission, scattering, and
interreflection among surfaces, and in some instances even camera effects such
as depth of field and lens distortions.

The problem of global illumination is characterized by an integral equation
known as the rendering equation [12]. This equation can be approximately solved
by Monte Carlo methods. These methods estimate the intensity and wavelengths
of light entering the lens of a simulated camera in a virtual environment. These
quantities are estimated at discrete points in the image plane that correspond
to pixels. Monte Carlo methods are abundantly concurrent, making them well-
suited for parallel implementation. The core of this computation is a common
geometric problem known as ray casting. Ray casting is used to track photon
transport through the environment, ultimately resulting in estimates of the light
intensity arriving at each pixel.
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The Actor model has been widely explored as a model for object oriented
programming in distributed systems [1, 2]. Actors are autonomous, concurrently
executing objects that communicate by asynchronous message passing. Actors
are intended to facilitate program construction by composition, and reasoning
about the correctness of those composed programs. Because communication is
asynchronous the correctness of concurrent Actor programs is unaffected by race
conditions and other sources of sequential nondeterminacy. As a result these
programs run correctly on platforms with widely varying communication char-
acteristics, including workstation clusters, shared memory multiprocessors, and
dedicated VLSI architectures [4, 7, 14, 15].

This paper describes an Actor implementation of a parallel rendering appli-
cation based on Monte Carlo ray tracing [8]. Our goals in using an Actor model
were to obtain portability and scalability. These goals have been achieved, as
the application has shown portability across a variety of shared memory and
distributed parallel computer systems, and scalability to hundreds of comput-
ers. The application even shows super-linear speedup (for example, a speedup
of 16.52 on 8 processors) which is in part a byproduct of using an Actor model.
We expect the scalability to extend well beyond the range covered by our exper-
iments and believe the approach is well suited to VLSI implementation.

In order to support the rendering application we have found it convenient
to modify the Actor model in minor respects. To increase efficiency on shared
memory multiprocessors we have found it useful to relax strict encapsulation, so
that a pool of actors can share access to a geometric data base. We require a
limited set of multi-actor constraints, and we have been able to accomplish these
using a type based message prioritization scheme. Also, to support a separate
set, of experiments in automatic mapping and load balancing we have restricted
the model to require dedicated communication channels among actors, rather
than assuming that each actor is free to communicate with all other actors. This
restriction does not restrict the generality of our conclusions.

The following sections of this paper describe the abstractions that support the
Actor model, the implementation of the parallel rendering application in terms of
those abstractions, and evaluate the resulting application in terms of portability
and scalability. The final section presents the conclusions of this experiment and
a general discussion.

2 Programming Abstractions for an Actor Model

We have developed a set of programming abstractions for an Actor model in
order to discover which aspects of that model are most important for supporting
parallel rendering applications. OQur objectives in developing such an application
have been to obtain scalability to large numbers of concurrent processes, and
portability across software environments, architectures, and even implementa-
tion media. We wish to avoid relying on features that are available only under
a specific operating system or class of architecture. With a view toward VLSI
implementation our focus has been on simplicity as well as scalability.



The abstractions are defined as macros which may be invoked by programs
written in ANSI C, C++, or derivatives such as CC++ (Concurrent C++) [5].
An actor has local state and implements a set of methods that are invoked
when messages are sent to it. Each actor has an associated message queue into
which all messages are received and in which they reside until processed. The
abstractions are supported by run time mechanisms that are invoked in a way
that is transparent to the programmer. We consider an Actor to correspond to
a process, although under some circumstances it may be preferable for Actors
to represent individual process threads, or finer grained entities.

As we are concerned with supporting a specific application we focus our at-
tention on a limited set of multi-actor constraints. The rendering application
requires synchronization between frames and dynamic load balancing. In order
to experiment with specific schemes for automatic mapping and load balanc-
ing we have imported the concept of dedicated channels from the paradigm of
Communicating Sequential Processes [9, 10, 11]. This is a separate area of re-
search that does not directly concern this paper nor restrict its conclusions.
These conclusions can be safely generalized to Actor models that do not incor-
porate dedicated channels. We have found that all of these ensemble behaviors
(synchronization, load balancing, channel support) can be accomplished using
primitives for message prioritization and sequencing.

2.1 The Core Abstractions

An application is constructed by defining Actor processes in a programming lan-
guage like C or C4++. The programming abstractions are implemented as a set of
macro definitions that are invoked in the sources for these Actor processes. These
abstractions define methods and message types, schedule method execution, and
send and receive messages.

— method (identifier, message-type)
Define a method, identifier, to process messages of type message-type.

— send (channel, message-type, type-list, arguments...)

Send a message of a specific type on a specific channel.

— receive (channel, type-list, arguments...)
Receive the contents of a message into local variables.
— message (identifier, message-type, priority)
Associate a numerical priority and a method with a message-type.

— eventLoop (counter)

Relinquish control to the method scheduler.



2.2 Multi-Actor Constraints

The rendering application requires three types of ensemble behaviors. These are
a barrier synchronization between frames, and operations in support of dynamic
load balancing and channel maintenance. In an Actor model such behaviors are
typically achieved by using various sorts of multi-actor constraints. We have
implemented all of these behaviors using message prioritization, and sequencing.

Barrier Synchronization A rendering task is composed of a lengthy series
of ray casting operations. This series typically involves many millions of such
operations, each of which requires testing a ray for intersection with potentially
thousands of geometric surface points. The cost to render a single high quality
image can easily reach into the trillions of floating operations, and thousands of
such images may be required for even a few minutes of animation.

An initial set of operations are assigned at the start of each frame by a mas-
ter actor to a set of rendering actors. After this initial assignment the master
actor broadcasts a special end-of-frame message. Ray casting has higher prior-
ity than end-of-frame and as a result the rendering actors process it only after
completing all ray casting operations. When a rendering actor processes an end-
of-frame message it sends an acknowledgment to the master actor. The master
actor counts acknowledgments in order to detect termination of the frame. No
new work is assigned until termination 1s detected, thus end-of-frame imple-
ments barrier synchronization for the rendering actors. (For the sake of simplicity
our implementation synchronizes between successive frames. This is not strictly
necessary. )

Dynamic Load Balancing One of our original motives in developing the par-
allel rendering application was to experiment with solutions to the problems
of mapping and load balancing in distributed systems [9, 10]. Load balancing
among a homogeneous set of actors is particularly easy because it only requires
transferring messages between queues. Message prioritization proved to be es-
sential to achieving efficient dynamic load balancing.

Dynamic load balancing is initiated by a rendering actor when it is starved
for work. A rendering actor initiates dynamic load balancing by broadcasting a
request to the small set of rendering actors to which the requestor has channels.
These actors may in turn relay the request to other rendering actors, and/or
respond with messages from their own queues. Prioritization made it possible to
interleave pixel evaluations on the requesting actor with transfers of messages
from other actors. A high priority was assigned to the method that accepts these
message transfers, and a lower priority to the method that processes rays. This
made it possible to keep the ray method continually active, but interruptible
whenever message transfers arrive. The alternative would require the request-
ing actor to suspend the ray method while waiting for the message transfers,
resulting in idle time. In our experiments this idle time caused a significant
degradation in scalability. For example, for the office image on 64 computers the
speedup increased from 42.71 to 61.90 (see tables 1 and 2).



Channel Creation One of the core system management tasks is to establish
channels between communicating actors. Channels must be pre-established in
order to initialize certain data structures associated with message passing and
message queues, and in distributed environments to establish socket connections
among actor processes. Since many channels are established at startup it was
imperative to make this process efficient.

Methods that involved centralized control proved to be unreasonably slow
on large computer systems, and so a fully concurrent method was developed.
The steps required to establish a single channel were abstracted into a state
transition diagram. A message type was assigned to each arc of the diagram. In
the concurrent algorithm a master actor initiates a set of channels by sending
messages corresponding to the first arc of the diagram to the actors that will be
attached to the channels. These messages have data payloads that contain part
of the information required to establish the channel. The rest of the necessary
information (for example, port number for a socket connection) are added by
other actors as messages traverse the states of the diagram. The last arc of the
diagram returns an acknowledgment message to the master actor to signify that
the channel has been created.

The concurrent algorithm had substantial payoff. For example, starting the
application on 256 processors requires establishing 1250 independent channels.
The original serial algorithm took almost thirty minutes to establish these chan-
nels. The concurrent algorithm took under two minutes to achieve the same
result.

3 An Actor Implementation of Parallel Rendering

Monte Carlo renderers estimate the radiance (brightness) at discrete points in
an image plane as seen by a simulated camera in a virtual environment. They
do this by sampling paths through the environment that correspond to possible
photon trajectories. At each surface encountered along a path the direct irra-
diance (incident energy) is estimated, and these estimates are integrated along
the paths. The core computation involves repeatedly traversing paths using ray
tracing algorithms to compute geometric intersections.

On shared memory multiprocessors 1t can be desirable to allow shared access
to a geometric data base used in intersection calculations. This can be achieved
by creating a database actor that brokers access requests from the rendering
actors. Unfortunately in our programming framework this solution is too costly.
We prefer instead to relax the object oriented principle of strict encapsulation of
data. In order to share access to the geometric data base, on a shared memory
multiprocessor, rendering actors simply send the values of pointer addresses to
each other.

The application is principally supported by rendering actors and a master
actor that coordinates the computation for each frame. Additional actors support
rasterization, the user interface, client/server connections, data base definition,
and potentially other services.



The core rendering computation consists of repeatedly casting rays and then
scattering new rays at points of intersection between paths and geometric sur-
faces. The number of new rays to be scattered can vary by orders of magnitude.
The core computation can be expressed in terms of our programming abstrac-
tions as follows.

method (ray, RAY) {
receive (sender, typelist, &thisRay);
compute intersection of thisRay with surface
determine the number of rays to scatter
for i=1 to totalRays
generate a new ray

send (self, RAY, typelist, newRay);

}

In this example sender and self are reserved names of channels, from the
actor who issued the RAY message, and to the current actor, respectively.

The interactions among the master and rendering actors can be summarized
as follows. After the rendering actors have processed a stream of messages (from
other actors) to build a geometric data base, the master actor assigns a set
of primary ray evaluations to each rendering actor and then broadcasts end-
of-frame. The rendering actors execute method ray repeatedly until reaching
end-of-frame. They initiate dynamic load balancing, and if successful, return
to processing method ray. If unsuccessful they request termination from the
master actor. When all rendering actors have requested termination the master
acknowledges the end of the frame.

3.1 Scalability

The scalability of an application is governed by Amdahl’s law.?

"1+ (n-1Da (1)

This law observes that only concurrent computations are scalable. In any

Sn

computation if a fraction a of the total elapsed time is spent in servicing non
scalable overheads, such as serial dependencies or i/o bottlenecks, then the max-
imum attainable speedup using any number n of computers is limited to S,,. For
example, if & 1s 0.01 then the maximum speedup S, is 100.

Figure 2 shows typical and atypical effects of Amdahl’s law. The left plot
shows the speedup of the application up to 150 computers. The two cases of
the office and conference room images are plotted relative to a linear speedup
line. Both cases exhibit super-linear speedup, above 64 processors for the office

2 In fact there exist two “laws” attributed to Amdahl. The other concerns the ratio
between the rates of instruction execution and i/o.



and above 128 for the conference room. The right plot shows the speedup of the
rendering actors separated from the rest of the computation. The measurements
were taken by considering the base case of two computers, with a rendering actor
on one computer and all other actors on the second computer. A case of n + 1
computers is measured by executing n rendering actors on n computers and all
other actors on one additional computer. The speedup measurements would be
higher if all actors were run on n computers (rather than on n+1 computers). We
made the measurements the way we did because we were interested in observing
the scaling of the rendering core in isolation from the other actors.

Fig. 1. The office, conference room, and soda shop images used in figure 2 and
tables 1 and 2. These images were generated at NTSC resolution (640 x 480).
The models contain 3,256 objects and 3 lights, 37,220 objects and 24 lights, and
22,725 objects and 5 lights, respectively.

All of these curves can be understood in terms of Amdahl’s law. In the right
plot the scaling is typical of a concurrent computation. Speedup is nearly linear
until the Amdahl fraction « begins to represent a substantial fraction of the total
elapsed time. These quantities differ for the two images, with the total elapsed
time much greater for the conference room image than for the office image (six
hours versus one hour). Not surprisingly the conference image reaches a point of
diminishing returns at a much larger number of computers than the office image
does.

In the left plot the scaling shows the effect of combining a rendering actor and
all of the other actors on a single computer. In this case the rendering actor gets
less than the full capacity of the computer.? In these instances the rendering
actor gets less than fifty percent, as can be deduced by comparing the times
on 1 computer to their counterparts on 2 computers. When the application is

% We have measured the parallel overheads related to our programming abstractions
and found that they are consistently in the neighborhood of one to three percent as
reported by the Aix monitor utility on the IBM SP2.



run on more than one computer there is a super-linear speedup since the base
case represents less than the full capacity of one computer. In addition less time
is spent in process swapping, and cache reuse is better since the processor is
dedicated to the rendering actor.

Fig. 2. Scalability of the rendering application on the office and conference room im-
ages. Horizontal axis represents number of processors. Vertical axis represents speedup.
Left plot shows speedup of the application. In both cases the application exhibits su-
per-linear speedup until the elapsed time is roughly one minute. At this point for both im-
ages the Amdahl fraction o begins to dominate the computation making further speedup
increasingly costly. Right plot shows speedup of the rendering actors in isolation. In this
plot the point of diminishing returns can be clearly seen as the speedup diverges from
linearity. See table 1. Since these results were taken we have improved the scalability
by refining the termination and load balancing mechanisms, see table 2.

After obtaining the results in figure 2 and table 1 we spent some effort tuning
the application and streamlining the algorithms for dynamic load balancing and
termination detection. We remeasured the scalability of the rendering actors and
found significant improvement as shown in table 2. The office had previously
shown speedup of 42.71 on 64+1 computers, but now shows speedup of 61.90.

3.2 Portability

In order to test our assumptions about the portability of these abstractions we
have implemented them on a variety of parallel computer systems. These have
included an irregular network of Sparcs connected by 10 base-T Ethernet, a ring
of IBM RS/6000 workstations connected by 10 base-T, a cluster of Intel Pentium
Pros running Linux and connected by a 100 base-T crossbar, IBM SP1 and SP2
systems connected by high performance switches, and the HP/Convex Exemplar
cc-NUMA architecture with distributed shared memory. We have also run the
application on an assortment of uniprocessor workstations.

In most cases the port took between one and two days. Most of that time
was spent in resolving differences in system library functions. Many more op-



Office Conference

n time| Sy (a) e(a)|Sn(r) e(r)| time| Sy(a) e(a)| Sn(r) e(r)

1 61:18 11.0 6:15:30 11.0
1+1 |29:11] 2.10 1.05 11.0 {3:00:37| 2.08 1.04 11.0
8+1 | 3:40| 15.99 2.0 7.61 0.95| 22:44| 16.52 2.07| 7.95 0.99
1641 | 1:58| 31.17 1.95|14.84 0.93| 11:25| 32.89 2.06| 15.82 0.99
3241 | 1:02| 59.32 1.85|28.24 0.88 5:53| 63.82 1.99| 30.70 0.96
6441 | 0:41| 89.71 1.32(42.71 0.67 3:02(123.79 1.93| 59.54 0.93
12841| 0:33(111.46 0.87|53.06 0.41 1:38(229.90 1.80{110.58 0.86

Table 1. Speedup of the office and conference room images to 128 rendering actors
(see figure 2). Measurements on (n+ 1) computers were taken with n rendering actors
on n computers and all other actors on one additional computer. S, (a) represents the
speedup of the application (left plot of figure 2), while S,(r) represents the speedup of
the isolated rendering actors (right plot). Efficiencies e(a) and e(r) are calculated as
Sn/n. Better speedups are reported in table 2.

Office Soda Shop

n time Sy, (r) e(r) time Sy, (r) e(r)
1+1 |15:02:40 11.0 {20:17:52 11.0
1641 57:22 15.74 0.98| 1:18:13 15.57 0.97
32+1 28:58 31.16 0.97 40:25 30.13 0.94
64+1 14:35 61.90 0.97 21:21 57.04 0.89

Table 2. Speedup of the office and soda shop images to 64 rendering actors. Measure-
ments have the same meaning as in table 1 but show better speedup. For example, the
office now achieves 97% efficiency on 64 computers. These images took longer than
those of the previous table because the sampling parameters were set to finer tolerances.

timizations are possible for shared memory architectures, both to increase the
efficiency of message passing and to reduce memory usage. The latencies of the
interconnection networks, which vary over two or three orders of magnitude, had
no apparent effect on the correctness or scaling of the application. On each plat-
form we ran a random assortment of test cases. All of the results were consistent
with those reported in tables 1 and 2.

These results demonstrate that our programming abstractions, and the ren-
dering application, work with equal effectiveness on architectures with distributed
memory and shared memory, and are insensitive to differences in communication
latency. Thus portability has been achieved across the spectrum of parallel com-
puting platforms available at the present time and in the immediately foreseeable
future.

In the longer term it is both interesting and fruitful to speculate about porta-
bility between software and VLSI. Similar programming abstractions have been
implemented in special purpose computer architectures and have shown scal-
ability to thousands of processors [6, 7, 13]. A small number of projects have



addressed the problem of designing special purpose VLSI to support ray tracing
algorithms, some of which are reaching commercialization [3].

A VLSI implementation could potentially achieve real time rendering rates
by virtue of massive parallelism. This parallelism will only be realized efficiently
if the implementation is scalable, and this will require dynamic load balancing
of ray casting operations among a set of distributed queues [10]. The topology
of the necessary interconnection network is entirely local, and thus the system
could be realized in a natural way by a scalable systolic architecture. A systolic
architecture would be much simpler than architectures that support communi-
cation over high speed routing networks.

4 Conclusions

The experiment in using an Actor model to support a parallel rendering ap-
plication has been a success. It has shown excellent scalability to hundreds
of processors and has been portable in software across all principle classes of
parallel platforms. The abstractions and the computational core have all been
demonstrated in VLSI implementations and we believe the renderer could be
implemented in a dedicated systolic architecture. We have thus met our criteria
for success in building a scalable, portable, parallel rendering system.

We have required only the core concepts from the Actor model, plus a mes-
sage prioritization scheme and dynamic load balancing. Without load balancing
the computation would still be correct but would not scale well [10]. In addi-
tion it has been useful to relax strict encapsulation of data on shared memory
multiprocessors in order to avoid wasting memory.
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