Midterm(Fall2001) Solutions

 Part I

1. Consider the following ER diagram :


    



Below are three possible relationship sets for the ER diagram .

   A
    B
   C

  a1
   b1
   c1

  a2
   b1
   c2

(i)
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    B
   C

  a1
   b1
   c1

  a1 
   b2
   c1

   (ii)     

   A
    B
   C

  a1
   b1
   c1

  a2 
   b2
   c1

 (iii)      

You may assume that different symbols stand for different values e.g c1 is definitely not equal to c2. Which of the above could not be the relationship set of the above diagram 

(a) (i) only

(b) (i) and (ii) only

(c) (ii) only

(d)  (i) , (ii) and (iii)


Answer 

Short explanation :

Tables (i) and (iii) satisfy the conditions  that (i) for a unique pair (a,b) there can only be an unique value of c in the relationship set R , and (ii) for a unique pair (a,c) there can only be an unique value of b in R . 

However in table(ii ) for a unique pair(a1,c1) we have two different unique values of b i.e b1 and b2 . Thus (ii) violates the condition.

2.


If A has 100 entities , B has 1000 entities and C has 10 entities what is the maximum  number of entities(A,B,C) that could be in the relationship set R

(a) 100

(b) 1000
(c) 100,000
(d) 1000,000


Answer 

Short explanation :

The maximum no of unique combinations of (a,b) we can have is 100,000. According  to the ER diagram ,  for every unique value of (a,b) we must have a unique value of c .

However, we only have 10 unique entities of c .Thus one cant have a 100,000 entities in R.  

Also the no of unique combinations of (a,c) can be 1000 . Since b has 1000 entities , we can have an unique entity for each combination of a and b. Thus the maximum number of entities we can have in R is 1000. 

3.  Below is an ER diagram 


Indicate which of the ODL specifications best mimics the intent of this E/R diagram. In both E/R and ODL, we have omitted mention of all attributes, which you may thus ignore.

(a) interface A  {relation Set <B> R      inverse B::R;}; 

     interface B  {relation Set <A> R           inverse A::R; 

      relation Set <C>  S          inverse C::S;}; 

     interface C { relation Set <B> S              inverse B::S;}; 

(b) interface A {relation B R                    inverse B::R;}; 

     interface B {relation Set<A> R                inverse A::R; 

                       relation C S                         inverse C::S;}; 

     interface C {relation Set<B> S                inverse B::S;}; 

(c) interface A {relation Set<B> R          inverse B::R;}; 

    interface B {relation A R                    inverse A::R; 

                      relation Set<C> S           inverse C::S;}; 

    interface C {relation B S inverse B::S;}; 

(d) interface A {relation B R                   inverse B::R;}; 

     interface B {relation A R                   inverse A::R; 

                       relation C S                    inverse C::S;};

     interface C{ relation B S                    inverse B::S;};


Answer  

Short explanation :

The answer should be self explanatory

4.  In the instance of the relation R(A,B,C,D,E) shown below, which of the following functional dependencies hold ? 

A
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E
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1
4
3
4
5

1
2
4
4
1







I.  AB ( C
II. B ( D
III. DE ( A

(A) I only  

(B) II only  

(C) I and III only   

(D) II and III only 


Answer 

Explanation : This answer should be self explanatory . Just go through the functional dependencies and try to figure out if any of the tuples in the relation R violate them e.g  AB do not functionally determine C since for a unique combination {1,2} we have two different values of C i.e 3 and 4. Thus I cannot hold good .

5.  Consider relation S(A, B, C, D, E) with the FD's: 


AB ( C, B(D, DE ( A 

What are all the keys of  S ? 

(A) {A, B, D, E} 

(B) {A, B} and {D, E} 

(C) {B, E} 

(D) {A, B, E} and {B, D, E} 


Answer   

Explanation :

Since B and E do not appear on the right side of any FD, they must be a part of every key. Let's compute the closure of {B, E}. First, apply B->D to get D into the closure. Then, DE->A adds A into the closure. Finally, AB->C adds C into the closure. The closure of {B, E} covers all attributes of S, so it's a superkey of S. But we also know that B and E must be a part of every key, so {B, E} is the only key. 

6. The following questions refer to the relation T(A,B,C,D,E) with the following FD's: 


A ( BC,
CD ( E,
( ( D 

Unfortunately, we don't know what ( is -  it could be any non-empty subset of T ' s attributes. (In particular, ( may even contain D itself, which would make ( ( D  a trivial dependency.) 

Which of the following must be true regardless of what is inside (? 

(A) Every key of T contains A 

(B) No key of T contains A 

(C) Some key of T contains A while some other key does not

(D) None of the above


Answer 

Explanation :

Since A does not appear on the right side of any FD, it must be in every key. 

7.  Which of the following must be true regardless of what is inside ( ? 

(A)Every key of T contains C 

(A) No key of T contains C 

(B) Some key of T contains C while some other key does not 

(C) None of the above


Answer  

Explanation : 

Since every key contains A, it cannot contain C. If it also contains C, then it would not be minimal: we can safely take C out and still have a key because C is determined by A (according to A->BC). 

8. Which of the following must be true regardless of what is inside ( ? 

I. If some key T contains E, then some other key must contain D 

II. If some key T contains D, then some other key must contain E 

(A) I only 

(B) II only 

(C) Both I and II

(D) Neither I nor II 

Answer 

Explanation :

This one requires more than average thought. If some key contains E, then the third FD must be nontrivial and its left side must contain E. In this case, {A, E} is a key, and it easy to see that {A, D} is a key too. Thus, I is true. II is false because the third FD could be trivial. In this case, the only key is {A, D}. 

9.  Suppose that two relations R(A, B) and S(A, B) have exactly the same schema. Which of the following equalities hold in relational algebra ? 

I. R ( S = R - (R - S) 

II. R ( S = S - (S - R)

III. R ( S =  R ( S 

(A) I only

(B) I and II only 

(C) I, II and III 

(D) None of the above


Answer 

Explanation :  Both I and II return the intersection set of R and S . This can easily be shown by using set diagrams . 

10. Suppose we have two relations R(A, B) and S(A, B) with the same schema. The only key of R is {A}; the only key of S is {A} also. Let relation T(A, B) be the set union of R and S, i.e., T = R ( S. What are the keys of  T ? 

(A)  {A} 

(B)  {B} 

(C)  {A} and {B} 

(D)  {A, B} 

Answer 

Explanation : The keys of T can no longer be {A} or {B} alone since one may have have unique values of A in R and unique values of A in S , but that does not imply that one would have unique values of  {A} in T . Thus one may end up having duplicate values of  A in the union set of R and S which prevents it from being the primary key . 

PART II

11. We would like to design a database to maintain information about the World-Wide Web. The following information needs to be captured :

· Hosts on the web, which are characterized by their IP address, location, names and the server software running on them .

· Associated  with the hosts are directories . Each directory has a name(dname) which is unique on a given host. Thus a directory is essentially identified by the host machine on which it resides and its name(dname). We also need to store the last date of modification of the directory and the filenames under the directory. Directories can be classified as either root or non-root. While a root directory has no parent, non-root directories have a parent which is also a directory. Also, a non-root directory has associated with it access permissions.
· We also store information about clients which access a host machine. The client is characterized by an IP address, client name(cname) and each access to a host machine is associated with a timestamp.     

The diagram shown in Fig 1 below represents the above information using the entity relationship model. 





















                                                             Fig 1 (for Q 11)

 Modify the above ER diagram to include the following constraints

· A particular host machine may have aliases i.e it may have several names associated with itself.

· We wish to store additional information about the files under a directory i.e we wish to store the file name, the size of the file and the file type . Modify the ER diagram so that this extra information about files can now be stored in the database.

· Also modify the ER digram to include information about the file accessed by a client on a host machine. 
























                                                             Modified ER diagram

Short Explanation :

A few points which need to be explained are :

The host name now becomes a multivalued attribute . We now have a new entity called File since we need to store additional information about the file . Also the access relationship now connects the cleint machine with the file entity . Notice we already know on which host machine the file resides on since every file is a weak entity of directory and every directory is a weak entity of "host" .  Thus if we had made a ternary relationship connecting file, client and host machine , we would have ended up storing redundant information.

12.  Convert the ER diagram as given in Fig 1 to the relational model ( please  do not use the modified ER diagram to do the mapping onto a relational schema)  .Remember to specify not just the relational schema but also the integrity constraints including keys as well as inclusion dependencies.

The entity tables :

Host ( host_ip,server, h_name,location)

Client( client_ip, cname)

Directory( daname, host_ip, mod_date, filename)

Filename( dname, host_ip, filename)

Root( dname, host_ip)

Non Root( dname,host_ip,permission)

Relationships :

Accesses ( host_ip, client_ip, timestamp)

parent(  p_dname, phost_ip,dname ,host_ip)

Inclusion depenencies :

Acceses [host_ip] ( host[ host_ip]

Accesses [client_ip] ( client[ client_ip]

Root[ dname, host_ip] (  directory[ dname, host_ip]

Non root[ dname, host_ip] ( Directory [ dname, host_ip]

Directory [ host_ip]  (  host[ host_ip]

parent [  dname, host_ip] ( non root[ dname, host_ip]

parent [ p_dname, phost_ip] (  directory[ dname, host_ip]

non root[ dname , host_ip] (  parent[ dname, host_ip]

13. The following questions are based on the following relational schema from a flight reservation system

FARES (AIRLINE_NAME, FROM_CITY, TO_CITY, FLIGHT_NUM,  CLASS, FARE) 

AIRCRAFT (FLIGHT_NUM,      AIRCRAFT_TYPE,    AIRLINE_NAME) 

AIRLINE (AIRLINE_NAME, AIRCRAFT_TYPE,     CLASS,         NUM_PASSENGERS) 

CAPACITY (AIRLINE_NAME,        AIRCRAFT_TYPE,         NUMBER)

Based on the above relational schema, answer the following queries in relational algebra. (** Important note: If you cannot answer a particular query completely in relational algebra, say so, and justify your answer ** ). 

1.    Return all fares and corresponding airlines with direct flights from Austin to Denver 

Answer :  

           
( (fare,airline_name) [ ((  from_city="austin" ^ to_city="denver" ) ( Fares)]

Explanation : 

  The answer should be fairly obvious . We just apply a single selection and projection operator on the Fares table

Below is the same schema for your convenience in answering the question 

FARES (AIRLINE_NAME, FROM_CITY, TO_CITY, FLIGHT_NUM,  CLASS, FARE) 

AIRCRAFT (FLIGHT_NUM,      AIRCRAFT_TYPE,    AIRLINE_NAME) 

AIRLINE (AIRLINE_NAME, AIRCRAFT_TYPE,     CLASS,         NUM_PASSENGERS) 

CAPACITY (AIRLINE_NAME,        AIRCRAFT_TYPE,         NUMBER)

2. Return all airlines which have aircraft-type only as  "Airbus" flying from Seattle. 

Answer :

(i) R1=  ( (airline_name) [( (aircraft_type<> "airbus" ^ from_city="seattle" (Fares |x| Aircraft)]

(ii) R2 =  ( (airline_name)[( ( from_city="seattle"( Fares )]

Result = R2 –R1

(i) returns all the airlines which have aircraft type other than airbus flying from Seattle

(ii) returns all airlines flying from seattle 

(iii) returns all airlines with aircraft type only as "airbus" flying from Seattle

Below is the same schema for your convenience in answering the question 

FARES (AIRLINE_NAME, FROM_CITY, TO_CITY, FLIGHT_NUM,  CLASS, FARE) 

AIRCRAFT (FLIGHT_NUM,      AIRCRAFT_TYPE,    AIRLINE_NAME) 

AIRLINE (AIRLINE_NAME, AIRCRAFT_TYPE,     CLASS,         NUM_PASSENGERS) 

CAPACITY (AIRLINE_NAME,        AIRCRAFT_TYPE,         NUMBER)

3. Return all airlines with flights to New Delhi from Los Angeles (may include multiple stops). 

Answer : This query cannot be represented in relational algebra because it may include infinte number of recursive passes over the whole table . If it had been specified that one may have only say 2 or 3 stops , it would have been possible to answer the query in relational algebra .
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