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Abstract—This paper describes our work on developing tech-
nology for rapidly assembling information portals that provide
integrated access to and analysis of information from multiple
sources in the case of any disaster. Many recent disasters (the
S.E. Asian Tsunamis, the London subway bombings, the Katrina
hurricane, to name a few) have demonstrated that a lot of
valuable information becomes available in the hours and days
immediately following the disaster, and such information is indeed
valuable to disaster managers or even citizens in their response.
In this paper we describe our work on developing information
portals for disasters in general; we describe many key infor-
mation processing capabilities and challenges that we consider
important in such portals and also describe our approach to
developing such capabilities.

I. I NTRODUCTION

A deluge of information, potentially very useful in analysis
and response, becomes available in online and other sources
in the hours and days immediately following practically
any major disaster. The information may be in online news
reports, community blogs, specialized web-sites put up for
various tasks such as locating resources, disseminating current
situation reports, and re-establishing communications. Such
services and the information they provide can be critical to
different communities, but can also be inefficient and incon-
sistent during large-scaled disaster situations. For instance,
during the first 3 days of the Tsunami disaster in South-
east Asia, more than 4,000 reports were gathered by the
Google news service. Within a month of the incident, we have
collected more than 200,000 distinct news reports from several
online sources. The content obtained from online sources was
diverse and heterogeneous in nature with text, multi-media
(e.g., images, video), GIS information (e.g., satellite imagery,
maps). The availability of all such information (scattered
originally at multiple places) combined with other (possibly
prior) information such as area satellite maps and data such as
sensor data, audio-visual footage related to the disaster etc., at
one place in an integrated fashion can prove to be very useful
to disaster managers or analysts and even ordinary citizens in
the response and planning during or after the disaster. This
motivates us in the direction of an “Information Portal” which
is a web-based, easy to access one-stop point for retrieval and
analysis of all such disaster related information.

In this paper we describe our concept of and work in
progress on developing such information portals. This research
was sponsored by NSF Award number 0331707 and 0331690
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to the RESCUE project. We are interested in generic capabil-
ities that prove to be useful across a variety of disasters and
instances. Also, to be of practical use, it is important that a
portal for any disaster can be assembled relatively quickly so
as to assist in timely decisions. The key capabilities that we
expect of such a portal include providing for identifying and
obtaining information from multiple online sources, effective
browsing, search and querying of the integrated information,
and information visualization. Ideally, the Information Portal
will activate at the onset of the disaster and assemble in an
“on-demand” fashion. In fact we have implemented many of
the concepts in two specific applications; one is an information
portal for the S.E.Asian Tsunami disaster and the other is an
emergency information portal, under development, for the City
of Ontario.

II. RELATED WORK

There are several portals and sites currently deployed which
are similar in spirit to what we want to achieve. The main
differences of these portals from ours are at three areas: 1)
the information sources, 2) the target users, and 3) the analysis
tasks. Our portal mainly deals with information streamed from
the Web sources. We aim to help individuals (citizens or
first responders) to quickly gather personalized information
through various search and visualization interfaces. Our users
use this information to accomplish their individual tasks.
Therefore, our portal system potentially deals with larger
and more diverse information sources, and tries to enable



individualized and “deeper” analysis. In the next section, based
on our research in the disaster response areas, we summarize
various research components that achieve our goals.

The portal Web site developed by the homeland security
department [3] that helps different agencies and communities
to gain situational awareness and locating resources during and
after disasters (https://www.disasterhelp.gov/). The informa-
tion sources are mainly from different government agencies’
situational reports (much smaller than our domain). The main
purpose is to help coordinating rescue operations, and is
not for analysis tasks. There are also other government Web
sites with similar functionalities (e.g., Katrina Information
Portal [6] (http://katrina.louisiana.gov/).

AlertEarth [1] (http://www.alertearth.org/) is another portal
system that monitors different disasters and disseminates the
information to different subscribers. The information sources
are not the general Web source. It focus on a few well-
established disaster centers. Therefore, it cannot effectively
adapt to the potentially important sources during the disaster
situations.

Other relevant work on building our portal system will be
reviewed in the next section.

III. SYSTEM ARCHITECTURE

In this section we describe the key technical components
of such an information portal and how to connect them
as an integrated system. Figure 1 illustrates the modules
and interactions between them. PSAP (Personalized Situation
Awareness Portal) employs a standard client/server architec-
ture and information access is provided over a convenient
web-based access interface. As described below, a variety
of data management and processing technologies such as
crawling, indexing, extraction, integration, visualization, and
information filtering come into play.

Data Collection and Access:This component col-
lects and stores information from multiple online information
sources (news reports, blogs, satellite images, government
databases, etc.) and also provides real-time access to sources
where information needs to be accessed real-time (for instance
weather sources). This component provides capabilities for
dynamically registering new information sources, configurable
crawling of relevant online sources and automated download of
information from various sites. The data collected, primarily
online documents and other multi-media data are stored in
an IBM DB2 database (Raw Reports in Figure 1). Meta
information such as the source identification and time-stamps
are stored as well. Multimedia data downloaded and stored
in the DB2 database includes data such as maps or satellite
imagery from organizations such as the USGS, audio-visual
footage captured related to the disaster etc. Some of this data
can be downloaded and stored in advance; for instance it is
expected that maps of the an area are invariably useful and we
may store the maps in advance of the disaster. Other on-line
information needs to be identified, crawled and obtained on
demand as described above.

Topic Modeling for Browse and Search:Through
automatic topic modeling tools (e.g., Figure 3), we can quickly
organize data by its topic. We have implemented the ap-
proaches for topic modeling proposed in [9]. In the current
implementation, topics are formed by features such as sets of
keywords. Keyword based topics can be used to facilitate a
topic-driven browse and search over the document collection.
For instance, instead of using keywords to match documents,
we can use topics to enhance the search performance. In Fig-
ure 3, we show an example of search on the topics related
to keyword “earthquake”. Some topics containing earthquake
are also related to keywords “sumatra, missing”. If the user is
looking for the earthquake at Sumatra island, the documents
in the topics will be directly retrieved. As such, the user can
utilize the topic search to effectively enhance his/her search.

Given the large amount of documents that constantly stream
in, valid and up-to-date topics can enable an analyst gain
insights at a semantically enriched level. Through an interac-
tive process, an analyst can further examine these topics and
integrate these topics to an existing knowledge base.

Information Extraction: To be able to capture knowl-
edge and concepts embedded in the collected documents, topic
modeling alone is not sufficient. For instance, deeper semantic
concepts like casualty and aid situations at specific places
and specific times cannot be efficiently represented by the
keyword based topics. It requires deeper information extraction
techniques. However different extraction tasks can be of vary-
ing complexity, and require us to build customized extraction
systems. We have been using off-the-shelf systems for text
extraction such as GATE [2] which come with capabilities for
tasks such as named entity extraction and are further extensible
for developing more sophisticated extraction applications. Ex-
traction beyond that of named entities or tokens includes tasks
such asrelation or event extraction from text, where besides
extracting useful tokens or entities we are also interested in
extracting the relationships between sets of such entities. In a
news story, an example of a (reported) event is say a mention
of a relief ship having arrived at some place with certain
supplies. We are interested in extracting the significant details
about this event, for instance the particular ship referred to,
the supplies, the location it arrived at, and the date and time
it arrived. The extraction of such details is referred to as
”slot-filling”. We are currently developing a next-generation
information extraction system that exploits available lower
level text extractors such as GATE for identifying tokens or
entities, and provides further deductive rule-based capabilities
on top for slot-filling required for relation or event extraction.
Initial results on the efficacy of this system for extracting
events from a corpus of the S.E. Asian Tsunami related news
stories are presented in a separate paper currently under review.

Modeling uncertain information: Informa-
tion/knowledge extracted from the raw reports might not be
always precise due to incomplete knowledge representations
or extraction errors. We need to model the uncertainty
involved in such information, and efficiently support analysis
queries. We adopt the probabilistic modeling framework
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proposed in [5] to capture the uncertainties in the spatial
information. We believe our techniques can be extended to
other non-spatial domains as well. As an illustrative example,
consider an information portal for analysis of the response
to the September 11, 2001 WTC attacks. The following are
excerpts from two real reports1 filed by Port Authority Police
Department(PAPD) Officers:

1) “ . . . the PAPD Mobile Command Post was located on
West St. north of WTC and there was equipment being
staged there . . .”

2) “ . . . a PAPD Command Truck parked on the west side of
Broadway St. and north of Vesey St. . . .”

These two reports refer to the same location, i.e. the same
command post – a point-location in the New York, Manhattan
area. However, neither of the reports specify the exact location
of the events; they do not even mention the same street names.
Our objective is to represent and index such reports in a
manner that enables efficient evaluation of spatial queries and
subsequent analysis using the spatial data. Obviously, merely
storing location in the database as free text is not sufficient
either to answer spatial queries or to disambiguate reports
based on spatial locations. In the above example, spatial query
such as ‘retrieve events near WTC’, based on keywords alone,
can only retrieve the first report mentioned earlier.

The probabilistic modeling framework in [5] defines the
semantics of the uncertain spatial descriptions (e.g., Near,
Around, and etc.). We project the spatial properties of the event
described in the report onto the 2-dimensional domainΩ and
answer queries within this domain. We model uncertain event
locations as random variables that have certain probability
density functions (pdfs) associated with them. Assisted by GIS
and probabilistic modeling tools, we map uncertain textual
locations into the corresponding pdfs defined inΩ.

Based on the probabilistic semantics, we can answer spatial
queries – such as range, nearest neighbor, spatial join queries –
more accurately. For instance, the representation must enable
us to retrieve events in a given geographical region (e.g.,
around World Trade Center). Likewise, it should enable us
to determine similarity between reports based on their spatial
properties; e.g., we should be able to determine that the
above events might refer to the same location (assuming a
temporal correlation of the events). Given that a large number

1original audio data available in converted text form
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Fig. 7. Visualize Spatial Models

of spatially uncertain events can potentially arise during crisis
situations2, scalable algorithms proposed in [4] can be used
to efficiently process the analytical queries.

We must mention that such a spatial-reasoning capability is
also under development for the afore mentioned Information
Portal for the City of Ontario. Our collaborators at the Ontario
Fire Department have expressed the need for a capability
where location/spatial references can be extracted from the
(transcribed) audio communications between fire department
responders and plotted on maps of the area in question; we are
working on developing and incorporating such a capability in
their portal.

Data Visualization: We have developed capabilities for
users to perceive spatial, temporal, topical contexts in a visual
GIS-based form. Figure 2 illustrate the main interface for the
Information Portal. With this interface, a user is able to zoom
in to get more details or zoom out to get a broader view of
the entire disaster area. The analyst can interactively examine
the returned documents from the map interface based on
their geographical information stored in the documents. Other

2For instance, more than 1000 such events can be extracted from just 164
reports filed by Police Officers who participated in the disaster of September
11th, 2001.



materials that match the user interests will also be displayed
on the map. For example, user can view GIS tagged video
associated with an event via appropriate interface extensions
(Figure 5). The portal also provides an integrated ranking
component to rank the documents based on the similarity
measures to the user profile (Figure 4).

We have also developed tools to help users visualize the
probabilistic spatial models described earlier (Figure 7(a)). If
the location of an event is certain, it is represented as a dot on
a GIS map. If it is uncertain, it is represented as a ‘heat-map’,
with more intensive colors corresponding to areas with more
probability for the event to be located in that area (Figure 7(b)).
That probability is computed in a principled way, detailed
in [5]. For instance, if the text of a report mentions an event
that has happened “near building1 and building2”, the system
first computes the individual pdf models, one forNear(bld1)
and the other forNear(bld2) as illustrated in Figure 6(a).
That figure shows two peaks, one forNear(bld1) and one for
Near(bld2). The areas with higher pdf values correspond to
higher chance of the event to be located in those areas. Next,
using these two pdfs, the system computes the overall pdf for
the event to be locatedNear(bld1) and Near(bld2) at the
same time (Figure 6(b)). With the help of this probabilistic
visualization tool, the analyst achieves a more accurate and
meaningful display of the possible location of the events.

Personalized Retrieval Using Profiles:To achieve
personalized information dissemination during disaster situa-
tions, a portal system must have flexible and accurate mech-
anisms to represent and update the information needs from
different users. In our portal prototype, user characteristics
are captured as auser filters/profiles. When new information
streaming by, it will be scored by the individual filters. If
the relevance score is beyond certain threshold, it will be
disseminated to the user. We can also prioritize these events
based on the relevance scores, so the user will receive them
with an order of preference.

Not only the uncertainties can come from different infor-
mation source, it can also arise when a user specifies his/her
profiles. How to effectively help the user specify vaguely
defined concepts and update the concepts as more information
available is one of the major challenges in building personal-
ized information portal. In our previously proposed similarity
retrieval and refinement framework [7], [8], we attempt to
address this challenge from two different aspects: 1) it allows
the user to express his/her initial profile using similarity
semantics, and 2) it automatically enhance the profile based
on the user feedback.

In the similarity retrieval and refinement framework [7],
a similarity filter/profile is represented as a similarity search
condition, which has a conditional expression, a set of weights,
a ranking function with a cut-off value. Conditional expres-
sions are basically composed of conditionalpredicates. The
predicates (basically “atomic” search conditions in a sense)
can also be imprecise (for instance“near WTC”). We have
the notion ofsimilarity functionsthat take two data attribute
values and return a similarity score between 0 and 1. We also

havesimilarity predicatesthat take an attribute, a target value
and a similarity function and which returns a similarity score
between an attribute value and the target value. Similarity
search differs from traditional exact-match search in that it
generates domain- dependent scores that indicate how closely
a property of an object (tuple) matches some target value
from a query. Aconditional expressionis a DNF (Disjunctive
Normal Form) expression over similarity predicates. Aranking
functionaggregates the scores from individual similarity pred-
icates according to the structure of the DNF search condition
and a corresponding set of weights that indicate the relative
importance of each similarity predicate. The resulting overall
score represents the degree of match between a data instance
and the filter (profile). The weights are represented in the form
of a template of weights that correspond to the structure of
the conditional expression i.e., weights are associated to each
predicate in a conjunction (calledpredicate weights) and each
conjunction in the overall disjunction (calledclause weights).

When a user receives disseminated events, he/she could
provide relevance feedback to the system. There are different
ways to capture these feedback as illustrated in [7], [8].
Essentially, the feedback corresponds to how well the system
ranks the delivered events. Based on the feedback, we can use
various learning mechanisms to calibrate the filters, as such it
will produce more accurate scores for the future events.

IV. CONCLUSION

This paper has described our work on on-demand informa-
tion portals for disaster situations. While including many stan-
dard useful capabilities we have and are addressing more chal-
lenging tasks in the ares of extracting information, information
analysis and personalized retrieval, and spatial reasoning.
Our collaboration with first responder organizations further
strengthens the potential practical validity of the directions
being pursued.
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