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1 Introduction

Belief propagation in Markov Random Fields has proven to be a very effective
method for solving several early vision problems. However, the complexity of
standard belief propagation (BP) is exponential in the maximum clique size
and many practical implementations are limited to models with only pairwise
interactions between variables. Frequently, the underlying statistical models
cannot be fully represented without the use of higher-order interactions, so it is
of interest to reduce BP complexity to make such models tractable.

In his paper Potetz presents a technique that takes advantage of the structure
of potential functions to reduce the complexity of BP. While it is not applicable
in the general case, vision problems are often translated to graphical models
that exhibit such structure . Felzenszwalb and Huttenlocher present a tech-
nique that exploits the structure of a more specific class of potential functions
for efficient MAP estimation. In practice, both methods succeed in extending
the tractability of BP to cover models with higher-order interactions between
variables, even for large label sets.

2 Background

2.1 Belief Propagation in Factor Graphs
Consider a probability distribution of the form

p(X) = Hgbz(x_;) where 7,1 X

As discussed in class, such a distribution can be represented as a factor graph.
Loopy belief propagation can then be used to estimate the marginals p(z;)
via the sum-product message passing algorithm. The formulas for calculating



messages are
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where f and g are factor nodes, i, j, and k are variable nodes, and (i,g = f)
represents the set of edges between variable node ¢ and function nodes other
than f. ¢y is the potential function defined over all neighbors of the factor
node f. Once the algorithm has converged, the marginals may be estimated via
the equation
plx:) # T mhi(x:) 3)
(i,9)

3 Low Rank Potential Functions

3.1 Low-Rank Matrices

The bulk of the complexity in such a computation comes from summing over
the high-dimensional function in (2). In the general case there is nothing we
can do to avoid this computation, and the complexity is exponential in the
number of neighbors of f. However, if the potential functions adhere to some
known structure then we may be able to transform them into a computationally
convenient domain to achieve the same results with fewer steps.

As an example of how this might work, consider the case of a simple factor
graph with a single bivariate factor f over x and y. To calculate the message
from f to y, an application of (2) yields

m?—w(y) = Z ¢f (CE, y)mwef(x)- (4)

In general, if both # and y have domain size k, this will take O(k?) time.
However, if we know about the structure of ¢ we may be able to reduce this
complexity.

Suppose z,y $ {1,2,3,4,5,6}, and ¢¢(z,y) = 1 if  and y have the same
parity and 0 otherwise. Then we can represent ¢y as the matrix

101 010
01 0101
101 010
q)*OlOlOl
101 010
01 0101

where ®;; = ¢s(x = j,y = ¢). Similarly, we can can write m,_,¢(z) as the



vector

3
[

Now (4) can be written as the matrix-vector multiplication
iy, () = ® % (5)

Note that while ® has six rows, it has a rank of only two. This indicates that
we should be able to transform it to a more information-dense variable space
to save some computation. We can factor the ® info the product of smaller
matrices ® 4 and $p as below:

10
0 1
10 101010
— 0 — 0

P=PAYEE=1 0 1 | M 01001 01
10
0 1

Substituting this factored representation into (5), we have

The matrix-vector product is now much easier to compute. We have

1 0 M
0 1 Mo
U R R R L
1 0 s
0 1 e
1 0 my + ms + My
0 1 Mg + Mg + Mg
(10 m1+ﬁ3+m5]_ my + ms + My
10 1 Mo + Mg +Mme | | Mo + Mg + Mg
1 0 my + Mg + M5
0 1 Mo + My + Mg

If  and y had domains {1...k}, this method would take time O(k) rather than
O(k?).

Some matrices may exhibit exploitable structure despite being full-rank.
For example, the multiplication operator can be very efficient for tridiagonal
matrices despite the fact that they have full rank. Other matrices may exhibit
what is known as low block-rank, where individual chunks considered alone
have low rank; these, too, can be dealt with efficiently if their structure is
known ahead of time. The method presented by Potetz deals explicitly with
potential functions of a specific class over real-valued variables, but the flavor
of the approach is very similar to the low-rank matrix example above.



3.2 Linear Constraint Nodes

Consider the class of MRFs where our potential functions are of the form ¢(Z) =
g(Z&). Since the value of g(8 depends only on the weighted sum of the variables
(as opposed to the combination of their individual values) we might expect
there is a way to transform the function into a lower-dimensional space. Potetz
presents just such a transformation. Consider the case when & and ¢ have length
4:

mfﬁi(xl):///g(v1x1+vgx2+v3x3+v4x4)m2(gcQ)mg(mg)m4(x4)d$2dx3dx4
(7)

We can perform the variable substitution y3 = v4x4, y2 = v3T3 +¥y3, Y1 = Voo +
y2 to achieve

& &
# / / / ooy +y1)ma (Y2 (28 Y Y dyndys (8)
V2 U3 V4

The benefits of this transformation are immediately clear once we re-distribute
the integrals:

# [ atvnar o) ([ ma 22 ((foma 22y dye) o (9)

V2 V3

Now, the three integrals can be performed on functions of only two variables
each. The same approach would work regardless of the length of ¥ and ¥,
resulting in significant savings.

3.3 Nonlinear Constraint Nodes

If class of linear constraint nodes is not sufficient to represent the dependencies
between nodes of a particular model, the same principles can be applied to
potential functions of the form

¢(Z) = g(gr(z1) + .. + gn(2n)) (10)

While this may look much more difficult to work with, we can perform a sub-
stitution that makes this equation look very much like (7). Let 7,(Z;) =
mi(gfl(@i))a%igfl(iiL and we have

mf_>i($1) = //9(91(1'1) ) +i‘3)m2(i‘2)m3(.’i‘3)di‘2di‘3 (11)

In this form it is clear that the principles developed for dealing with linear
constraint nodes can be applied directly.

4 Distance Transform Techniques

Several important image problems can be formulated as Markov Random Fields
(MRFs) by associating a node with each pixel and connecting each pixel node
to its four neighbors in a grid. It is generally a good assumption that labels



vary smoothly between adjacent pixels, so an energy function of the following
form can be convenient:

E(X) = Zv(xi,xj)+ZDi($i) (12)

(3:7) i

This equation defines the “energy” of a labeling X , where low-energy labellings
are desirable. V(z;,x;) is called the discontinuity cost, and represents the cost
associated with assigning adjacent pixels the labels z; and x;. D;(x;) is called
the data cost, and represents the cost associated with assigning label x; to pixel
i.

Belief propagation is one technique that can be used to minimize the energy.
Our goal of computing the single most likely labeling over all pixels translates
nicely to the MAP estimate over the probability distribution over all possible
labellings. However, rather than a probability distribution we have at our dis-
posal only an energy function, which we must minimize rather than maximize.
A straightforward way to apply standard BP techniques to this problem is to
interpret the energy function as the negative log of the probability distribution
over possible labellings. Thus, instead of max-products over the probability dis-
tribution we will compute min-sums over the energy function, but the structure
of the algorithm will remain the same.

With this interpretation, messages for the BP calculation are computed as
follows:

my;(z;) = min V(i xj) + Dp(x;) + Z mi () (13)
SEN(D)\j

For the sake of clarity, we may define h(z;) = Dy (z;) + > m%; ! (x;) and rewrite
(13) as

m(aj) = min (V (zi, ;) + h(z,) (14)
In general, computing such a message requires O(k?) time — we must consider
all possible values of x; for each ;. However, certain structural regularities may
allow us to perform the computation asymptotically more quickly. Specifically,
it is often the case that the discontinuity cost V(z;,z,) varies only with the
difference |z; & z;|. The simplest such function is the Potts model, defined by

V(xi’xj):{ 0 ifa; =ux; } (1)

d otherwise

where d is some positive constant representing a penalty for adjacent pixels
with different labels. Taking advantage of this rather simple discontinuity cost
function, we can rewrite (14) as

mf;(x;) = min (h(xj), min h(z;) + d). (16)

Now a message can be computed in only O(k) time since the minimizing value
of x; no longer depends on ;.

Of course, this extremely simple cost function may not sufficiently capture
the underlying relationships between nodes. Fortunately, the same principle can



be applied straightforwardly to more sophisticated classes of cost functions. For
example, consider functions of the form

V(zi,zj)=s" ;& z;" . (17)

Here, the cost varies linearly with the degree of difference between z; and z;.
We can substitute this cost function into (14) to get

mi;(a;) = min(s " ;& z; " +h(z:)). (18)

In this case, it is not immediately apparent that we can compute a message
in O(k) time. However, there is a graphical interpretation of this computation
that suggests a simple two-pass algorithm that accurately computes a message
in linear time. Consider a 2-d plot where the horizontal axis represents labels of
x; and the vertical axis represents cost, as in Figure 1. For each possible choice
of x;, we can draw the cost as a function of x; resulting in an upward-facing cone
with vertex (x;, h(x;)) and sides of slope s. The minimization in the message
computation can then be viewed as the calculation of the lower envelope of this
graph. This can be accomplished in linear time with two iterations over the
domain of x;, as shown in Algorithm 1.

S =N ]

o 1 2 3 !

Figure 1: A graphical interpretation of minimization in (18). There is a cone
for each possible z;, rooted at (z;, h(x;)).

Algorithm 1 Computing the message as the lower envelope in linear time

Initialize m(z;) = h(z;) for each label
for z; = 2 to k do

m(z;) ( min(m(z;), m(z; & 1) + s)
end for
for x; = k-1 downto 1 do

m(z;) ( min(m(ay), m(z; +1) + 5)
end for

This computes the message value for each z; in linear time. Obviously this
would not work for arbitrary cost functions — it is only because we know that the



discontinuity function varies as an increasing function of the difference between
x; and x; that this algorithm yields correct results.

To link this approach with the low-rank matrix perspective developed in
Section 3.1, consider the matrix ® where ®,; = exp[&V (7,7)]. If V follows the
Potts model, this matrix will be of the form

1 exp(&d) ... exp(&d) exp(&d)
exp(&d) 1 ... exp(&d) exp(&d)
o=| S s
exp(&d) exp(&d) ... 1 exp(&d)
exp(&d) exp(&d) ... exp(&d) 1

Divide this matrix into four equal-sized blocks so that

(44

and we see that while A and D are both rank k£/2, B and C are constant (rank

1). Thus, ® is a low block-rank matrix and our technique for computing the
message in (14) may be seen as exploiting this property.
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