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Figure 1: Undesirable artifacts in photography can be reduced byamamgpimage gradients at corresponding locations in a pair of ash
and ambient images. (Left) Removing ash hot spot. Flash and amiierges of a museum scene, where the ash image reveals more of
the scene but includes a strong highlight. We combine gradients in aslambiEnt images to produce an enhanced ash image with the
highlight removed. (Right) Removing self re ections. Flash and amhbimages of a painting, where the ambient image includes annoying
re ections of the photographer. The low-exposure ash image avadsctions, but has a hot spot. We remove the re ections in the ambient
image by removing the component of the ambient image gradients pmicp&ar to the ash image gradients. For visual veri cation, we
show the computed re ection layer.

Abstract 1 Introduction

Flash images are known to suffer from several problems: saturationFlashes are often used to capture a good photograph of a scene
of nearby objects, poor illumination of distant objects, re ections under low-light conditions. However, ashes produce a variety of
of objects strongly lit by the ash and strong highlights due to the undesirable effects and artifacts. They tend to saturate nearby ob-
re ection of ash itself by glossy surfaces. We propose to use a jects while failing to light up distant ones. Since the ash intensity
ash and no- ash (ambient) image pair to produce better ash im- falls with distance from the camera, ashes produce a tunnel ef-
ages. We present a novel gradient projection scheme based on dect, where brightness decreases quickly with depth. Furthermore,
gradient coherence model that allows removal of re ections and ashes are notorious for producing undesirable re ections. Often
highlights from ash images. We also present a brightness-ratio one sees the re ection of an object that lies outside the eld of view
based algorithm that allows us to compensate for the falloff in the of the camera but is strongly lit by the ash, and/or by a specular
ash image brightness due to depth. In several practical scenar- object within the eld of view. One also sees strong highlights due
ios, the quality of ash/no- ash images may be limited in terms of to direct re ection of the ash itself by glossy objects in the scene.
dynamic range. In such cases, we advocate using several image®revious work has shown that a ash and ambientimage pair can be
taken under different ash intensities and exposures. We analyze used to de-noise and enhance the ambient image and to achieve en-
the ash intensity-exposure space and propose a method for adap-hanced image fusion. Our goal is to use a ash and ambient image
tively sampling this space so as to minimize the number of captured pair to produce a high quality ash image. Our main contributions
images for any given scene. We present several experimentftsres  can be summarized as follows:

that demonstrate the ability of our algorithms to produce improved ) ) )
ash images. We present a gradient orientation coherence model that relates

gradients in the ash and ambientimages. This model seeks to
capture the properties of image gradients that remain invariant
under the change of lighting that takes place between a ash
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We show that the ratio of brightness in the ash and the am-
bient image represents the combined effects of depth and sur-
face orientation. Using this ratio, we show how a ash image
can be modi ed to reduce the fast brightness falloff due to
increase in depth.

In principle, only a single ash-ambient image pair is needed



To appear in the ACM SIGGRAPH conference proceedings

to achieve all of the above enhancements. In practice, how- ing viewpoint [Nayar et al. 1997; Schechner et al. 2000; Farid and

ever, the ash orthe ambientimage may be of very low quality Adelson 1999; Szeliski et al. 2000]. Levin et al. [2004] described a

due to the limited dynamic range of the camera. We analyze belief propagation based method to minimize the number of edges
the two-dimensional space of ash intensities and exposure in the re ection-free decomposition of a single image. We propose

settings. We show how, for a given scene, one can adaptively a method to remove the re ections caused by a ash by using an

sample this space to minimize the number of images neededambient image.

to obtain high quality ash and ambient images. .
n high quaiity rentimag Flash Settings on CamerasOn-board sensors allow modern cam-

The methods we propose have the following limitations: eras to automatically select the ash intensity and exposure settings
. . . based on aggregate measurements of scene brightness and distance.

Our approach requires a minimum of two images of the scene gy example, Canon's A-TTL (through-the-lens) method uses a pre-
to be captured. This restricts its applicabilitydtatic scenes ash and a light sensor on the ash unit to compute the illumination
This limitation is shared by many high dynamic range (HDR)  needed for the scene. Canon's E-TTL Il technology [Canon ] pro-
capture methods as well as image based rendering methods. jges greater ash control by using only those metering areas that
We cannot handleo-located artifactin the ambient and the ~ have a small difference between the ambient and the pre- ash read-
ash image, such as a hot spot in the ash image and re ec- ings. In the Nikon-3D system, as the camera focuses, the lens pro-
tions in the ambient image that appear at the same location. vides camera-to-subject distance which is then used to determine
For the gradient projection scheme to work, we require that the best ash intensity. However, in all these cases the selected
for every pixel either the ash or the ambient image be free of ash and exposure settings do not ensure that all regions of the
artifacts. scene (potentially having a large dynamic range) are adequately lit

Since our methods are based on the manipulation of image and captured. We show how current cameras may be programmed
gradients, the enhanced images may include non-monotonicto adaptively and ef ciently select these parameters to adequately
intensity mappings. In short, our goal is to produce images Capture a scene using a minimum number of images.

that are plt_easing_ to the eye rather than ones that represent aCry section 3, we present the ash imaging model, the image gradi-
curate radiometric measurements of the scene. ent coherence model and the gradient projection scheme. We use
these concepts to remove ash artifacts in a variety of scenarios and

2 Related Work present a technique to achieve uniform illumination in the presence

Flash/no- ash Pairs: In recent work, ash images have been used ©Of large depth variations in Section 4. In Section 5, we analyze the
to signi cantly enhance details and reduce noise in ambient images tWO-dimensional ash-exposure space and describe how the next
[Petschnigg et al. 2004; Eisemann and Durand 2004]. EisemannP€St picture can be taken. This is followed by details on implemen-
and Durand also take colors from the ash image and achieve an en-tation in Se_ctlon 6. We conclude the paper with a discussion on
hanced image fusion of ash and ambient images. These previous future directions.

papers have also discussed the removal of ash shadows, red-eye . . .

reduction and white balancing. Our work draws inspiration from 3 Gradient Coherence and Projection

the previous work, but our goals are different. We seek to reduce We rst describe the ash imaging model and show how the ash
the strong artifacts produced by a ash and generate better ash and ambient images are related to scene re ectance, surface geom-
images. In case of indoor scenes with shallow depth ranges, ash etry and distance from the camera. We then discuss the gradient co-
illuminates most of the scene adequately and hence the ash im- herence model relating gradients in the ash and ambient images,
age can be used to enhance the quality of an ambient image. Herefollowed by the gradient projection scheme.

we are interested in scenes that might include large depth variations

gnd signi cant variations.ir} ambient illyminatiqn. Although noisg 3.1 Flash Imaging Model

is not our main concern, it is worth noting that in such scenes noise
in a low-exposure ash image can actually be higher than that in the
ambient image. For example, distant points which are not well-lit
by the ash may be captured with a lower SNR in a low-exposure
ash image as compared to the ambient image. To enhance the
ambient image, previous methods have used variants of the joint
bilateral lter. Instead, we use gradient domain techniques which
are more effective for detecting and reducing large artifacts such as
re ections.

The scene radiance captured in ash photography for a static scene
is a linear combination of radiance due to the ash and the ambient
illumination. LetF be the ash radiance map, or the image strictly
due to a unit ash intensity. The ash-only imade is F scaled

by the ash intensityP. Let a be the ambient radiance map, or the
ambient image captured for unit exposure time. The ambient image
Ais a scaled by the exposure tinte The scale factor® andE

are constant for all pixels. The irradiance map of a linear response
camera is given by

Gradients for Image Fusion Our work is also related to the

emerging space of imaging techniques that combine two or more I'=F+A=FP+ ak: @)
images. For example, HDR is achieved by varying exposure [Mann yy, assme that the ash duration, usually 1 millisecond, is signif-
and Picard 1995; Debevec and Malik 1997; Nayar and Mitsunaga j., v smaller than the exposure tirie(usually 10-100 millisec-
2000]. Our gradllent domain techniques are relate.d. to those used foronds). Note that since the camera and the ash are xed in posi-
HDR compression [Fattal et al. 2002], image editing [Perez et al. i, *(1) is valid independent of scene re ectance (diffuse, specular
2003], image fusion for context enhancement [Raskar etal. 3004b transparent objects), geometry (near or distant) and medium (air,
creating photomontages [Agarwala et al. 2004] and image matting fog, water or glass). Let us now examine fheanda terms in
[Sun et al. 2004]. Gradient direction matching has also been useddet:ail. The image irradiance., at a point with bidirectional re-

in stereo matching and particle Itering [Lichtenauer et al. 2004]. ectance distribution functionY, in the directionw, is given by
Gradient-based invariants have been used for shadow removal [Fin- 7 ' '

| tal. 2002] and f ition [Ch t al. 2000].
ayson et al ] and face recognition [Chen et al ] L(w) = WY(VM;Wr)L(VM)COSQidW.; @)

Re ection Removal: Previous work on re ection removal has fo-
cused on decomposing the image into diffuse and specular com-whereg; is the angle between the surface normal and the incident
ponents by using a polarization Iter, changing focus, or chang- illumination direction. The incident irradiance tetrnqw;) includes
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ash (Lf(w)) and ambientl(®(w)) terms within the hemisphere,
W. Speci cally, for a diffuse object with re ectance, the compo-
nent due to the ambient illumination is

z

r rB
a-= — L¥w)cosgdw = —; 3
w p (w) cosq D 3

R
whereB = ,L3(w) cosqdw is the aggregated ambience. Thus
depends on scene re ectivity, and the ambient illumination. The
ash component is

r co
e (4)

which depends on, distance from the ashdg, and the angle be-
tween the ash direction and the surface orientatign, Thus, we
expect points far from the camera or dark objects to have a&How
value and regions near the camera and bright objects to have a high
F value.

3.2 Gradient Orientation Coherence

We seek to capture properties of the image that remain invariant
under change of lightingl{umination invariants ) and use them to
detect ash artifacts such as re ections and hot spots. We propose

a coherence model based on the orientation of the image gradient,:igure 2: Overview of the re ection removal approach. The top
vector. We use the observation that the orientation of image gradi- o rows show images of an of ce scene behind a glass window.

ents remains stable under variable illumination if the gradients are \ye took two ash images: with and without a printed checkerboard
due to local changes in re ectance and geometric shape and not dugyside the of ce. The checkerboard is re ected on the glass win-
to local changes in illumination [Lichtenauer et al. 2004; Finlayson §ow when a ash is used. (Left) The ash and ambient gradient
et al. 2004]. Chen et al. [2000] showed that for an object with \ectors have a coherent orientation if there are no re ection arti-
Lambertian re ectance, discriminative functions that are invariant 5. (Middle) Flash gradieiF is corrupted by nois&lhge due

to illumination do not exists. However, the direction of the image g the re ected checkerboard. (Right) By removing the component
gradients is insensitive to changes in the illumination to a large ex- f the noisy ash gradient vectdxF ®perpendicular to the ambient
tent. Though we have only two illumination conditions, ashis a gradient vectoRa, the visual effect of noise can be signi cantly

special kind of illumination given its proximity to the camera cen- yaqyced. The computed re ection layer corresponding to the re-
ter. We assume that except at depth edges, the shadows induced by,4yed componerfifir is also shown.

the ash are very few [Raskar et al. 2004a]. Hence, in general, we
expect the gradient orientations in the ash image to be coherent . L -~ .
with the gradient orientations in the ambient image, except at re- nqse to generate new gradiefta “andNF as follows (see Figure
gions with ash artifacts and ambient shadow edges. Note that the =/
coherence is observed not merely at the intensity edges, but essen-
tially at all the pixels. We exclude pixels with gradient magnitude
below Q005 in the image with valug8; 1], since the gradient direc-
tions at very low magnitude are unstable. This coherence may not
hold if both illumination and re ectance gradients are small (e.g.
on a diffuse tabletop). However, for smoothly varying illumination,
presence of any re ectance gradient will boost the coherence. Let
M denote thegradient orientation coherency mapbetweerF and
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Decomposing the single ash imageinto two imagesF andhg,

is an ill-posed problem. We have two equations and four unknowns

(k,Na,Nhp andNhg). But it is possible to recover the undistorted

components from this under-constrained problem by analyzing the
_ e gradient coherence and taking a vector projectidhoutexplicitly

M = jNF Naj=(jNFjjNaj): (5) estimatingk.

M(x;y) encodes the angular similarity of ash and ambient image

gradient vectors at pix€k;y). Thus, gradient orientation coherence ) o

indicates that although ash and ambient image intensities are quite 3.3  Gradient Projection

different, in general, the gradient vectors in the ash and ambient

images have the same orientation but different magnitudes. In other

words, these gradients are related by an unknown skalar

We show that by removing the component of the noisy gradient vec-

tor perpendicular to the signal gradient vector, the visual effect of

noise can be signi cantly reduced. Let us rst analyze the effect of
NE = kNa: 6) rotating the gradients of an image by an angldetG= Gy;Gy

denote the gradient eld of an imade At each pixel, the gradi-

The scalak is different for each pixel and is independent of the re- €Nts are rotated by to generate a new gradient elé’= GGy

ectance. Hencek will be relatively smooth over a smooth surface ~ 9iven by

in the scenek is positive at re ectance gradients but may become

negative at depth edges and creases where the gradient polarity re- Gg _ cogj) sin(j ) Gy

verses. Gy —  sin(j) cogj) Gy

Flash and Ambient Image Artifacts: In many cases, the ash im- B ) 0 o
age or the ambient image exhibits artifacts such as re ections, hot Let1” denote the image reconstructed fro@Q; GJ , which is ob-
spots and specularities. These artifacts can be modeled as unknowained by solving a Poisson equatitf1®= div(GY, wherediv
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Figure 4: Gradient direction reversal at depth edges. (Left) The
top-left patch of the ambient image shown in Figure 2, and the cor-

) ) . . i __responding cdg ) map (color-coded, red=1, blued). Negative
Figure 3: Poisson reponstructlord af(t)er rotating the image gradient 51,65 mostly correspond to depth edges with opposite gradient ori-
vectors. Notice that gt = p=2; GX:G[\; = GyiGc andtheim-  gpgation in ash and ambient images. (Middle) Reconstructed im-
age reconstructed after rotating each gradient vectg’®ys zero. ages where the direction of the projected gradient was reversed/not-
reversed it =F ) at depth edges with > p=2. Notice the jagged

denote the divergence. The divergencebis given by depth edges i . (Right) Flash and ambient image gradients

0 G0 for I > p=2. At depth edges, the direction of the projected gra-
div(GY = S + - dient is reversed to obtain the corréd (top). If the direction is
fx Ty not reversed (bottom), depth edges are smeared in the reconstructed
oy (TG, 18y, i (I TGy, (®)  image.
= coy ( x ﬁy)+ sinj ( Ty ﬂx),

4 Flash Image Artifacts

. . ) We now show how the gradient coherency map and the gradient
since the curl of a scalar eld is always zero. Thus, by rotating poiection scheme can be used to remove the ash artifacts. In gen-
the image gradients by, the divergence of the gradient eld de-  grg) the gradient coherency map M is used as a guide to combine
creases by a factor of cps Hence, aj = p=2, the divergence is  {he ash and ambient image gradients and the gradient projection

zero foranyimage. Figure 3 shows images reconstructed by ro- gcheme is used to remove unwanted re ections of objects lit by the
tating the gradients of the Lena image by different angles. Note qp.

that atj = p=2, the Poisson equatiodi?I°= div(GY reduces to
the Laplace equatioN2|%= 0. The reconstruction then depends on _
the boundary conditions. In our implementation, we zero-pad the 4.1 Re ection Removal

images. Thus the reconstructionjat= p=2 is zero everywhere, . . I .

as s%own in Figure 3. Since the récongtruction from grgdient com- We describe tfhe gradient pr?jjetl:tlor:j-based removal of a]:shhartllfacts
) . : . in a variety of scenarios and also demonstrate some of the limita-

ponents orthogonal to the image gradler_lts IS Z€r0, We can FeMove;, o of the proposed approach. In photographing through transpar-

those components without effecting the visual content of the image. | h : - | -

Let! denote the projection operator. The gradient eld obtained ent layers such as coatings on paintings, glass separators or win-

by the projection of the ash image gradients onto the ambient im- gogts, Inazgnignc gégztfhgnggs 'ir: ti)rlﬁernedggtl,[%nﬁluorjqi?]géc\t;hgrt g gce)t_
age gradients is given by pov

hind the glass (e.g. sh in a tank) but creates re ections of objects

in front of the glass. In some other cases, the goal is to illuminate
objects in front of the glass, such as a person in front of a painting,
but the ash creates a hot spot. An ambient image can be used in
these cases to reduce the artifacts. In some cases even the ambient
image has re ections; in certain conditions these can be reduced by
using a ash image.

=cog div(G) sinj curl(l)= cog div(G);

NE = (NF% Na) = Na RNF° Na =kNak®*  (9)

Note that the removed componefifir = NF® RNF is orthogo-

nal toNF (see Figure 2). Thus we can remove the component of
noise orthogonal tdNF . However, we cannot eliminate the com-
ponent ofNhg that is alongNF. At the same time, as seen in the
Lena images in Figure 3, small rotations of the gradients only ré- showroom Window: In this scenario, the ash is intended to illu-
duces the effective magnitude of the image intensities. Therefore, minate what is behind the glass but also creates re ections of ob-
minor variations in the undistorteda andNF will simply reduce jects in front of the glass (Figure 5). Hendm, = 0, h is non-zero

the effective magnitude in the reconstructed ash iméagevhile andNF andNa are coherent at all pixels except where the ash
preserving the visual information. re ections are present. The goal is to create a re ection-free ash

Gradient Direction Reversal at Depth Edges At times, the angle ~ IMage. To achieve this, we obtain a new gradient Bl by pro-
between the ash and the ambient image gradientan be greater jecting the ash image gradients onto the ambient image gradients.
than p=2. This can happen at those depth edges where the ash - .0

and ambient image gradients have opposite orientation or when the NF = (NF™! Na): (10)
magnitude of the noise gradient is large. In such cases, the direction ] ] ) ] ) . ]

of NF needs to be reversed as shown in Figure 4. We assume thatThe artifact-free ash image is obtained by integratiNg (Fig-
the high magnitude gradients of signal and noise do not overlap. ure 5). This example also shows some of the limitations of this
We de ne a binary maski%which is 0 at all pixels where both am-  approach. Note that the re ections are still visible in the nal result
bientand ash image gradients have high magnitude/ardp=2. on the homogeneous white board due to the lack of reliable ambient
At those pixels, we reverse the direction of the projected gradient image gradients there. One might argue that the ambient image is
vector.
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Figure 5: Showroom Window. Flash illuminates objects behind the
glass but also creates undesirable re ections. Re ections are re-
moved by taking the projection of the ash image gradients onto the
ambient image gradients. (Left) Ambient image. (Middle) Flash
image. (Right) Enhanced ash image with re ections removed.

the best of the three images, but in the ambient image, the hair dis-

Figure 6: Observation Deck. Flash is used to illuminate the objects
in front of the glass but causes re ections. Objects behind the glass
are not affected by the ash. (Left) Ambientimage. (Middle) Flash
image. (Right) Enhanced ash image with re ections removed.

The enhanced image is obtained by integrafiify . Note that if
the re ections fall on a region which is dark in the ambientimage, it
cannot be removed due to the lack of information. Since the ash-

appears and the red brick texture has low contrast. The ash image|it parts can be segmented in this scenario, the ash and ambient

enhances the contrast.

Museum: Suppose we want to take a photograph of a person in
front of a painting in a museum or an art gallery. The painting
is well-lit by the ambient illumination, but a ash is required to
illuminate the dimly lit person. The ash, however, creates a hot
spot as shown in Figure 1 (left sub- gure). Thusy, = 0, he is
non-zero at the hot spot amt- andNa are coherent everywhere

images can also be fused using the method in [Perez et al. 2003].
However, their method requires the use of an explicit image mask
whereas ours is automatic.

Self Re ection: We show that a ash image can also be used to
remove re ections in an ambient image. For example, while pho-
tographing a well-lit painting, the photographer is often re ected
in the painting as seen in Figure 1 (right sub- gure). To avoid re-

except at the hot spot. We detect the hot spot using a saturation ections, one could use a low-exposure ash but it creates a hot

map. We rst normalize the image intensities to lie betw@@n].
For each pixe(x;y), the saturation weightis corresponding to the
normalized intensity is given by

ws(xy) = tanh(s (I(xy) ts)); 11)

wheres = 40 andts = 0:9. The saturation map is then normalized
to lie betweer0; 1]. Note that a threshold based scheme will not be

effective in this case as the hot spot spreads over an area and is not

a point or sharp line specularity. We obtain the new gradient eld
NF by linearly weighting the ash and ambient image gradients
using the saturation map and the coherency map as

NF = wsa + (1 wg)(MNF%+ (1 M)Na):  (12)

The artifact-free ash image is obtained by integratii§ . Note
that a professional photographer with a pointable ash would use
bounce- ash off the ceiling to avoid the hot spot. However, our
technigue works with a consumer level camera.

Observation Deck Consider the common scenario of taking a pic-

ture of a person from inside a glass enclosed room at night (Figure

6). A 'night scene' mode for the camera is commonly used in such
scenarios. The person is not well-lit in the ambient image, and al-
though the ash illuminates the person, it creates re ections of the

objects inside the room. Clearly, in such scenes the ash does not
effect distant buildings. Thus, one can add the ash and the ambient

image to get an imagd, in which the person is well-lit. However,
the re ections of the room objects are still presentHn To re-
move the re ections irH, we take the projection di{H ontoNa.
However, the projection will be unreliable at the pixels where the

spot. The goal here is to recover the re ection-free ambient image
without the hot spot. To remove ambient re ections, we take the

projection of the ambient image gradients onto the ash image gra-
dients. Since the projection onto the ash image gradients cannot
be taken at the hot spot where the ash image gradients are unreli-
able, we assume no re ections and use the original ambient image
gradients at those pixels. The new gradient eld is obtained as

Na = wsNa®+ (1 we)(Na® RF9: (15)
Integrating this eld gives us the artifact-free ambient image. The
noisesignal or the re ection layer can be obtained by taking the
orthogonal component of the projection. Thus the gradient eld of
the re ection layer is obtained as
NAs = (1 wy) Na® (Na® RNF9Y : (16)
Figure 1 also shows the computed re ection layer. Note that the
photographer is clearly visible in the re ection layer despite the
colors of his shirt and the background being similar. Also, notice
the folds of the photographer's shirt at the bottom and the texture
of the hands in the recovered re ection layer. However, co-located
artifacts such as ambient re ections at the location of the ash hot

spot cannot be removed using this approach.

4.2 Depth Compensation

Since the ash intensity falls off with the distance from the camera,
ashes produce a tunnel effect where brightness decreasedyjuick
with depth. Thus, distant objects are poorly lit by the ash as com-

ambient image is underexposed. We create an underexposed mapared to the nearby objects. We show that the ratio of the ash and

where for each pixg)x;y), the weightwe is de ned as

tani(s (I1(Xy) tue); (13)

where|l is the normalized intensity. The underexposed map is
normalized to lie betweef0;1]. We uses = 40 as before and
tue= 0:1. The new gradient eldNF is obtained as

NF = wyeNH + (1 wye)(RH! Ra):

Wue(xy) = 1

(14)

ambient images provides information about the depth and orienta-
tion of surfaces in the scene and can be used to scale the image in-
tensities of distant objects in the ash image. lbetlenote the ratio

of the ash and the ambient radiance map. Using (3) and (4), one
obtainsb = F=a = cosgr=(d?B). Note thatb is independent

of the re ectance and can be regarded atepth-orientation map

For distant objectsh will be small, and for nearby objects will

be large. If we assume that the ambient illuminati®is uniform
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or low-frequency, we can enhance the ash image to compensate
for thed?=(cosgg) attenuation using. To achieve depth compen-
sation, we propose to scale the ash image gradientsdty; thus
attenuating gradients for objects near the camera and accentuating
gradients for objects far away from the camera. However, the ash
image gradients should be scaled only when they are coherent with
the ambient image gradients to avoid artifacts due to ambient illu-
mination. Thus, the new gradient ellF is obtained as

NF = MNF=b + (1 M)NF:

Figure 7 shows the results. Other intensity normalization tech-
nigues such as gamma correction, contrast reduction or nonlin-
ear scaling of gradients [Fattal et al. 2002] (shown in the gure)
changes the overall appearance of the images. In contrast, by ex-
ploiting theb map, our technique applies local scaling to the ash
image.

5 Flash-Exposure Space

Current cameras use onboard sensors and processing to cearsely
timate the ash level and the exposure settings. But these estimates
are based on aggregate measurements and lead to the common prob-
lem of over-illumination or under-illumination. It is dif cult to nd

a single ash intensity value that can light up distant or dark objects
without saturating nearby or bright objects. Also, the quality of the
ash/no- ash images may be limited in terms of dynamic range.
Figure 8 shows an example of such a HDR scene. In such cases, we
advocate using several images taken under different ash intensities
and exposures to build ash-exposure HDRmage.

5.1 Flash-Exposure HDR Image Figure 8: Two-dimensional space of ash intensity and exposure
Suppose we captud= Np images withNg different ash inten- parameters. In a scene with large variations in depth, illumination
sities andN, different exposures. After linearizing the camera re-  and re ectance, one may need to take multiple pictures to estimate
sponse, the ambient radiance map,can be estimated using tra-  the (F,a) parameters at each pixel. Instead of taking samples along
ditional HDR methods by using théa samples along the axis the E or theP axis, our adaptive sampling method minimizes the
which have different exposures [Mann and Picard 1995; Debevec number of required samples. In this case, we start with the images
and Malik 1997]. The ash radiance map, can be estimated us-  shown within the yellow and the orange boxes. The image corre-
ing a ash-HDR method by using th&lr samples parallel to thie sponding to the next be¢P,E) settings is shown within the green
axis which have different ash intensities at a xed expos&e box.

However, the above methods either use the 1-D exposure space or

the 1-D ash space to estimate tReanda radiance maps. Instead,

we propose to construct a ash-exposure HDR image by using sam-

ples from the 2-D ash-exposure space as follows.

For each pixe(x;y) in all N Na images, we can rewrite (1) as

sy = F(xy)P + a(xy)El; a7)

Figure 9: Flash-Exposure HDR map. (Left) Ambient HDR map
a. (Middle) Flash HDR mag-. (Right) Combined ash-exposure
) ) ) ) o ) HDR map obtained by fusing thee andF maps has more informa-
Figure 7: Dinner Table. Non-uniform illumination in a scene with o than the individuaF anda maps. Notice the barely visible

large depth variation. Our method selectively scales the ashimage zepra inside the box in the map and the unlit windows at the back
gradients such that the brightness falloff with the distance from the i, the F map. All such parts of the scene are captured well in the

camera is minimized. A direct tone-mapping procedure leads to compined ash-exposure HDR map.
loss in contrast.
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Figure 10: Flash-Exposure Space. (Left) Samples corresponding to
exposure HDR, ash HDR and ash-exposure HDR. (Right) Paral-
lel iso-intensity contours for two pixels. These pixels will be satu-
rated in the images corresponding to & values in the regio®

and will be underexposed in the images corresponding té¢{Ee
values in the regioE. (Right) The estimate® anda values

for a pixel correspond to the slopes of the best- t plane inRrg
space.

wherei = 1:::Ng andj = 1:::Na. Thus, for each pixel we solve

a system ofNg  Njp linear equations to obtain a least square esti-
mate of the two unknownE (x;y) anda(x;y). A better weighted
least square estimate can be obtained by weighting each equatio
by G I(x;y)") , whereG I(x;y)") is the SNR for the intensity
1(x;y)" at the current ISO setting [Kodak 2001]. Figure 9 shows
our estimates of thE anda maps for the images shown in Figure
8. We intentionally use a simple logarithmic mapping to display
the HDR maps in Figure 9 (thus they may look washed out). A
combined ash-exposure HDR map can be obtained by fusing the
F anda radiance maps. We use a method similar to the one pro-
posed in [Raskar et al. 2004b] by taking the maximum of the gra-
dients from both, thus preserving maximum contrast. However, our
technigue has one important difference with respect to the above
previous work. We account for the gradient direction reversal at the
depth edges from the map to thea map using the maski®(see
section 3.3) while choosing the maximum gradient. At all pixels
whereM®= 0, we keep the original ash image gradients. DOet
denote a mask such thiiis 1ifjNFj  jNaj and 0 otherwise. The
new gradient eldNR s obtained as

NR = MO(TRF + (1 T)Na) + (1 MY RF:

The combined ash-exposure HDR image (Figure 9) is obtained by
integratingNR.

5.2 Flash-Exposure Walk

Capturing multiple images for HDR imaging may not be prac-
tical due to the static scene/camera assumption. Can we mini-
mize the number of images required to capture the entire dynamic
range of the scene? Or, given a budgetNofmages, what are
the best exposure and ash settings for thdsémages so that a
maximum region of the scene is captured with good SNR? Our
goal is to design acene-adaptivéechnique. Grossberg & Nayar
[2003] have looked at taking non-uniform samples along the expo-
sure axis to account for a camera's non-linear radiometric response
Their camera-response-adaptive technique is complementary to ou
scene-adaptive technique.

Figure 11: Optimal ash intensity and exposyie E) settings for
the next picture. (Left) Pixels shown in white are captured with
high SNR in the rst two images (shown within the yellow and the
orange boxes in Figure 8). (Middle) Pixels shown in white are cap-
tured with high SNR in the third image (shown within the green box
in Figure 8). (Right) Pixels (in white) which are captured with high
SNR using all three images. Note that almost all the pixels which
re not captured with good SNR in the rst two images (windows at
he back, part of the table between the rst and the second Macbeth
chart) are captured with good SNR in the third image.

F(xy)P+ a(x;y)E = m These lines will be vertical for distant
objects not illuminated by the ash, horizontal for nearby objects
not lit in the ambient image, and in general slanted for objects lit in
both ash and ambient images. For diffuse re ection, the slope is
approximately equal td6 = cosge=(d?B), which is independent
of the re ectance.

Minimum Sample Walk in the P-E Space We start with two pic-
tures, a no- ash image and a low-exposure ash image, both cap-
tured using the exposure and ash intensity parameters suggested
by the camera'’s on-board sensor (such settings are common in the
“night scene mode'). From these two pictures, we obtain low qual-
ity estimates of the= and a values for each pixel. To nd the
next best ash and exposure settings, we rst predict the intensity

I of each pixel using the current estimates~oéinda for a candi-
date(P,E) using (1). Then, we compute the SNR for each pixel.
Since our goal is to sense both the ash and the ambient compo-
nents at high SNR, the SNR for a pixel is the minimum of the SNR
of the component intensities, i.e., nfi&FP); G aE);  1)). We
select the(P,E) values that maximize the SNR over all the pix-
els. However, we exclude those pixels which have already been
sampled with good SNR in the previous pictures. Otherwise, well-
exposed pixels will always dominate the estimation of {Re&E)
parameters, keeping the estimates close to the cufReBE) val-

ues. Black objects in the scene may effect the estimation of the
ash-exposure settings. We ignore black objects by ignoring very
low intensity pixels at high ash intensity and exposure settings in
the above analysis. With each new measurement, we update the
estimates of anda. The above procedure is continued umil
Ipictures have been taken or all the pixels have been measured with
good SNR.

We analyze the two-dimensional ash intensity-exposure space We simulated the adaptive sampling scheme for the images shown
(P-E space) and propose a method for adaptively sampling this in Figure 8. The images corresponding to the rst two samples are

space to estimate the best ash-exposure settings. By understandshown within the yellow and the orange boxes. Our adaptive sam-

ing the nature of theé”-E space, one can intelligently walk in  pling technique suggests the next best picture to be the one shown
this space. TheP-E space has a wealth of information (Fig- within the green box. Figure 11 shows the pixels that are captured
ure 10). The iso-intensity contour for an intensity valaeat with high SNR in the rst two pictures. The third picture captures

a pixel (x;y) corresponds to the line in the-E space given by most of the remaining pixels with good SNR.
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