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ABSTRACT

With the high rates of illiteracy in the developing world, telephone-based speech interfaces are a promising alternative for interaction with information systems. However, it is not clear how current technology can be helpful in such scenarios; we are particularly concerned that speech interfaces can become too loquacious and be of little help to the user.  

We study possible directions of the HealthLine project, a telephone-based speech interface designed specifically for a Community Health Worker (CHW) program in Pakistan. 

We discuss how verbosity affects user understanding in speech interfaces. We conducted a study to investigate what is the optimal amount of information to deliver within single turns of a dialogue system for CHWs to access through a telephone interface. We also present some pitfalls that researchers should avoid when conducting investigations in the developing world.
INTRODUCTION

Low literacy populations are more prevalent in the developing world, and incidentally, this is where computers, PDAs and the Internet are least accessible.  Since conventional telephones are orders of magnitude more accessible in underprivileged communities than these more sophisticated devices, speech interfaces are a promising, cheaper alternative for the design of information systems that could be deployed to a wider population through telephone lines.   

Some authors suggest that success in implementing technology projects in the developing world requires low-cost devices and appropriate user interfaces[1].  Although telephones are a cheaper alternative and the most widespread communication technology for people in the developing world, it is not clear how current technology can support their information needs.

A motivation for improving speech interfaces is an observation drawn from Langer and Black (2002): students are able to attend an hour long lecture and still be able to learn something, yet, listening to only a few minutes of speech over a telephone interface is extremely tedious, and it is unlikely that a non-interactive hour presentation over the phone is as effective as the same content presented in a lecture[22]. 
It is evident that there is a point when telephone interfaces become too loquacious to be useful. The objective of this workshop paper is to discuss how verbosity affects user understanding in speech interfaces, particularly in the context of low literacy community health workers in rural areas of Pakistan browsing for information.

In section 2 of this paper we give the context of the community health workers programs and the HealthLine project on which we base our work. Then, in section 3 we discuss how current speech interface technologies can be applied to our domain. In section 4 we discuss a pilot study to assess the relationship between verbosity of a speech interface and users’ understanding.  Lastly, in section 5 we present the conclusions of this study.
COMMUNITY HEALTH WORKERS (CHW) AND THE HEALTHLINE PROJECT
In many regions of the developing world, the inability of doctors and health professionals to meet the demands of their communities has motivated the creation of minimally-trained CHW programs as a mechanism to address some of the basic health needs of the underprivileged population[2].  Although in general the outcomes of these programs in terms of behavior change, health status outcomes, and learning are considered controversial [2]

 REF _Ref87117266 \n \h 
[3], there are some particular implementations that have been found to be successful. For a discussion of a successful CHW program in Pakistan see [4]. Although more research is needed for a better understanding of the factors influencing the success of CHWs programs, there is evidence that success is related to the quality of training and information access [2]
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[5]. 

The HealthLine project[6]
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[7] of Carnegie Mellon University addresses the information needs of CHWs with conventional telephones as the interface to access information systems.  

In the HealthLine project we are collaborating with the Pakistani non-governmental organization, HANDS
 (Health And Nutrition Development Society), that organizes the MARVI CHW program and has designed nine brochures in Urdu and Sindhi on several health-related issues as the base material for trainings and refresher courses. 

Many of the training sessions of the MARVI workers are taught in Sindhi language, however the native language of an important part of the community is Dhatki or Thari.  

We expect three scenarios that would require different strategies in the design of speech interfaces through HealthLine: (i) querying for specific information, (ii) browsing for information either because a query cannot be formulated yet, or to enable “serendipitous” information enhancement on a topic (iii) receiving formal training or tutoring.  In the next section we discuss these scenarios in more detail.  

SPEECH INTERFACES

Querying for information

Task oriented dialogue systems have made extensive use of modeling conversation states into tree-like data structures to allow querying for information. Tree structured speech interfaces are systems where questions or options are successively presented to the user, becoming more specific in each turn, until the desired information nugget is presented. The user navigates through the tree by selecting the alternatives either by Automatic Speech Recognition (ASR) or by pressing a key on the telephone keypad (this latter technique is usually called DTMF- dual-tone multi-frequency).

The usual scenario for this interface is of a user who has some information need, and then interacts with the system to get a response. There is evidence to believe that user satisfaction is inversely correlated with the verbosity of the dialogue system[15]
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[16]. An example of speech interface is the Let's Go! Project that helps commuters get information on bus routes in the city of Pittsburgh[17]. In this scenario, we can suppose that the user has a very specific query, and the speech interface should minimize the number of questions/options to present to the user.  Attempts to improve the general basic tree-structured scenario include creating a user model that defines which options a specific user is more likely to be interested in [18]
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[19], clustering similar options together[20]or a combination of both[21]. For a preliminary evaluation of a phone interface in a query-based task see[7].

Browsing for information

Previous attempts to make large chunks of information browsable using a speech interface can be divided into two categories: (i) the ones that rely on Automated Speech Recognition (ASR) to create transcripts of the conversations [10]
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[12] and thus require a screen to present the automatically generated text and use common browsing gadgets (such as scroll bars), or (ii) the ones that attempt to segment the information into a hierarchy of coherent sections by recognizing their titles, assuming that smaller segments are easier to understand by the user in a speech interface[11]
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[13]
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[14]. Note that the second approach, borrows from the tree metaphor of query-based systems: higher-level headings are synthesized as a higher level in the tree, and their subheadings are embedded inside. 

Browsing systems offer little interaction to support the user in the content understanding process and have two serious design flaws: (i) if the number of headings is too large then the number of options of sections for the user to choose from becomes too overwhelming, and (ii) the sections can still be too long for the user to remain attentive.  

In the context of the HealthLine project, the sections can take up to 82 seconds of continuous speech.   Intuitively, hearing such long span (> 1 min) of audio is difficult for users.  An effective browsable interface should maintain high levels of user satisfaction, without sacrificing the content that is presented to the user.

Browsable speech interfaces have also been designed for hands-free navigation of the web[13] and for assistive technology to enable the blind to browse the web[14]
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[11].  However these proposals have focused their evaluation on technical aspects (ASR, speech synthesis, or identifying sections correctly) but have not provided any evaluation of user's understanding and satisfaction when presented with different kinds of content on the interface.  

An interesting direction developed by [11], is to describe the options of the tree-structure with keywords drawn from the content.  Although they considered using summarization technologies to explain the sections, they reported that their summarization algorithm was not useful.  

Tutoring

Current browsing strategies do not fully exploit the potential of interactive systems, and there is evidence that in some conditions users benefit from interactivity[16].
Our vision is that recent advances in cognitive tutor research can shed some light on the problem.  There is evidence to suggest that in other domains, users' understanding is improved by having questionnaires with appropriate interruptions from an electronic tutor [23]. Although further research is needed to understand how this scales to our particular problem, it should be clear that a solution that is more elaborate than a tree-structure interface is needed. 

METHODS

We conducted a study to investigate what is the optimal amount of information to deliver within single turns of a dialogue system for CHWs to access through a telephone interface. Although the study was preliminary and was not meant to generalize, we proceed to discuss the experiences we gained from the experiments, and to discuss the implications for a future study. 
Dataset. For the HealthLine project we are collaborating with the Pakistani office of the NGO HANDS.  They have produced training brochures for their CHW programs.  These brochures were designed to have “easy language”, to be very succinct, and be organized mostly into lists of bullet points.  We had a Sindhi female native speaker reading the Sindhi versions of six pamphlets. See Table 1 for a sample structure of a brochure.

Table 1 Description of recording the Malaria brochure

	Title
	Section length 
	Bullet points

	Basic facts 
	 82 s 
	 8 

	Signs of malaria 
	 44.3 s
	 8 

	Laboratory detection 
	 14.5 s
	 2 

	Precautions 
	 43.6 s
	 7


Experimental manipulation. We hypothesize that the longer sections are more difficult for users to comprehend, and consequently they will perform worse in these sections in the post-questionnaire.  There are two (possibly complementary) ways of defining length of a section: (i) as the number of bullet points, assuming that a bullet is the unit of information as in  [cite Miller 1956 paper] or (ii) as the number of seconds that the speaker took to read the content. We decided two follow the (i) approach.  To control for the time variable, we picked sections that are equivalent in terms of per-bullet length (within a specific range). 

The study was setup to have CHWs listen twice to a recording of a section from a telephone and then answer a questionnaire.  The experiment was repeated in different trials with sections of different length and with different subjects. We expected that longer sections (with more bullet points) would have a worse performance in the questionnaire.

Pre-questionnaire. Since the MARVI project has been focusing on reproductive health and family planning issues, the CHWs have not been trained on most of the brochures produced. Thus, we don't consider it necessary to apply a pre-questionnaire to evaluate their knowledge.  

RESULTS AND DISCUSSION
Although we did not find significant differences in performance among the different section lengths, it is not valid to draw a conclusion from a null result. We believe that the setup of the experiment might have encouraged the users to memorize the short clips of audio in order to answer the immediately proceeding questions. 

Having users always hear the recording twice made the experiment unnecessarily tedious to the subjects who were able to comprehend the content at the first time, however, one of our subjects requested to hear the content one additional time in one of the trials, because she did not feel that she was going to be able to answer questions on it.   This would have been avoided should we have used a dialogue system where users can decide whether to hear the recording again; such system’s performance can be measured by asking an open-ended information browsing task first, and letting the user interact with the system to build an answer, which could be evaluated in the three dimensions described in [24]: whether they answered the question correctly, time to completion and number of moves through the interface.

During the execution of our experiment, we were surprised by long periods of electricity shutdowns, and although the office space had a generator, it was so loud that it disturbed both the subject and the interviewer.  Alternatively, if the generator was turned off, the cooling systems did not work and the heat of our equipment made the room extremely hot.  Later we learned that there is a (loosely followed) schedule of blackouts, which we could use to program our experiments better.

Since no one in our team speaks Sindhi, we had to rely on a local facilitator to take the responses of the interviewers.  Although we attempted to film the experiments, the loud noises of the generator rendered the recordings useless.  Since many of the CHW were unable to write, the facilitator had to take notes of their responses while conducting the experiment at the same time, this proved to be very challenging and had a negative impact on the quality of the interviewer’s notes.  We hope to address this issue in following experiments by following the schedule of power cut-offs, so we do not need to rely on the notes of the facilitator.

The presence of the members of our team during the experiments intimidated the CHWs.  As an example, one repeatedly apologized when she could not answer a question, even though in the instructions we explained to her that we were evaluating the system and not her knowledge or capabilities.

CONCLUSIONS AND FUTURE WORK

Although there has been considerable effort invested in proposing dialogue systems to allow querying for information, it is not clear how to support browsing and training through a telephone.  We presented different speech interfaces alternatives and discussed the experiences of the pilot study we conducted to assess the influence of verbosity in user understanding.  We presented some difficulties that we experienced that could be useful for other researchers conducting field investigations in international development.
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