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“Someone’s Been Changing the Code” – Empirical  
Evidence of the Benefits of Workspace Awareness 

 
  
  
  
 
 

ABSTRACT 
To our knowledge, this work is the most extensive, if not 
the only, empirical evaluation of workspace awareness in 
software development. We performed two user experiments 
to investigate the effectiveness of a workspace awareness 
tool in facilitating coordination and reducing conflicts. In 
the first experiment, we evaluated the tool through text-
based assignments to avoid interference from the well-
documented effects of individual differences in software 
tasks. The approach of controlling for individual differ-
ences, though straightforward, is a novel paradigm for 
evaluating user interfaces in software engineering. With the 
benchmark of this first experiment in place, in the next ex-
periment, we proceeded to validate the benefits of the tool 
in the software domain. Our results provide quantitative 
evidence of the benefits of workspace awareness in improv-
ing conflict resolution and coordination as well as helping 
both novice and expert users.  

Author Keywords 
Evaluation, awareness, individual differences, software 
development, conflicts. 

ACM Classification Keywords 
H5.3. Information interfaces and presentation (e.g., HCI): 
Group and organization interfaces–CSCW.  D.2.6. Software 
Engineering: Programming environments–Integrated envi-
ronments; 

INTRODUCTION 
The concept of awareness, characterized as an understand-
ing of the activities of others to provide a context for one’s 
own activities [10], has been commonly used in Computer-
Supported Cooperative Work to facilitate coordination in 
group activities [17, 19]. Recently, the software configura-

tion management (SCM) community has recognized the 
benefits of awareness, and there is a growing body of re-
search that incorporates awareness concepts into managing 
coordination in software development [3, 15, 20]. Specifi-
cally, research in workspace awareness in groupware [18] is 
being applied recently for supporting coordination in soft-
ware projects. The intention is for developers to understand 
the effects of ongoing parallel changes and respond proac-
tively in the case of impending conflicts. Example re-
sponses include contacting the other party for discussion, 
holding off on one’s changes until the other developer has 
checked in their changes, using the SCM system to look at 
the other person’s workspace to determine the extent of the 
conflict, and other such human-inspired approaches to co-
ordination. In so doing, conflicting changes can be ad-
dressed before they grow too severe. They often may be 
avoided altogether because developers may reconsider 
whether to edit an artifact that they know someone else is 
modifying at that time. 

Despite the growing interest in using workspace awareness, 
thus far, such tools thus far have not been empirically 
evaluated. We contribute a first and extensive empirical 
evaluation of a particular workspace awareness tool, 
Palantír [32]. Our results provide quantitative evidence of 
its benefits in improving conflict resolution and coordina-
tion. Additionally, our results indicate that the tool helps 
both novice and expert users. Finally, we exemplify a care-
ful evaluation methodology, where we control for individ-
ual differences due to our domain of software development, 
thus providing clearer evidence of which user interface de-
vices support workspace awareness. 

We conducted two sets of user experiments. The first ex-
periment evaluated the user interface of the tool. This ex-
periment used cognitively neutral text-based assignments to 
control user differences arising due to technical skills [25, 
31]. We found that both novice and expert subjects showed 
significant improvement (p<.01, Fisher’s exact test) in de-
tecting and resolving conflicts when using the tool, com-
pared to without the tool. Both treatment groups took com-
parable times to complete the task, suggesting minimal 
overhead involved in monitoring the awareness information 
provided by the tool. 
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The second experiment evaluated the tool in the software 
domain by using programming (Java) assignments. Results 
were similar to the text-based experiments. Subjects using 
the tool showed better conflict detection and resolution ca-
pabilities than those without the tool. Once again, both nov-
ice and expert subjects showed improvements (p<.01, 
Fisher’s exact test). As expected, we saw large variations in 
the times to completion of tasks because the experiment did 
not control individual differences due to technical skills. 
We observed that, on average, subjects using the tool took 
less time to complete tasks. 

Our work contributes empirical proof of the benefits of 
workspace awareness in software development. This and 
other findings, discussed later in the paper, provide insight 
into the manner in which users approach awareness infor-
mation presented through an integrated development envi-
ronment, which should govern the way workspace aware-
ness tools are designed. We present an evaluation method-
ology by which individual differences are controlled to 
separately evaluate the user interface of software tools 
through non-programming assignments.  

The next section presents background work on coordination 
in software development along with examples of workspace 
awareness tools. In the following sections, we describe the 
awareness tool that we evaluated followed by a description 
of our experimental setup and results. Finally, we discuss 
the implications of our findings for coordination tools and 
their design in software development.  

BACKGROUND 
A typical software development team consists of multiple 
developers working together on closely related sets of 
common artifacts, a scenario that requires complex coordi-
nation efforts. If change activities that involve multiple de-
velopers and interdependent artifacts are not carefully or-
chestrated, conflicts are bound to occur. Such conflicts may 
occur when multiple developers concurrently edit the same 
artifact or when changes to one artifact affect concurrent 
changes to another artifact [8, 30]. For example, two devel-
opers might edit the same artifact in separate workspaces, 
and their changes would need to be merged to create a con-
sistent version. We term these kinds of conflicts Direct 
Conflicts. Another type of conflict may occur when a de-
veloper working in his or her private workspace alters a 
library interface that another developer just imported and 
started using as an artifact for editing in his or her private 
workspace. We call this class of conflicts Indirect Conflicts. 

Coordination of team activities is not a new area of re-
search. Indeed, a vast body of work is devoted to collabora-
tive writing, addressing concerns such as different tech-
niques to share information, various ways to avoid race 
conditions, and the effectiveness of awareness tools to help 
coordination [9, 11, 13]. These kinds of coordination issues 
also arise in software development, and despite the use of 
sophisticated SCM systems, conflicts still occur frequently 
[16, 30].  

In software development, and SCM systems in particular, 
key emphases include the following. 

• Software development is typically multi-synchronous; 
developers check out artifacts from SCM repositories 
into their private workspaces and work in isolation. 
Only when changes are complete does a developer in-
teract with the SCM repository to check in the artifact. 
Between the times when a developer checks out an arti-
fact and checks it back in, other developers have no 
knowledge of either ongoing parallel changes in other 
private workspaces or how these changes relate to their 
own work.  

• Software development generally involves intricate code 
dependencies, which change continually [8, 17]. 

• Changes to artifacts are not instantaneous, but occur at 
the pace of human coding. Between the times when a 
developer checks out and checks in an artifact, there 
exists a significant window of time in which conflicts 
may be introduced and grow in magnitude [8, 16].  

• Conflict resolution is complicated due to the nature of 
programming, complex code dependencies, and time 
delays between the introduction and detection of con-
flicts. Once a conflict has been identified, a developer 
must go back in time, understand each of the conflict-
ing changes in full, find ways to meaningfully combine 
them, and (possibly) meet with their team members to 
find the correct way to resolve issues [32]. 

Ethnographic studies have observed that developers find the 
current coordination functionalities offered by SCM sys-
tems inadequate and that developers create ad hoc coordina-
tion conventions to overcome these deficiencies. For exam-
ple, Grinter observed that developers in a software firm 
used the SCM repository to pace their development efforts 
to avoid having to resolve conflicts [14]. In SCM systems, a 
developer who checks in first is fine. Developers who check 
in later have to resolve their changes with the version in the 
repository. As a second example, de Souza et al. found that 
developers check in incomplete changes to reduce the prob-
ability of having to resolve conflicts themselves [7]. As 
another example, Perry et al. found that developers used 
Web posts to warn colleagues about changes that they were 
about to commit as well as their effects [30].  

Workspace awareness is a new body of research that aims 
to improve the coordination functionalities provided by 
SCM systems, primarily by overcoming the workspace iso-
lation currently enforced by SCM systems [4, 28, 32]. 
Workspace awareness tools primarily operate by transmit-
ting information about ongoing project activities across 
workspaces. The intended goal is to enable developers to 
relate their changes with others’ ongoing changes and take 
proactive measures if they detect emerging conflicts. To be 
successful, such tools need to consider the following design 
guidelines: (1) provision of relevant information, (2) timeli-
ness of the information, (3) unobtrusive presentation of the 
information, and (4) peripherally embedding awareness 
cues to avoid context switches [18, 35]. 
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Different types of workspace awareness tools exist for soft-
ware development. Some tools provide information about 
potential conflicts that may arise due to concurrent changes 
to the same artifact (e.g., BSCW [1], JAZZ [4], Night 
Watch [27]), and some tools provide additional information 
regarding the nature and size of the potential conflict (e.g., 
Celine [12], State Treemap [26]). Another class of tools 
performs additional analysis to identify potential conflicts 
that may arise due code dependencies (e.g., TUKAN [33], 
Palantír [32]). 

PALANTÍR 
In this section, we discuss the functionality and the user 
interface of Palantír, a workspace awareness tool that we 
evaluated in our user experiments. Palantír specifically in-
forms developers of the two types of potential conflicts 
mentioned previously: (1) direct conflicts, which arise when 
the same artifact is concurrently modified in multiple work-
spaces, and (2) indirect conflicts, which arise when changes 
to an artifact affect concurrent changes to another artifact. 
Palantír presently identifies indirect conflicts arising due to 
changes to Class signatures (in the Java programming lan-
guage). 

Currently, Palantír is available as an Eclipse plug-in for 
CVS [2] and Subclipse [36], two specific SCM clients. 
Palantír is integrated with Eclipse in a nonintrusive manner. 
It doesn’t change the way users interact with the SCM cli-
ent, and it runs in the background, intercepting user opera-
tions, both local edits and configuration operations. It in-
forms developers of emerging potential conflicts through 
peripherally embedded awareness cues in the Eclipse work-
bench. A detailed discussion about the implementation de-
tails is outside the scope of this paper (see [32]).  

Figure 1 presents the Palantír user interface that we evalu-
ated. Here, we see a developer’s view of her local work-
space. Palantír has altered the Eclipse interface in two dis-

tinct places. Annotations in the package explorer view pro-
vide subtle awareness cues (top inset in Figure 1) and a new 
Eclipse view, the impact view, provides further details of 
changes causing indirect conflicts (bottom inset in Figure 
1). Palantír annotates resources in the package explorer 
view with both graphical and textual items. In terms of 
graphics, two small triangles indicate parallel changes to 
artifacts. The blue one may appear in the top left corner. 
This triangle, visible on Address.java, indicates that there 
are ongoing parallel changes to the artifact. The larger the 
triangle, the bigger the changes. A small textual annotation, 
to the right of the filename, details the size of these changes 
and is based on the relative lines of code changed. In our 
case, Address has been changed by 24%.   

The red triangle may appear in the top right corner of each 
icon denoting an artifact. This triangle is present on artifacts 
Address.java and CreditCard.java, and indicates the pres-
ence of an indirect conflict. A small textual annotation, to 
the right of the filename, provides further information on 
whether the artifact is one causing an indirect conflict (in 
which case it is labeled with [I>>]), is one that is affected 
by an indirect conflict (in which case it is labeled with 
[I<<]), or is one whose changes both affect changes in other 
artifacts and are affected by changes in other artifacts (in 
which case both textual annotations are present). 

The package explorer view is designed to be nonobtrusive 
and provides only the information necessary to draw the 
user’s attention. Further details about the indirect conflict 
are presented through the Palantír impact view (bottom 
inset in Figure 1), when an artifact experiencing an indirect 
conflict is selected in the package explorer.  

USER EXPERIMENTS 
Traditionally, user evaluations of software tools have been 
qualitative in nature. Indeed, since individual differences 
are exaggerated in software tasks, statistical analyses with 

Figure 1. Palantír User  Interface. 
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significance are often precluded [6, 31]. Individual differ-
ences could arise from a number of reasons. Certainly, 
variations in technical skills are a common explanation 
[25]. Moreover, in the domain of parallel software devel-
opment, and SCM systems in particular, individuals must 
have the ability to perceive ongoing project activities and 
their effects to detect coordination problems and conflicting 
changes. In our experiments, we sought to specifically con-
trol for individual differences from these probable causes.  

In general, our experimental design controlled for effects 
from individual differences by first benchmarking the 
evaluation through non-software tasks and then using these 
benchmarks to validate evaluation results in the software 
domain. Toward this goal, we conducted two sets of ex-
periments. The first experiment (hereafter referred to as the 
text experiment) controlled individual differences by using 
text-based assignments. Specifically, we evaluated sample 
texts in a sample population and concluded that a geology 
text was the most cognitively neutral. In sum, this first ex-
periment primarily evaluated the effectiveness of the user 
interface of the tool. The second experiment (hereafter re-
ferred to as the Java experiment) evaluated the tool in the 
programming domain. 

In both experiments, we specifically controlled differences 
in the ability to perceive the effects of concurrent project 
activities by using confederates, or research personnel act-
ing as team members. Participants were unaware of the set 
of tasks assigned to the confederates or the order in which 
the confederates would attempt their tasks, or even that the 
other participants were confederates.  

The experiments were conducted at the University of Cali-
fornia, Irvine. Experiment participants were students in the 
Bren School of Information and Computer Sciences (ICS). 
Twenty-six subjects participated in the text-based experi-
ment and fourteen subjects in the programming experiment. 
When the subjects volunteered for the experiment, they 
took an online background survey regarding their experi-
ence in programming, using SCM tools, and using the 
Eclipse development environment, and provided demo-
graphic information. This information was used to carry out 
a stratified random assignment of subjects [34]. Participants 
with 4 or more years of experience in using SCM systems 
and Eclipse (for the Java experiment) or more than 1 year 
of such experience (for the text experiment) were consid-
ered EXPERTS. 

Both experiments followed a 2×2 factorial design. There 
were two between-subject factors: (1) treatment group: sub-
jects using the tool (EXPERIMENT group) and subjects without 
the tool (CONTROL group); (2) experience strata: subjects 
with more experience in programming and the use of the 
Eclipse development environment (EXPERTS) and subjects 
with less experience (NOVICE).  

Procedure: The objective of the experiments was to mimic 
team software development in which conflicts would arise, 
and to observe individuals taking action to resolve the con-

flicts with or without the workspace awareness tool. The 
distributed nature of the activity allowed the experiment 
design to test one subject at a time. Specifically, the ex-
perimental setup consisted of a subject collaboratively solv-
ing a given set of tasks in a three-person team in which the 
other two team members were confederates. The confeder-
ates—virtual entities controlled by the research personnel—
were responsible for introducing a given number of con-
flicts with the subject’s tasks.  

Each experiment took about 90 minutes. The subjects first 
completed a set of tutorial tasks to ensure that they could 
use the tool functionalities required in the experiment. The 
CONTROL group was given tutorials on Eclipse and CVS. 
The EXPERIMENT group was given tutorials on Palantír, 
Eclipse, and CVS. The tutorials were designed to ensure 
that subjects were not biased to expect conflicts in the ex-
periment. Subjects were then given the set of tasks to be 
completed. At the end of the session, subjects were com-
pensated $30 and they were briefly interviewed by the ex-
perimenter, who was present throughout the experiment as 
an observer. Screenshot captures of the entire session were 
recorded for analysis. 

We introduced two kinds of conflicts for each experiment: 
direct conflicts (DC) and indirect conflicts (IC). These two 
are typical in software development, with DC representing 
conflicts that lead to merge problems and IC representing 
conflicts that lead to building and integration problems. We 
closely controlled when each type of conflict was intro-
duced (10 to 15 seconds after a subject entered a task or 
finished a task). Tasks were presented to subjects in the 
same order and the times when conflicts were introduced in 
the tasks were consistent across experiments. Our goal was 
to observe the effects of the treatment and experience vari-
ables on the way subjects handled particular kinds of con-
flicts. Therefore, we treated the data for direct and indirect 
conflicts separately. We did not investigate any interaction 
effects between “kinds of conflicts” and the other two pre-
dictor variables. As examples, whether novices were more 
adept in resolving a particular kind of conflict or whether 
conflicts that were introduced later in the experiment were 
resolved faster are interesting questions, but are topics for 
future study. 

Experiment Tasks: For the text-based experiment, the sub-
ject was given the role of the editor for a textbook on geol-
ogy, as collaboratively written. Each chapter of the book 
was treated as a separate text file in the project. The project 
consisted of thirty artifacts. Subjects were given a set of 
nine tasks, of which six had conflicts: three DC and three 
IC. Direct conflicts were introduced when a confederate 
changed the same file that the subject was editing. Such 
conflicts were introduced in Tasks 2, 4, and 8. Indirect con-
flicts were introduced when a confederate changed an arti-
fact that affected an artifact the subject was using. For ex-
ample, the confederate deleted a chapter or changed a chap-
ter heading without changing the Table of Contents. Such 
conflicts were introduced in Tasks 3, 5, and 7.  The final 
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task in the experiment (Task 9) required the subject to en-
sure the consistency of all chapters, particularly the Table of 
Contents and the List of Figures. The remaining tasks 
(Tasks 1 and 6) were benign (did not contain any conflicts).  

For the programming assignment, subjects were given a list 
of functionality to implement in an existing Java project. 
The project contained nineteen Java classes and approxi-
mately 500 lines of code. Subjects were given a set of six 
tasks, of which four had conflicts: two DC and two IC. Di-
rect conflicts were introduced when a confederate modified 
the same Java file. Such conflicts were introduced in Tasks 
1 and 2. Indirect conflicts were introduced when a method 
on which the subject’s task depended was deleted or modi-
fied. These conflicts were introduced in Tasks 4 and 6. 
Tasks 3 and 5 were benign tasks. Subjects were provided 
with a Unified Modeling Language (UML) design diagram 
of the project to help them understand the dependencies in 
the project. The experiment did not require subjects in ei-
ther group to integrate all the code at the end of the experi-
ment. 

Dependent variables: Our primary variable of interest was 
the number of seeded conflicts that subjects identified and 
resolved. Different subject responses can be grouped into 
four categories: conflicts that were (1) Detected and cor-
rectly Resolved [D:R]; (2) Not Detected by the subject until 
the SCM threw a check-in error, after which they were 
forced to Resolve it [ND:R]; (3) Detected by the subject but 
Not Resolved [D:NR]; and (4) Not Detected and Not Re-
solved by the subject [ND:NR]. Conflicts that were incor-
rectly resolved are treated here as Not Resolved. Of note, 
not all experiment runs produced results in all categories. 
Additionally, in some conditions we grouped responses into 
Detected (D) and Not Detected (ND) due to low expected 
cell counts in a χ2

 test. Specific instances are addressed 
separately. 

We also measured the time that subjects took to complete a 
task. Task completion times include the time to implement a 
task and, when applicable, the time to coordinate with team 
members and the time to resolve a conflict. Even when sub-
jects in the CONTROL group did not identify or resolve a con-
flict, we did not penalize them with extra minutes or “infin-
ity” time. We chose not to use a penalty because we wanted 
to investigate the overhead that is involved in using an 
awareness tool. Specifically, in the case of indirect con-
flicts, a subject in the EXPERIMENT group who detected and 
(or) resolved a conflict expended extra effort. We wanted to 
investigate the magnitude of this extra effort. Finally, we 
recorded coordination efforts by subjects to resolve a con-
flict.  

EXPERIMENT RESULTS AND DISCUSSION 
We present and analyze our experiment results by address-
ing the following five questions: 

 

1. Does workspace awareness help users in their ability 
to identify and resolve a larger number of conflicts? 

Results: Table 1 shows the conflict detection and resolution 
observations for both text and Java experiments. Subjects in 
the EXPERIMENT group (using the Palantír tool) detected and 
resolved a larger number of conflicts for both conflict types 
(DC and IC) in both Java and text experiments. The groups 
are significantly different (p<.01 for the χ2 test, rows 1 to 4, 
Table 1). Fisher’s exact test confirms the p values. Of note, 
the results of direct conflicts for the Java experiment are 
categorized into Detected (D) versus Not Detected (ND) to 
address low expected cell counts in the χ2

 test (discussed 
later). Our finding demonstrates the effectiveness of the 
tool in facilitating the detection of both direct and indirect 
conflicts in the domain of Java programming and text as-
signment. 

Discussion: Conflicts occur frequently in software devel-
opment, leading to increased time for project completion 
and/or defects in the software code. We investigate the hy-
pothesis that workspace awareness helps developers to 
identify and resolve potential conflicts “early,” while con-
flicts are still small. Toward this goal, we compare differ-
ences between the treatment groups (CONTROL versus 
EXPERIMENT) in identifying and resolving seeded conflicts in 
the experiment.  

Text Experiment: We find that subjects in the EXPERIMENT 
group detected and resolved a larger number of direct con-
flicts while they were in their tasks (row 1, Table 1). These 
conflicts were resolved either immediately or after the sub-
jects had finished their edits. We do note that, in some 
situations, subjects ignored the warnings about potential 
conflicts and checked in their artifacts, subsequently facing 
a merge conflict.1 The results of subjects in the CONTROL 
group are significantly different. We find that none of the 
subjects detected a single conflict beforehand. Subjects 

                                                           
1 Subjects were required to successfully commit their changes before they 
could move on to the next task. 

 detect CNTRL  EXP 
Pearson 

χχχχ2 df p* 

Text 

DC 

D:R 

ND:R 

0 

39 

37 

2 
70.39 1 .001 

Text 

IC  

D:R 

D:NR 

ND:NR 

2 

3 

34 

31 

7 

1 

58.20 2 .001 

Java 

DC 

D 

ND 

0 

14 

12 

2 
21.00 1 .001 

Java 

IC  

D:R 

ND:NR 

0 

14 

14 

0 
28.00 1 .001 

Table 1. Conflict detection and resolution data.                              
* Fisher’s exact test gives the same p values. 
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discovered them only when they attempted to check in their 
changes and the SCM system generated a merge conflict.  

In the case of indirect conflicts, we again find that a major-
ity of subjects in the EXPERIMENT group identified and re-
solved a larger number of conflicts (row 2, Table 1). In 
some cases, subjects in both treatment groups identified 
conflicts that they could not resolve. We attribute these 
situations to conditions in which the subjects updated their 
workspaces, but could not correctly understand the depend-
encies among the artifacts. For instance, some subjects 
could not detect, when the confederate slightly modified the 
caption of a particular figure in a file, and that it affected 
the List of Figures file. 

Java Experiment: For direct conflicts the outcomes resulted 
in low expected cell counts in the χ2

 test. We therefore 
categorized the results into Detected (D) versus Not De-
tected (ND). The low cell counts in the experiment set can 
be attributed to two factors: (1) the experiment had too 
small a sample size (14) for a χ2

 test, and (2) one of the 
conflicts was introduced after the subject had already fin-
ished the task. We observed that even when subjects in the 
EXPERIMENT group identified the conflict, they did not go 
back to the task to resolve it. Instead, they either made a 
note to themselves or informed their team members of a 
potential conflict and continued with their current task. This 
is an expected behavior in the way SCM systems imple-
ment conflict resolution. A developer who checks in first 
does not have to perform any conflict resolution. It is the 
responsibility of developers who subsequently check in to 
ensure that their changes do not conflict with the version in 
the repository.  

We find that the EXPERIMENT group detected a larger number 
of direct conflicts through the tool, differing significantly 
from the CONTROL group (row 3, Table 1). In the case of 
indirect conflicts, we notice that all subjects in the 
EXPERIMENT group identified and resolved conflicts, whereas 
none in the CONTROL group even detected the conflicts 
(which remained in the code) (row 4, Table 1).  

2. Does workspace awareness affect the time–to-
completion for tasks with conflicts? 

Results: Table 2 presents the average time-to-completion of 
tasks with each kind of conflict (DC and IC), grouped per 
experiment type (text and Java).  The time-to-completion 
includes the time to detect, investigate, coordinate, and re-
solve a conflict, where applicable. We do not penalize sub-
jects who did not detect or resolve a conflict, but simply 
report the time they took to complete the task. In the text 
experiment, subjects in the EXPERIMENT group took less time 
for direct conflicts, but longer for indirect conflicts (rows 1 
and 2, Table 2, p<.05). However, in the Java experiment, 
the EXPERIMENT group took less time for both conflict types, 
but the times for the two groups are not significantly differ-
ent (rows 3 and 4, Table 2). 

Discussion: An obvious criticism of workspace awareness 
tools is the overhead involved in terms of the time and ef-
fort required on the part of the user to monitor the aware-
ness information. However, this overhead is believed to be 
minimal when awareness cues are appropriately presented 
to the user. That is, awareness cues should be unobtrusive 
and should not cognitively overload the user or require ex-
tensive context switching [18, 23]. We investigate this hy-
pothesis by comparing the time that subjects in each treat-
ment group took to complete tasks. 

Text experiment: We found that subjects in the EXPERIMENT 
group took less time (on average, 3 minutes shorter) to 
complete tasks with direct conflicts. However, we see a 
reverse trend for indirect conflicts. (The EXPERIMENT group 
took a little longer, but resolved more conflicts.) This dif-
ference in behavior can be explained in the case of direct 
conflicts by the SCM system forcing subjects to resolve 
each direct conflict during a check in, when no such forcing 
factor occurred for indirect conflicts. The forced SCM reso-
lution resulted in subjects in both CONTROL and EXPERIMENT 
groups resolving the same number of conflicts. In this situa-
tion, each direct conflict was found at some point and the 
subject was forced to resolve it, equalizing coordination 
costs between the treatment groups. In fact, we observed 
that because the CONTROL group detected conflicts later, 
during check in, they incurred extra effort in facing a merge 
conflict and investigating it, leading to an overall longer 
time-to-completion.  

In the case of indirect conflicts, because there was no forc-
ing factor in resolving such conflicts, the CONTROL group 
simply did not detect conflicts or deal with them. In con-
trast, the EXPERIMENT group detected and resolved more con-
flicts, causing them to incur extra coordination efforts (pri-
marily communications through instant messaging) in in-
vestigating conflicts. We did not force the CONTROL group to 
integrate all code at the end of the experiment and record 
the time it took to resolve conflicts, but the literature shows 
that conflict resolution at later stages is expensive and can 
take significant amounts of time because the user has to go 
back to understand the source of the conflict and may need 
to contact other team members [5, 21].  

  group minutes sd t df* p* 

Text 

DC 

CNTRL 

EXP 

12.30 

9.12 

1.43 

2.14 
4.22 22 .001 

Text 

IC  

CNTRL 

EXP  

6.30 

7.57 

1.14 

1.55 
-

2.26 
20 .03 

Java 

DC 

CNTRL 

EXP 

8.57 

7.09 

2.44 

0.48 
1.67 7 .12 

Java 

IC 

CNTRL 

EXP 

7.59 

5.33 

2.19 

1.45 
2.21 11 .05 

Table 2. Time–to-task-completion. *unequal variances as-
sumed. 
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Java experiment: As discussed earlier, the data for time-to-
completion for the Java experiment showed a large variance 
due to differences in programming skills, and therefore the 
groups did not differ significantly. However, an interesting 
point to note is that the EXPERIMENT group took less time for 
both kinds of conflicts (rows 3 and 4, Table 2). Further, the 
variances among subjects in the EXPERIMENT group are 
smaller for both direct and indirect conflicts (rows 3 and 4, 
column 4, Table 2), suggesting that overall subjects in the 
EXPERIMENT group took less time to complete a task. The 
groups are significantly different in the case of direct con-
flicts (Levene’s test for equality of variances, F(12)=9.56, 
p=.01), but not for indirect conflicts. 

3. Does the time–to-resolution for conflicts decrease 
when users are aware of conflicts sooner? 

Results: Time-to-resolution was calculated as the time it 
took subjects to resolve a conflict after they detected it or 
faced a merge conflict from the SCM system. Table 3 pre-
sents the average time-to-resolution of direct conflicts for 
the text experiment.  We do not compare the data from indi-
rect conflicts because the majority of subjects in the 
CONTROL group did not detect or resolve these conflicts. The 
EXPERIMENT group resolved the conflicts in nearly half the 
time of the CONTROL group. The groups are significantly 
different (t(24) =5.42, p<.01). In the Java experiment, indi-
vidual differences in programming skills led to resolution 
times between the two treatment groups that were not sig-
nificantly different, and they are not reported here. 

Discussion: A key reason behind the difficulty in resolving 
conflicts in software development is that conflicts are de-
tected at a much later time. Significant time passes between 
when a conflict is introduced and detected, and conflicts 
grow from being small and innocuous to being larger in 
magnitude. Workspace awareness enables developers to 
identify conflicts as they emerge, facilitating the resolution 
of conflicts while changes are ongoing and the conflicts still 
relatively harmless. Our results strongly support the hy-
pothesis that early detection of conflicts enables faster con-
flict resolution. Subjects in the EXPERIMENT group resolved 
conflicts faster than the CONTROL group, and the groups dif-
fered significantly (Table 3). 

4. Does workspace awareness promote coordination? 

Results: When subjects detected a conflict, they could take 
the following coordination actions: synchronize, update, 
chat, skip the particular task, or implement the task by using 
a placeholder. Table 4 presents results about the coordina-
tion efforts summed per conflict type for the text experi-
ment. The table groups coordination efforts into three fac-
tors: (1) SCM operations – update and synchronize; (2) 

chat, and (3) others – skip or implement a task with place-
holders. In Table 4, direct conflicts that were identified 
when a check-in attempt failed are combined with those 
that were detected during the task. The number of coordina-
tion attempts correlates with the number of conflicts de-
tected. However, the numbers of chat communications per 
conflict are lower for the EXPERIMENT group. 

Discussion: Coordination is a critical factor in team devel-
opment, especially when conflicting changes occur. There-
fore, it is intuitive that our data show a strong correlation 
between the number of conflicts detected and coordination 
attempts. In our experiments, subjects did not know the 
confederates (and so were not colleagues attempting to go 
to lunch together, or friends chatting), and they focused on 
completing the task at hand. Therefore, they did not com-
municate with their team members unless required to do so 
by the task. In real-life situations, we might expect commu-
nication to also include personal communication.  

An interesting observation is the reduced instances of chat 
communications in the EXPERIMENT group as compared to 
other coordination efforts. A common belief one often hears 
is that more communications is a predictor for “good” co-
ordination in an organization. However, investigating a 
conflict through chatting may lead to disruptions to others’ 
work and can increase the time to get to the source of the 
problem [22, 24, 29]. We believe that workspace awareness 
tools, by providing critical information about emerging 
conflicts, can reduce discussion among developers and 
streamline the coordination efforts. Using such a tool (as 
demonstrated by our experiments), developers might com-
municate less to quickly coordinate in contrast to lengthy 
communications to investigate a major conflict. Sometimes 
they might not need to communicate at all because they 
have learned the value of the awareness indicators.  

Indirect conflicts are notorious for being difficult to detect. 
When detected, the source is equally difficult to trace. In 
fact, it has been shown that organizations typically do not 
communicate congruently (i.e., their communication net-
works do not match the pattern of dependencies in their 
tasks), and when they fix this incongruence, there is a 
marked increase in productivity [3]. It would therefore be 
interesting to observe whether the use of workspace-
awareness tools changes the way users investigate indirect 
conflicts and the time it takes to resolve them. Because the 
majority of subjects in the CONTROL group did not detect 
indirect conflicts in our data, we cannot address this issue. 
We intend to explore this relationship in future studies.  

  group minutes sd t df* p* 

Text 

DC 

CNTRL 

EXP 

5.04 

2.23 

1.37 

0.44 
5.42 24 .001 

Table 3. Time-to-resolution of DC. 

Text  group detect SCM chat others total 

DC 
CNTRL 

EXP 

39 

39 

78 

71 

17 

12 

0 

2 

85 

85 

IC 
CNTRL 

EXP 

5 

38 

7 

30 

4 

11 

0 

9 

11 

50 

Table 4. Coordination actions. 
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5. Does workspace awareness help both Novice and Ex-
pert users? 

Results: To investigate whether both NOVICE and EXPERT 
subjects benefited from the tool, we divided the conflict 
detection (Table 1) and time-to-completion (Table 2) data 
into subgroups based on strata. We did not include results 
regarding number of conflicts resolved to create a 2×2 con-
tingency table, which we used to conduct Fisher’s exact test 
(subdividing results per stratum led to low expected cell 
counts in the χ2

 test). For the text experiment, both NOVICE 
and EXPERT subjects in the EXPERIMENT group detected more 
conflicts for both direct and indirect conflicts (p=.001, 
Fisher’s exact test). Similarly, in the Java experiment, both 
NOVICE and EXPERT subjects performed better in the 
EXPERIMENT group for both direct (p<.05, Fisher’s exact test) 
and indirect conflicts (p=.001, Fisher’s exact test).  

We investigated the time-to-completion data using strata 
(EXPERT and NOVICE) and groups (CONTROL and EXPERIMENT) 
as independent variables in an analysis of variance 
(ANOVA). Our results indicated that for all experiment 
runs (text and Java experiments for both direct and indirect 
conflicts), there was a significant difference between the 
groups (p=.05) but not between strata (p>0.1). Further, 
there were no significant interaction effects between strata 
and treatment groups. Additionally, we used a one-way 
ANOVA to test the results from the text experiment for 
each strata (we changed treatment groups while keeping 
strata constant). We found that both EXPERT and NOVICE us-
ers in the EXPERIMENT group took less time for direct con-
flicts (NOVICE: F(1,14)=5.37, p=.036; EXPERT: F(1,8)=15.4, 
p=.004), but longer for indirect conflicts because they in-
curred extra coordination costs in resolving a larger number 
of conflicts. However the differences were not significant 
(NOVICE: F(1,14)=3.87, p=.07; EXPERT: F(1,8)=1.08, p=.33). 
In the Java experiment, stratified testing was not appropri-
ate because of the small sample size and large variance in 
the data.  

Discussion: Previous evaluations of software tools, espe-
cially program comprehension tools, have shown that indi-
vidual differences result in either software tools having no 
effect on the user [6, 31] or, when they do, they usually 
help only the novice users. In our experiments, we carefully 
controlled individual differences, which resulted in our ex-
periments providing concrete evidence of the effectiveness 
of the tool and evidence that the tool helped both the novice 
and the expert users in detecting and resolving conflicts at 
comparable times in both non-programming and program-
ming domains.  

BROADER IMPLICATIONS  
Our findings have several broad implications, which are 
discussed in this section. First, our work presents an evalua-
tion design that paves the way for future evaluations of 
software tools. It is well known that individual differences 
either exaggerate or, in some cases, mitigate the effects of a 
software tool, which prevents empirical evaluation of such 

a tool [6, 31]. In cases where the tool has an effect, it re-
mains unclear whether individual differences or the soft-
ware tool led to the observed results. To overcome this 
threat to validity, we specifically conducted user experi-
ments with a cognitively “neutral” text first to avoid ambi-
guities in our experiment results. We used the results from 
the text experiment to benchmark results in the software 
tasks. 

Second, our results have implications for the design of 
software development environments, especially those that 
rely on SCM systems for coordination. Even though our 
work evaluates a particular workspace awareness tool, the 
results can be generalized to the class of workspace aware-
ness tools that use visualization to provide awareness. Our 
experiments provide quantitative evidence that workspace 
awareness significantly facilitates users in detecting and 
resolving conflicts with minimal overhead. These findings 
suggest that software development environments will bene-
fit by incorporating workspace awareness techniques.  

Third, our work has implications for the design of work-
space awareness tools in the domain of SCM systems. Our 
experiments provide quantitative proof of the need for auto-
mated detection of indirect conflicts. Especially in the Java 
experiment, where, despite the fact that we used simple 
syntactic indirect conflicts and provided subjects with UML 
design diagrams, we found that subjects without the tool 
had difficulty in identifying and resolving indirect conflicts. 
In fact, none of the subjects in the CONTROL group detected 
or resolved a single conflict, and conflicts remained in the 
code. In real-life situations, where indirect conflicts occur 
due to complex code dependencies the automated identifi-
cation of emerging indirect conflicts will be invaluable. 
Currently, most workspace awareness tools address only 
direct conflicts because identifying indirect conflicts re-
quires additional analyses, which have to be implemented 
per programming language. Our results strongly demon-
strate the benefits of automated detection of indirect con-
flicts and suggest that the extra investment required in im-
plementing such analyses is worth the effort. 

Finally, our experiments provide interesting initial insights 
into ways users investigate conflicts and coordinate to re-
solve them. Even though researchers have observed that 
instant messaging or face-to-face meetings can be disrup-
tive, create fragmented work hours, and may take additional 
time to investigate a conflict [22, 24]. A common myth is 
that more communication is better. Our experimental results 
present an interesting observation wherein users with the 
workspace awareness tool communicated less but resolved 
more conflicts. This behavior was likely because the work-
space awareness tool provided the critical information re-
quired to investigate a conflict, and subjects had to spend 
less time communicating. Our experiments suggest the first 
indications that the workspace awareness tool may change 
coordination patterns in software development teams – in a 
direction different from what previously thought.  
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THREATS TO VALIDITY 
Generalizing results: As is the case with any controlled 
experiment, our experiment was performed in semi-realistic 
settings, where students served as experiment participants, 
worked with a relatively small project, and were asked to 
complete a given set of tasks in a limited time. We agree 
that the ideal way to test a software tool is a thorough longi-
tudinal study set in a real-life software project, but it is im-
portant to first evaluate the effectiveness of a tool in a con-
trolled environment. The design of our experiment took 
extra care to control individual differences (technical skills 
via strata and non-software tasks as well as pre-existing 
project knowledge, via confederates), which, to some ex-
tent, mitigates the effects of using students instead of pro-
fessionals. Because students were used as participants our 
results are actually conservative. In real life, software de-
velopers will be more vested in their projects and, because 
of the difficulties involved in resolving conflicts, will pre-
sumably take extra effort to avoid and resolve conflicts 
early.  

Issues about scalability of the user interface were not tested 
in our experiment since we used relatively small projects. 
We did not test the interface in a large project that com-
prised numerous artifacts and developers involved in lots of 
parallel work. Such a situation may lead to overcrowding of 
the interface and may overwhelm the user. Although we 
used a small project, our experiment included benign tasks 
that produced extra awareness icons. In our exit interviews, 
subjects responded that once they got used to them, the 
icons didn’t bother them. Further, they paid attention to an 
icon only if it concerned an artifact that the subject was 
editing or had previously edited. This shows that the aware-
ness cues used by the tool were unobtrusive, yet effective. 
Finally, we note that the interface that we evaluated at-
tempted to reduce the number of notifications presented to 
the user by grouping them per artifact and providing addi-
tional filters on the artifact or developers.  

Experiment design. Our experiment, specifically the Java 
experiment, did not force subjects to carry out integration 
testing at the end of the experiment. Therefore, subjects in 
the CONTROL group did not detect any indirect conflicts and 
thus did not spend any time in coordination attempts. This 
difference in resolution rates effectively penalized the 
EXPERIMENT group in their time-to-completion of tasks and 
precluded us from comparing the time-to-resolution data 
across the treatment groups.  

Finally, all tasks were presented to subjects in the same 
order. Although the lack of counterbalancing leads to learn-
ing effects, these effects are the same for all subjects. The 
primary objective of our experiments was to investigate the 
effect of the two between-subject factors (treatment and 
strata) and not the effects of the within-subject factor, 
namely the kinds of conflicts and sequence, which are a 
subject for future study. 

CONCLUSIONS AND FUTURE WORK 
We have presented an experimental design in which a 
workspace awareness tool for software development is 
evaluated by carefully controlling for individual differences 
among end users. The experiment used a confederate de-
sign, in which research personnel acted as team members, 
and introduced a specified number of conflicts at specified 
intervals. This allowed us to ensure consistency in the num-
ber and nature of conflicts and to control differences that 
may exist in pre-existing knowledge of project activities. 
We evaluated the user interface of the tool separately from 
the overall tool through non-programming tasks to control 
differences in technical skills. 

Results from our experiments provide quantitative evidence 
that use of the workspace awareness tool improves the con-
flict detection and resolution capabilities of both novice and 
expert users. Further, subjects using the tool completed 
their tasks at comparable times to that of subjects not using 
the tool, even when subjects using the tool detected and 
resolved more conflicts – in both non-programming as well 
as programming tasks. This indicates that minimal overhead 
was required for monitoring the awareness information 
provided by the tool.  

An interesting observation from our experiment was the 
fact that subjects using the tool resolved more conflicts, but 
used fewer instant messaging communications. This sug-
gests that workspace awareness tools streamline the coordi-
nation process by providing the critical information re-
quired for investigating a conflict. 
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