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Abstract. Previous research efforts into creating links between software
architecture and its implementations have not explicitly addressed ver-
sioning. These earlier efforts have either ignored versioning entirely, cre-
ated overly constraining couplings between architecture and implemen-
tation, or disregarded the need for versioning upon deployment. This
situation calls for an explicit approach to versioning the architecture-
implementation relationship capable of being used throughout design,
implementation, and deployment. We present ArchEvol, a set of xADL
2.0 extensions, ArchStudio and Eclipse plug-ins, and Subversion guide-
lines for managing the architectural-implementation relationship through-
out the entire software life cycle.

1 Introduction

Software architecture provides a high-level, abstract view of a system where it
is easier to identify and reason about a system’s main computational parts (the
components), the ways through which they interact (the connectors), and their
configuration [1]. In the early stages of development an architecture is typically
used as a communication tool to provide understanding to other developers but
it is also often analyzed to determine or ensure specific properties of the resulting
system [2].

The benefits of having an architecture in place can extend beyond the initial
stages if a mapping between the architectural model and the implementation
can be maintained throughout development. If an architecture describes proper-
ties that are not accurate, then there is no point in analyzing the architectural
model in the first place, since the results of the analysis cannot be guaranteed.
But even if the consistency is initially ensured, changes in the implementation
can lead to changes in architectural properties, leading to a phenomenon known
as architectural erosion [1]. Architectures are described using specialized ar-
chitecture description languages (ADLs), while implementations are described
using programming languages. During regular development, new requirements
might determine the necessity of branching the architecture and the associated
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implementation of one or more components. In this case, we want to be able
to accurately determine which versions of the component implementations be-
long to the initial version of the architecture and which belong to the branched
version of the architecture. ArchEvol defines mappings between architectural de-
scriptions and component implementations using a versioning infrastructure and
addresses the evolution of the relationship between versions of the architecture
and versions of the implementation.

Maintaining mappings between different versions of architecture and imple-
mentation is an issue that has not been addressed adequately to date. Some
SCM systems try to blur the distinction between repository configuration and
architectural configuration. Adele [3] and the Cedar System Modeller [4] provide
consistency support between a description of a system in a module interconnec-
tion language and the underlying module implementations. However, their solu-
tion is enabled by having implementation, system description and configuration
management support in the same system, and limits their development to the ca-
pabilities of the particular tools offered. Architectural description languages have
evolved from module interconnection languages to include various new structural
and behavioral properties, and thus need specialized tools that support their de-
velopment and analysis beyond configuration descriptions. Popular configuration
management approaches today can maintain versions of implementation and ar-
chitecture as closed-semantics files and directories, just like they would keep any
other type of software artifact, but lack the capability of explicitly maintaining a
mapping between them [5][6]. Architecture-based development approaches have
maintained mappings between single versions of the architecture and implemen-
tation [7][8]. Other approaches, such as MAE, have focused on versioning of the
architecture, but do not integrally support the evolution of the implementation
nor the mapping of architecture to implementation [9].

Our approach centers around promoting strong interconnections between the
architecture, implementation, and the versioning sub-systems while still allowing
their independent development. Not only are the architecture and implementa-
tion described using different languages and concepts, but there are different
tools and environments that are used for creating and maintaining them. We do
not propose one single tool to perform all tasks, but instead propose adopting
the right tool available for the individual task and facilitating its interactions
with the other tools. Furthermore, the way the tools are used and integrated
commands an associated process. The links used in ArchEvol can be used to
support decentralized development of architectures and component implementa-
tions by different parties. The architecture and the individual components can
be developed in parallel and the common information between the two can be
synchronized at certain points in time.

ArchEvol specifically builds upon three previously existing tools: ArchStudio
[10], Eclipse [11], and Subversion [6]. Our solution could be applied to any combi-
nation of architectural development, source code development and configuration
management systems, but the three that we chose have particular features that
makes their integration easier. ArchStudio provides the facilities for managing ar-
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Fig. 1. ArchEvol Overview.

chitectures, through its XML-based xADL2.0 architecture description language
[12]. Eclipse is an extensible development environment with comprehensive sup-
port for source code manipulation, used to manage implementations. Subversion
is an SCM system that provides a WebDAV-compliant repository, and it is used
to store evolving versions of the architecture and implementation. Our solution
requires the creation and maintenance of a versioned set of hyperlinks between
artifacts that did not previously exist, and its main contribution lies in main-
taining the mapping and ensuring that the right versions of the architectural
components map onto the right versions of the code (and vice versa).

2 Approach

ArchEvol provides an integrated approach for maintaining an accurate architec-
tural model which is consistently mapped to implementation throughout the de-
velopment process. This is achieved by integrating ArchStudio, an architectural
environment, Eclipse, a development environment, and Subversion, a WebDAV-
centric software configuration management system. While these three tools work
well independently, we have created an additional layer of infrastructure and a
process that allows these tools to work together to offer end-to-end automated
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support for architecture-centric evolution that focuses on the identified problem
of maintaining the mapping among an evolving architecture and its evolving
code.

2.1 Architectural-implementation mapping

An architectural model describes properties of the components and connectors
in an abstract manner. However, these architectural entities must eventually be
implemented using a programming language in order to realize this abstraction.
Therefore, the first step of the ArchEvol process is to integrate the ArchStu-
dio and Eclipse environments by enabling design-time coordination between the
design of the architectural model and the implementation of the components.

The integration of ArchStudio and Eclipse presented two challenges that we
had to resolve in order to be successful. First, we had to create the necessary
extensions to ArchStudio and Eclipse to support bi-directional communication.
Secondly, and more importantly, we also had to construct a mapping between
their different elements: components and connectors are the primary extensibility
focus in ArchStudio, while Eclipse centers on projects, packages and classes.

Creating extensions. Both ArchStudio and Eclipse were intended to be easily
extensible development environments. However, they have taken different philo-
sophical approaches to extensibility: Eclipse allows extension through plug-ins
that implement pre-defined interfaces, while ArchStudio uses loosely coupled
tools that interact through exchanges of pre-defined event types. In order to
have the two environments communicate, we implemented an Eclipse plug-in
and an event-based ArchStudio component that are linked through an inter-
process connector.

Consequently, when both environments are running, the two environments
can exchange the required information about the architecture and implementa-
tion. It should be pointed out that it is not mandatory for both environments
to be run together at all times. Modifications to the architecture and the imple-
mentation can be carried out independently, and when both environments are
brought up together, the synchronization between the two can be completed.

Defining Mappings. Since the two environments are intended for different pur-
poses (architecture design versus implementation), we had to devise a mapping
between their elements. At the architectural level in ArchStudio, components
and connectors serve as the essential building blocks of the application. In a
dynamic architecture, such as the ones ArchStudio supports, these components
can be added, removed, and replaced on-the-fly. However, source code deals with
elements at a different level of granularity. The functionality of a component can
be implemented using one or more classes. The decision of how to split this
functionality is a low-level design decision that can be dictated by language
restrictions, clarity of design considerations or application of design patterns.
Therefore, we considered that a component should accommodate an arbitrary
number of classes.

Our solution supports the notion of a component in Eclipse as a component
project, an extension to a regular Java project. The implementation for a com-
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ponent or connector in the architecture will therefore consist of the contents
of the component project, and the architectural description will have links to
both a source code and a binary version of the implementation. These links will
point to a corresponding repository location if the component or connector is
not under development, or to a local Eclipse IDE workspace if the component or
connector is under development and needs to be tested before being committed.
A noteworthy observation is that, in what regards the mapping to source code,
we found no difference between components and connectors. The difference be-
tween them is a semantic and more important at the architectural level, but we
found implementing both as a component project being sufficient for time being.

Besides the regular packages and java class files, this project also contains
a special file that contains descriptions of component’s properties as metadata
[13]. Although in this paper we present the means by which to maintain the
mapping between architecture and implementation consistent, an interesting
problem that we plan to address in the future is how to use this mapping to
enforce the semantic consistency between the properties of the implementation,
as derived from the source code, and the properties claimed for the component
or connector in the architectural description. The role of the metadata is to me-
diate this problem, and its implementation is based on a simple observation: the
architectural model already contains a number of descriptions related to com-
ponent implementations. In order to enable parallel development of architecture
and components, the metadata in the component project will describe the same
types of properties that are relevant at the architectural level.

The problem of consistency between architecture and implementation is in
this way split in two parts: first, the component metadata and its implementa-
tion need to be maintained consistent, then the component metadata and the
architectural model need to be synchronized. An example of such a property
would be the name of a main class that is needed from the implementation in
order to instantiate the component. Within Eclipse, the component metadata
editor can check if the name chosen for this property actually denotes an existing
class in the implementation, and will help choose a valid one if not. Then, using
our integration between Eclipse and ArchStudio, the metadata can be updated
into architectural models that contain the component.

This link between Eclipse and ArchStudio is important because it allows im-
plementation for components independently from the architectural design while
at the same time makes sure that the properties implemented in the components
are the same as the ones described in the architecture.

2.2 Versioning Structure

Since the architectural model evolves alongside its component implementation,
the architecture description should itself be versioned. Therefore, a specific ver-
sion of the architecture consists of an architectural configuration made up of
specific component and connector versions. Besides recording the changes to the
architectural model, versioning in such a manner allows us to determine for each



104  Eugen Nistor et al.

/archevol
|-architecture
I trunk
L architecture.xml
[ branches
L new-feature
L architecture. xml
“ tags
L1o
L architecture.xml
component]
I trunk
source
L Component] Project folder
L ._.source files...
binaries
L compl jar
[ branches
|—July rewrite
source...

L tags

1.0
I: source...
binaries...
1.1...

- component2
trunk...

branches...
tags...

Fig. 2. ArchEvol Subversion Directory Structure.

version of the architecture the corresponding versions required for instantiation
of all components and connectors.

ArchEvol intends to manage the architecture and implementation evolution
throughout the design and deployment phases of the software life cycle, there-
fore a consistent versioning approach must be adopted throughout to ease the
transition between one phase and another. This transition mandates that all
necessary artifacts be consistently and uniformly available. One such technique
to achieve this consistency and uniformity is to leverage a WebDAV repository
to store the project artifacts.

In order to support both design-time and run-time evolution management
for compiled languages (such as Java), both source files and compiled binaries
need to be available at all times: our chosen method is making the resources
available via a WebDAV interface. An important observation should be made
here: relying upon URLs allows the source code for components and the archi-
tecture to be distributed throughout a potentially virtual organization by using
multiple WebDAV servers. However, the simplistic approach would be to have
one centralized WebDAV server that stores all of the necessary artifacts for a
project.

Adoption of Subversion. Subversion provides a WebDAV-compliant repos-
itory used for storing project artifacts as they evolve in ArchEvol. This is a
natural choice as Subversion provides a WebDAV interface as well as an Eclipse
plug-in via the Subclipse client [14]. However, the adoption of Subversion does
introduce one deficiency from other more traditional SCM systems in one re-
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spect: a lack of per-file revision numbers. Instead, it provides a global revision
number which includes directory versioning.

Therefore, for example, within Subversion, it is not possible to refer to just
revision 20 of a file foo.c. Instead, you must refer to repository revision 20 which
contains foo.c. To this end, it is considered standard practice by Subversion
developers [15] to use a subdirectory called trunk to store the latest revisions of
a project, and then copy the contents of trunk into a subdirectory within another
directory called tags when an official version is to be released. Additionally, if
development is to be split into multiple tracks, a corresponding copy of trunk
can be copied to the branches directory where the branch can be conducted.

This directory structure means that the location within a Subversion reposi-
tory explicitly indicates the version of the component, whether it is on the trunk,
part of an official release tag, or part of a development branch off the mainline.
As described in Figure 2, ArchEvol follows a particular versioning structure that
adheres to the published Subversion best practices and satisfies the constraints
of maintaining design-time and run-time evolution. The particular structure of
the repository illustrates a scenario where the architecture and the implemen-
tation for the components are maintained in the same directory. However, the
directory for the architecture and the directories for the components could be
maintained in a distributed fashion over a number of Subversion repositories.

Versioning Components. Each component in an architecture is assigned its
own directory within a Subversion repository. This directory contains two types
of information: source code, containing the Eclipse project associated with the
component, and binaries, where the result of compilation of the Eclipse project
should be deposited.

An ArchEvol component can be opened up as a component project in Eclipse
with the help of an Subversion client such as Subclipse. However, while the
project is open in Eclipse, the developer has a local copy of the project that can
be used to test the functionality in an open architecture in ArchStudio that uses
this component. Once the changes are declared satisfactory, the project can be
checked back in the trunk directory in Subversion, updating the same version,
or a new version can be created and the project has to be copied in a new tag
or branch directory.

In what concerns the binary packages, we now leave building them as the re-
sponsibility of the developer. The binaries have to be put in the specific directo-
ries that we prescribe, and the Subversion URL pointing to them will be synchro-
nized between Eclipse and ArchStudio using our communication infrastructure.
ArchStudio will need this information in order to instantiate the components.

One advantage of having the source code information separate from the bi-
nary packages for components is that we can provide a uniform way of instanti-
ating the components for which the source code is not released and we only have
the distribution package. Additionally, by having the release implementation for
each component packaged as a jar file this offers the support for architectural de-
ployment without a compiler. An architecture-based deployment tool will know
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where the distribution packages are located, and it can rely upon the appropriate
files from the repository.

Versioning Architectures. A version of the architectural model can be opened
in ArchStudio for editing or for instantiation by providing a WebDAV URL to
ArchStudio. An architectural model in ArchStudio consists of a single xADL2.0
file. The current version of the architecture will be kept in the trunk directory,
while versions will be kept in tags and branches directories. It is important
to point out that Figure 2 only shows the organization of directories for one
architecture, but in reality the Subversion repository can contain any number of
architectures for different systems.

An architectural model will contain links to the corresponding binary distrib-
ution in the WebDAV repository for each component and connector. These links
can be used by ArchStudio’s built-in Architecture Evolution Manager (AEM) to
instantiate an architecture from the architectural description. When versioning
an architecture, the links to the corresponding versions for the components are
saved within the file.
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3 Example

The scenario depicted in Figure 3 shows how our infrastructure helps us in fulfill-
ing our vision for architectural-driven development and evolution. To date, the
critical aspects of our process are automated, however, it is sometimes necessary
to manually look up information presented in one of the three applications and
then paste it into another. Our scenario notes instances where manual interaction
is still necessary.

Figure 3 shows the steps involved in one cycle of development in an architec-
ture based evolution setting. At a certain point in time, there is an architectural
model and there are implementations for all the components in the architecture,
and they are kept in a Subversion repository in a similar directory structure as
we have described in 2.2. We want to follow the interaction of the three tools
through a modification of the architecture that requires a modification of one
component’s implementation as well. In our scenario we move a component to a
lower level in the architecture, which requires a change in the component’s im-
plementation because in the new position the component will handle additional
types of messages produced by the components above it.

Step 1: In the first step, a local copy of the architecture is checked out using
any Subversion client.

Step 2: The architect opens and modifies the architectural model in ArchStu-
dio. The modification consists of adding a new connector and moving a compo-
nent. Currently, ArchEvol does not determine if this type of change necessitates
a change to the implementation. However, future analysis based on existing con-
sistency mechanisms, such as incorporated in Rational Rose and other design
editors to map UML to code, may be able to detect this automatically.

Step 3a: The component developer opens Eclipse which connects to Arch-
Studio through the ArchEvol-Eclipse plug-in. The user is presented with a list
of components and connectors along with their respective source-code URLs.

Step 3b: The source-code URL is used to load the component’s source code as
a project into Eclipse. Currently the implementation must be manually checked
out into a local folder using Subclipse. Once the implementation is checked out, a
new component project is created using the contents of the checked out folder and
a locally created copy of the component’s architectural metadata contained in
the architectural description opened in ArchStudio. It retrieves the component’s
architectural metadata from ArchStudio automatically. Connectors are handled
in a similar way as components.

Step 4: The developer modifies the source code of the component. A con-
sistency critic, provided by the ArchEvol plug-in, informs the developer if the
class referred to in the component’s architectural metadata is not present in the
actual implementation.

Step 5: Once changes to the implementation are complete and consistent
with the local copy of the component’s architectural metadata, the local copy of
the component’s architectural metadata is used to replace that in architectural
description. We hope to provide the ability to merge this data in the future auto-
matically. It is not always necessary to perform this step. This is only necessary
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if a change in the implementation necessitates a change in the architectural de-
scription. For example, this might occur when the name of the main class used
to instantiate the component is changed. At this point, with both ArchStudio
and Eclipse open at the same time, the developer can instantiate the system in
order to determine if the changes to the component’s source code are effective.
This is possible because the URL for the binary version of the component that is
being edited is temporarily replaced to point to the location of the locally com-
piled Java class files created by Eclipse when compiling the component’s source
code. Other components in the architecture that are not checked out locally can
be instantiated using the binary URL provided in the architectural description.
This allows a developer to instantiate an entire system without needing to check
out every component within it. Steps 4, and 5 when necessary, can be repeated
until the desired results are achieved.

Step 6: If the changes are satisfying, the folder for the component project in
Eclipse can be committed manually using the Subclipse plug-in.

Step 7: The architectural description can be saved from ArchStudio, and the
local copy can be committed using the same Subversion client that was used at
step 1. The scenario described here is just one step in the development cycle.
The benefits of having the versioning structure in place can also be seen during
the release process. When a component’s implementation is stable enough for
an official release, the content of the trunk folder in the component’s repository
can be copied to the tags folder. The architecture can be modified so that each
component’s URL points only to official component releases. Likewise, it can
be copied into its own tags folder. The official release architecture can then
be instantiated without the need to check-out and compile any source code
and without being effected by continuing development of the architecture or
components.

4 Related Work

Maintaining the relationships between architectural descriptions and component
implementation has been the focus of earlier research. One approach is to en-
force consistency by ensuring that an implementation conforms to its architec-
ture and that the architecture correctly represents its implementation. ArchJava
[8], proposes specific Java language extensions that incorporate architectural de-
scriptions into the source code. It enforces application communication integrity,
meaning that components only communicate along architecturally declared com-
munication channels. However, ArchJava uses implicit mappings, since architec-
ture and implementation are described in the same files. Furthermore, ArchJava
does not address any versioning constructs as the mapping between an architec-
ture and its implementation is static.

Projects, such as Software Concordance [16], have treated implementation
artifacts as hypertext with links to other project artifacts, such as specifica-
tions. The Molhado configuration management system [17], integrated with the
Software Concordance environment, aims at providing a generic infrastructure
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for maintaining versions of all kinds of software artifacts. In particular, Mol-
hadoArch is very similar to ArchEvol in that it offers versioning capabilities for
both the architecture and the individual components in an architecture. Their
architecture-implementation mapping shares many of the same characteristics,
but is specific to the Molhado environment. The architectural information can
be imported from an xADL file, but by doing so it is transformed into Molhado’s
internal data structures. Other architectural tools such as ArchStudio cannot be
used any longer on the architecture. ArchEvol, instead, builds upon the gener-
ally available architectural environment such as ArchStudio and adds integration
with familiar systems of Eclipse and Subversion. Therefore, the developer expe-
rience does not change or require use of different tools.

Focus [18] takes a reverse engineering approach to mapping architecture to
implementation. The source code for an application is reverse engineered to an
UML class diagram and then related classes are grouped together as components.
This approach maintains these mappings through evolution by applying the re-
covery process incrementally, to the changed portions of the source. The mapping
between architecture and implementation proposed by ArchEvol is similar to the
one in Focus in that a component is defined as a group of related classes. How-
ever, Focus seems more suitable for large applications that have all the source
code at the same location, and where changes are first done at the implemen-
tation level. ArchEvol instead tries to promote a decoupled development model
where architecture and implementation can be developed and evolved in parallel.

Traditional component-based development uses components as binary pack-
ages, but reusing them usually requires changes and customizations that can only
be performed at source code level [19]. The Source Tree Composition project
[20] proposes a component model that uses source code components rather than
binary ones, and offers a solution to merging the source code in different com-
ponents in order to build new systems with various configurations. ArchEvol
uses the same definition of components as being composed out of source code
elements, however Source Tree Composition goes further into solving different de-
pendencies and building mechanisms between components. ArchEvol is focused
more on the development of such components, while deployment and solving
dependencies are problems that can be solved in a future extension.

5 Conclusion

Since the architecture descriptions and implementations are kept separate by
ArchEvol, it is possible to have parallel development of architecture and com-
ponents. We explicitly focused on integrating existing best-of-breed off-the-shelf
applications to support a coherent decentralized development process. An ar-
chitect can focus on working with architectural environments and tools while
developers can work on implementation with familiar tools.

In the ArchEvol model, components become now not only the basic units for
deployment, but also the basic units for decentralized development. Our current
progress has demonstrated that ArchEvol can indeed achieve the integration
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necessary to provide versioning support for maintaining relationships between
architecture and implementation. While the basic functionality is present, there
still remains work to increase the automation of the entire process. At present,
all functionality described in this paper is possible - however, some aspects still
require manual intervention where we believe automation would ultimately be
possible.

We also seek to examine the long-term effects of ArchEvol on the overall
development cycle and analyze whether our selected mappings between archi-
tectural entities and component projects are sufficient to describe real-world
projects. Defining consistency rules between architectural description and im-
plementation is still an open question, and involves determining which exact
parts from the source code have an influence at the architectural level. With the
proper feedback and refinements, we believe that ArchEvol will be able to pro-
vide developers with the support necessary to maintain meaningful relationships
between architecture and implementation throughout the software life cycle.
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