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ABSTRACT

Operating systems, the most fundamental software layer in
virtually every computer system, are notoriously insecure and
unreliable. A possible reason for this situation is that pro-
gress on language-based safety and security mechanisms has
largely been ignored in the context of operating systems.
There is a lack of mechanical checking of safety properties
(both at compile- and run-time) as well as a framework and a
mechanism for expressing, safely transporting and enforcing
such properties. Our solution is to leverage language-based
mechanisms by reversing the traditional relationship of oper-
ating systems and programming languages — implement oper-
ating system functionality on top of a provably safe and se-
cure language and its runtime environment instead of the other
way round. We propose to leverage these mechanisms, many of
which have been developed in the context of mobile code in-
frastructures, to build secure systems from the ground up.
Such a system would be more secure, flexible and scalable
compared to existing systems.

1. INTRODUCTION

The traditional view of computer systems — that is still
prevalent today — is that of an operating system abstracting
away hardware details and providing basic services such as
process management, memory management etc. All applica-
tions are built on top of the operating system, utilizing the
services it provides. Perhaps the most critical of these applica-
tions is the compiler, which translates some high level lan-
guage to native executable code.

The failing of this model is that even modern operating
systems are written in unsafe languages such as C. Buffer over-
runs and stack smashing are still by far the most common
causes of security breaches in modern systems[18]. Trust in an
operating system is established with time, as more and more
people are able to use it without major problems and more
bugs are discovered and weeded out. However, there is no con-
cept of mechanically being able to check the operating system
for compliance with a security policy. Thus it is not possible
to make any security claims about modern operating systems
other than “it's been out there for two decades and it seems to
work”. This problem is starkly highlighted when automated
tools such as Engler's meta-compilation[3] can find hundreds
of bugs in operating systems that have been in wide use for a
long time and were believed to be relatively bug-free.

At the same time, language-based techniques can now ex-
press and check a number of high-level safety properties. Ex-
amples of such properties are: “acquired locks must be re-
leased[3]”, information flow[23] and “some operations must
be done in a certain order[21]”. Also, research in mobile code
has developed techniques to safely transport these properties
as part of some intermediate representation.

In spite of many promising results in language level ap-
proaches to security, traditional systems only offer those secu-
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rity advantages from the “OS upwards”, because the OS is still
in a fundamentally unsafe, weakly typed language (typically
O).

The rest of the paper is structured as follows: after giving
a very broad introduction to language-based security in sec-
tion 2, we present our proposed system in section 3. Section 4
presents related work, and section 5 concludes.

2. LANGUAGE-BASED SECURITY AND
MOBILE CODE

Language-based techniques for expressing and checking
security properties have been gaining importance as a viable
and effective way to write secure programs. The case for lan-
guage-based security has been made elsewhere[15][19] — here
we simply give a broad overview of the major techniques and
summarize its major advantages.

A safe programming language provides certain guarantees
about the execution of programs written in that lan-
guage[16][17]. These include at least the following: memory
safety — the program reads and writes memory correctly, re-
specting types, bounds and access restrictions; control flow
safety — the program does not jump to arbitrary locations (e.g.
a location that does not contain code); and #ype safety — opera-
tions and function calls receive arguments of the correct type.

In modern programming languages, safety is guaranteed
by a combination of static and dynamic checks. Type sys-
tems[16] are an extremely effective method to rule out a large
number of run-time errors using a method that is well under-
stood, has a solid theoretical foundation and where checking
is efficient in practice.

Lack of safety in programming languages is a major
source of security violations in computer systems. A survey of
various well-known bug tracking resources shows that almost
half of all exploited vulnerabilities in software can be blamed
on buffer overruns[18].

The language-based[15][19] approach to security has
been variously defined as “a set of techniques based on pro-
gramming language theory and implementation...brought to
bear on the security question”, and “leveraging program
analysis and program rewriting to enforce security policies”.
These techniques can be thought of as falling into two major
categories — program analysis and program rewriting.

Program analysis covers a variety of techniques that
statically try to check a program’s conformance to a security
policy. Examples are types-based approaches to security such
as typed assembly language (TAL)[20].

Program rewriting is a complementary set of techniques
that enforce security policies by rewriting programs to con-
form to them. Inlining security monitors[21] is an example of
this. Another example is proof-carrying code (PCC)[14] in
which the compiler, along with object code for a program,
emits a certificate of proof for conformance with a security
policy. Though such proofs might be hard to generate, they are
very easy to verify.



Each approach has its advantages and disadvantages, and
a comprehensive, flexible, expressive and powerful security
architecture would need to combine all three elements in a
thoughtful manner.

The primary advantage of language-based security is that
it is flexible and can easily express very fine-grained policies.
For example, the memory protection policy of a type-safe pro-
gram is very fine-grained compared to the coarse page-level
protection that modern operating systems typically provide.
Also, since the programmer deals with language-level seman-
tics while writing a program, it is much more useful and intui-
tive to raise security concerns to the language-level rather than
leave them in other parts of the system.

To transport secure code between machines, we need to
encode programs in a portable, safe, and tamper-proof manner;
these goals are identical to those of mobile code infrastruc-
tures. Mobile code has been an extremely active area of re-
search spurned by the ubiquity of the Internet and the conse-
quent need for running third-party untrusted code. One out-
come of this research has been a range of techniques for ensur-
ing the security of mobile code, especially by using special-
ized mobile code formats. These mobile code formats are ame-
nable to security checks. Thereafter, they could be interpreted
or compiled to native code for execution. Examples are the
popular bytecode-based Java format[24], as well as other
higher level representations such as abstract syntax trees[25]

Note that even though secure mobile code formats were
developed in the context of running untrusted code over the
Internet, their security advantages are just as attractive for
running any code. In fact, we propose that in order to have a
truly trusted system, we should do away with native code alto-
gether, and al/l code in the system should be in some secure
format. Native code would only be generated when needed.

3. AWHOLE SYSTEM BUILT ON SECURE
CODE

Our goal is to build a practical system about which we can
make security guarantees from the ground up, and not just
from the operating system up. We assume that all hardware (or
at least the CPU) is part of the trusted computing base, and
start from there. We propose making use of language-based
security to build a trusted system from the level of hardware
and above.

We propose to do this by essentially inverting the roles
of compiler and operating system in the traditional view of
computer systems. Instead of the compiler and other applica-
tions being conceptually built on top of the operating system,
we now have the compiler as the first layer above hardware.
The function of this compiler is to translate some secure, type
safe intermediate representation (IR) to native code. The whole
system, including the operating system, is now built on top of
this compiler. It remains to be investigated what intermediate
representations are suitable for this, and whether it would be
best to have one intermediate representation or support a
number of them. It also remains to be investigated what the
right mix of static and dynamic checks is.

The proposed system would utilize a compiler to compile
high-level programs down into a secure type-safe intermediate
representation. A second compiler, which essentially sits in
the place that traditionally would be occupied by the operat-
ing system, would translate this intermediate representation
code to native machine code at the time of execution. Note that
that for most secure intermediate representations only the sec-

ond compiler (from IR to native code) needs to be part of the
trusted computing base.

The advantage of this approach is that it enables us to
leverage all the existing research on language based security
and apply it to the design of a secure system from the hardware
up. When the whole system is built on top of a secure type-safe
IR, it is possible to reduce most security concerns to the lan-
guage level, where the compiler can automatically check them.
A pleasant by-product of this is portability since all code is in
some machine-independent intermediate representation.

One challenge here is to build this system with the abso-
lute minimum of unchecked code that has to be trusted, while
retaining acceptable performance.

3.1 A Typed View of Hardware

We also propose to carry types down to the level of hard-
ware by exposing the hardware to the upper layers of the sys-
tem in a strongly typed manner. We call this a typed hardware
abstraction layer or #yped-HAL. This is in keeping with our
philosophy of using language-level security mechanisms to
the fullest. By exposing hardware only as a typed interface,
and disallowing arbitrary operations on it, it becomes all the
more difficult to subvert the system. Moreover, it does away
with a large number of potential bugs in systems that deal with
hardware in a raw, untyped manner.

For example, consider the common activity of handing
down a network packet for transmission to the network card in
a PC. The network card essentially views this packet as a raw
sequence of bytes. However, note that this packet is not just a
raw sequence of bytes — it is required to have a very particular
structure, as dictated by the particular network protocol being
used, say TCP/IP. In modern operating systems, no check is
done to make sure the packet has this particular structure.
The fact that the packet is well formed is taken for granted be-
cause it was formed by another part of the operating system,
which is trusted'. Packets that are intentionally constructed to
be malicious may exploit loopholes. One conspicuous exam-
ple of this was the Ping Internet exploit (also called "The Ping
of Death"[13]) that could crash a remote machine simply by
sending a specially constructed packet to it. There are no
automatic mechanical checks. Essentially, we trust the pro-
grammer who implemented the network protocol stack of the
operating system.

Such problems would vanish in a system that took a
typed view of hardware and the data that is sent in and out of
it. In the example given above, had the operating system and
network protocol stack been written in a strongly typed lan-
guage, it would be possible to define the structure of the
packet as a type. Combined with a typed-HAL, that would only
expose the network card as a typed interface, we would be able
to easily do away with bugs in the structure of network packets
by virtue of strong type checking that is automatically done
by the compiler.

For another example, consider the problem of buffer over-
runs, which is by far the most common cause of security
breaches. Strongly typed language runtimes would prevent
such exploits. Strong typing would not prevent a programmer
from indexing an array outside bounds, but it would catch the
illegal access at runtime.

If we ask the question — what is the basis for insecurity in
a system? — The answer is deceptively simple. Fundamentally,

! The problem is even more severe when third party modules
are inserted into the kernel to extend it.



insecurity arises from doing operations that are not supposed
to be done. Then ask the question — what are types used for?
— And the answer is: making sure that only allowed opera-
tions are performed on data items of the correct type. From
these two observations it is easy to see the motivation for pro-
posing a typed hardware abstraction layer. By exposing the
hardware only as a typed interface, we seek to disallow arbi-
trary operations and limit the operations possible by using
hardware to only the legal ones. This does away with a major
source of security breaches in one clean swoop. In essence, the
programmer sees only a typed view of the machine. This model
of the machine is already familiar to programmers using typed
high-level languages such as Java.

4. RELATED WORK

Our approach is similar in spirit to a number of operating
system projects that built entire operating systems using type
safe languages.

SPIN[1] is an operating system written in Modula-3. It
uses Modula's type safety and encapsulation properties to
enforce safety, modularity and protection between applica-
tions. Extensions to the OS are also written in Modula. This
makes it possible to add extensions to the operating system in
a safe manner, because they are type checked at compile-time,
which implies their safety. Type safety and encapsulation are
also used to enforce separation between logical domains by
using separate namespaces, a language-level feature. However,
the main objective of the designers of SPIN was to create an
operating system that could be safely extended to meet the
specialized requirements of applications. As such, the use of
Modula's safety features is relied upon only for extensions
within the kernel, and not for the system as a whole.

The Oberon system[2][10] is an entire system written in
the language of the same name. Its main emphasis was on ex-
tensibility of the system. Safety was guaranteed by the fact
that everything in the system was written in Oberon, a strongly
typed language. The Oberon system turned out to be surpris-
ingly portable and was implemented on a large variety of
hardware platforms.

In current mainstream operating systems such extensibil-
ity is usually through some sort of module or device driver
mechanism that can add new functionality to the kernel or
support a new hardware device. But these modules are not
checked for safety and are essentially trusted by the operating
system. Since these modules run inside the kernel in privi-
leged mode they can access any data in the system. A mali-
cious module has free reign in the system. A bug in the module
affects the entire system. If a module crashes it takes the entire
system with it.

In the Oberon and SPIN systems, safety is attained by vir-
tue of using a type-safe language. This is what makes it safe to
insert extensions into the operating system. However, this has
the disadvantage of adding the compiler for that language to
the trusted computing base, because we must trust the com-
piler to emit code that conforms to the type system of the lan-
guage and has been checked properly.

A number of systems, such as JavaOS[26] and JX[27],
have implemented a Java virtual machine on bare hardware,
with some OS-like functionality such as processes.

Our approach is much broader, since we propose using the
full gamut of static as well as dynamic checks to express and
enforce high-level safety and security properties, and not just
those expressible in the Java bytecode model. We would also
like to explore the design space for mobile code representa-
tions beyond bytecode.

In another approach, safety of extensions is ensured not
by type-safety of a language but by a combination of software
fault isolation[9] and transaction monitoring. An example of
this is the Vino system[6][7], which uses software fault isola-
tion to enforce safety of memory accesses. In order to prevent
an extension (which in the Vino system is called a graft) from
unduly holding resources their execution is treated as a se-
quence of transactions that the kernel keeps track of. When-
ever an extension oversteps its bounds, (be it holding the CPU
for too long, or allocating too much memory) the kernel termi-
nates its execution and simply unwinds to the state at the time
of the last transaction. This technique has a considerable over-
head and slowdowns of up to 200% have been reported[7].

Note that the checks that are done by software fault isola-
tion become unnecessary in a strongly typed language. As the
system designers of Vino themselves concede, using a typed
language would have saved them much implementation effort
and would probably have resulted in a more efficient system.

The Exokernel project[4] is based on the assumption that
operating system abstractions get in the way of efficient im-
plementation of applications. This is because operating sys-
tem abstractions are designed to be general and more often
than not are not a good match with the specialized require-
ments of a particular application. This can lead to poor per-
formance. The aim of an exokernel is to provide a very thin,
minimal abstraction of hardware, as devoid of policy as possi-
ble. The operating system is then simply reduced to a user-
level library. The major performance gain comes from eliminat-
ing most of the overhead of context switches between user and
kernel mode, and improvements of up to four times have been
reported for typical applications.

Our proposal would share the advantages of the exokernel
approach, since we also propose exporting a very thin, mini-
mal interface of hardware to the rest of the system. But in addi-
tion, one of our primary goals is security, and unlike the exok-
ernel project, we propose exporting a typed view of hardware.

The Flux research group at the University of Utah has
built a modular, component-based toolkit for building operat-
ing system, called OSKIT [5]. Many language researchers have
used OSKIT to port implementations of various high level
languages to run directly on hardware, as opposed to running
them on top of an existing operating system. Their primary
goal, however, is to explore how high level language level
mechanisms (such as continuations [8]) can be efficiently im-
plemented on hardware, without a policy-laden operating sys-
tem getting in the way. Also, since OSKIT itself is imple-
mented in C, it suffers from the same problems that we pointed
out.

An example of using types for enforcing security proper-
ties is packet types, proposed independently by Sekar et al
[12] and Chandra et al[11]. They use the concept of types to
check the structure of network packets. They define a small
domain-specific language for defining the structure of network
packets. This language is strongly typed. It uses inheritance to
capture the idea of protocol stacks with nested packet struc-
tures. Packet definitions in this language are used to automati-
cally generate code that can parse and check incoming packets
for conformance. An added advantage is the ability to con-
cisely do pattern matching on packets. Sekar et al use this to
detect low-level network attacks[12]. Though they use a do-
main-specific language, most of the notions used can be car-
ried over easily to modern strongly typed languages such as
Java. However, some special runtime support would be needed



5. SUMMARY

We note that most security breaches in modern computer
systems are a consequence of weak typing. This is because
almost all modern operating systems are implemented in a
weakly typed language such as C in which most checks are left
to the programmer, and are not mechanically enforced. The
field of language-based security offers many promising solu-
tions to the problem of specifying security policies, checking
conformance against them and enforcing them.

We propose to build a trusted system on tamper-proof
trusted hardware, from the ground up, by leveraging a combi-
nation of language-based techniques for security. We envision
all code in the system, including the operating system, being
in some type-safe, secure intermediate representation. At the
heart of our system is the idea of bringing language-based
security into the operating system kernel itself, eliminating a
substantial source of security breaches. We propose to do this
by implementing on bare hardware a compiler for a secure
type-safe intermediate representation. The rest of the system
would use the abstractions provided by this compiler kernel.
Also, we propose to export only a strictly typed view of hard-
ware to the rest of the system. We call this a typed hardware
abstraction layer. This again eliminates another important
source of security breaches, by constraining the ways in which
hardware can be used.

We see the following as novel contributions of the pro-
posed research:

¢ Security from the ground-up: starting from hardware that

is trusted, building a secure system from the ground up,

and not just from the operating system-up, as is the case
with current systems.

* Typed hardware abstraction layer: exporting only a

typed view of hardware to the rest of the system, which
would automatically disallow illegal operations on hard-
ware and ensure data integrity.
Building a whole system from mobile code: leveraging
language based security right from the level of hardware,
and implementing the entire system, including the operat-
ing system in a secure type safe intermediate representa-
tion, enabling us to make safety guarantees about it.
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