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ABSTRACT:  Extended-connectivity fingerprints (ECFPs) are a new class of 2D fingerprint for molecular characterization. They are based upon a process derived from the Morgan algorithm, one of the original methods for molecular comparison. They have many useful qualities: they can be rapidly calculated; they can represent a very large number of different features (up to 4 billion); features are not predefined, and so can represent variation in novel structures; features can represent stereochemical information; features can be interpreted as the presence of particular substructures, allowing easier interpretation of analysis results; and different initial atom identifiers can be used to generate different fingerprints, with different uses.

1. Introduction

Molecular fingerprints1 are representations of chemical structures originally designed to assist in chemical database searching, but later used for analysis tasks such as similarity searching2, clustering3 or recursive partitioning4. They encode the 2D or 3D features of molecules as an array of binary values or counts.  They are often of high dimension, enabling a wide range of structural or conformational features to be represented. This gives them great representational power, but at the expense of being difficult to utilize using standard analysis methods such as linear regression.

Extended-connectivity fingerprints (ECFPs) are a new class of fingerprint for molecular characterization.  ECFPs are derived using a variant of the Morgan algorithm5, which was originally proposed as a method for solving the molecular isomorphism problem (that is, identify when two molecules, with different atom numberings, are the same).  In the Morgan algorithm, an iterative process assigns numeric identifiers to each atom, using the identifiers from the previous iteration. The identifiers are independent of the original numbering of the atoms. The process is continued until all atoms have been maximally disambiguated; the intermediate results are discarded, and the final identifiers are used to propose a canonical numbering scheme for the atoms.

Rather the discarding the intermediate atom identifiers, the ECFP algorithm captures them as features.  Indeed, obtaining these partially-disambiguated atom identifiers is the goal of the process. This means that the iteration does not have to proceed to completion (that is, maximum disambiguation), saving both computational effort and the requirement for rigorousness needed when Morgan algorithm variants are used for canonicalization.

ECFPs have a number of valuable characteristics.  They can be rapidly calculated; they can represent a very large number of different features (over 4 billion); features are not predefined, and so can represent variation in novel structures; features can represent stereochemical information; features can be interpreted as the presence of particular substructures, allowing easier interpretation of analysis results; and different initial atom identifiers can be used to generate different fingerprints, with different uses. 

ECFPs can be used much like other fingerprints in methods such as similarity searching, clustering or recursive partitioning.  However, the advantages mentioned above make them especially well-suited for Bayesian analysis of large data sets.6 In particular, the high-dimensionality of ECFPs is an advantage for the Bayesian approach, which makes good use of the broad range of features. In contrast, methods based upon “fitting” a model to the data (such as linear regression7,8 or neural-networks9) can overfit the data when confronted with large numbers of features.

2. Description of ECFP generation

ECFP generation has three stages: an initial assignment of a numeric identifier to each atom; an iterative updating stage in which each atom identifier is updated to reflect the identifiers of each atom’s neighbors; and a duplicate removal stage in which bits that represent the same feature or the same substructure are reduced to a single representative.

The ECFP generation method is changed from a standard Morgan-style algorithm in two ways.  First, the Morgan algorithm is only interested in disambiguating atoms within a single molecule, so the identifiers are not comparable between different molecules.  ECFP generation uses a hashing scheme to generate identifiers that are comparable across molecules.  Second, the Morgan algorithm iterates until every atom identifier is unique (or as close to “unique” as symmetry allows); intermediate results are discarded.  ECFP generation terminates before identifier uniqueness is achieved (typically, after only 3-4 iterations). Further, all identifiers at all iterations are collected into a set, rather than discarded; it is this set that defines the extended-connectivity fingerprint.

2.1. Initial assignment of atom identifiers

The generation of extended-connectivity fingerprints for a molecule begins with the assignment of an initial atom identifier for each heavy (non-hydrogen) atom in the molecule.  In theory, any atom-typing rule could be used.  In practice, we have found two rules the most useful: the Daylight atomic invariants rule10 and a functional-class rule.  This section will discuss the Daylight atomic invariants rule; the functional-class rule will be discussed in section “Functional-class fingerprints”.

The Daylight atomic invariants are six properties of an atom in a molecule that do not depend on initial atom numbering.  These properties are: the number of connections; the number of bonds to non-hydrogen atoms; the atomic number; the atomic mass; the atomic charge; and the number of attached hydrogens (both implicit and explicit). These six values are packed into a single 32-bit integer value. This value is the initial atom identifier. For example, the initial atom identifiers for the atoms in benzoic acid amide are shown in Figure 1.
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Figure 1. The initial atom identifiers for butyramide, calculated using the Daylight atomic invariants rule.

The fingerprint for the molecule is initialized with the initial atom identifiers. For the above case, that would be the array (734603939, 1559650422, 1559650422, 1572579716, 3194967052, 3220825640). If the user requested no iterations to be performed, then this array (after duplicate removal) would be returned as the fingerprint.  More typically, these features are used as a starting point for the iterative updating process described in the next section.

One way to consider these identifier numbers is as the indices of bits in a large, virtual, bit array. For example, a molecule containing an atom with identifier “3194967052” would have bit 3,194,967,052 “on”. Since most molecules have a most a few hundred features, the fingerprint is stored as a list of “on” bits, rather than as actual “on” bits in a large, nonvirtual, bit array.

2.2. Iterative updating of identifiers

The iterative updating process is used to generate features that represent each atom within larger and larger structural neighborhoods.  Each iteration uses as input the atom identifiers from the previous iteration (or, if no iterations have yet been performed, the initial atom identifiers). Once each atom has calculated their new identifier, all atoms simultaneously update their identifier value, which completes the iteration. Any newly-generated identifiers are added to the fingerprint set. Once the desired number of iterations is performed, the set is returned as the fingerprint. 

A single iteration for a given atom is performed using the following sequence:  

1. An array of integers is initialized to contain the iteration number and the identifier for the given (core) atom.

2. Attachments are sorted into a deterministic order using the bond type (single, double, triple, aromatic) and the current identifier of each attached atom.

3. For each attachment, the attachment identifier and the bond type are appended to the array.

4. If the atom is marked as having stereochemistry but is not yet disambiguated, and all attachment atoms have different identifiers, then the atom is marked as disambiguated, and a stereochemical flag is appended to the array, depending on the marked stereochemistry.

5. The array is hashed into a single 32-bit integer. This is the new identifier for the atom.

For a detailed example of this process, consider the carboxylic acid carbon in the molecules in Figure 1.  (That is, the atom with the initial identifier of “3194967052”.) In the first iteration, this atom will update as follows.

First, an array will be created, with its first element initialized to “1” (the iteration level) and the second to “3194967052” (the core atom’s identifier). Next, we add two numbers to the array for each non-hydrogen attachment.  The first of the two numbers will be the bond type code for the bond to that attachment: 1 for a single bond, 2 for a double bond, 3 for a triple bond, and 4 for an aromatic bond. The second of the two numbers is the current atom identifier of the attachment atom. To avoid order-dependency in the attachment list, the attachments are sorted using their number pairs; in this case, the final order for the pairs is (1, 1559650422), (1, 1572579716), (2, 3220825640). The final array for this atom contains eight elements, and is: [1, 3194967052, 1, 1559650422, 1, 1572579716, 2, 3220825640]. Finally, the array of numbers is hashed to generate a single number, which is the new identifier (in this case, the number “2586421695”). 

Repeating this process for each atom in Figure 1, each atom gets a new identifier, as shown in Figure 2.
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Figure 2. Results of the first iteration.  The initial atom identifiers are shown on the molecule on the left; after the updating process, each atom is given a new identifier, shown on the molecule on the right.

The newly-generated identifiers are added to the current fingerprint array.  After one iteration, the fingerprint array is (734603939, 1559650422, 1559650422, 1572579716, 3194967052, 3220825640, 863188371, 2501495386, 250864426, 2586421695, 3362859126, 2099970318).

Conceptually, as the process is repeated, the feature denoted by an atom identifier represents an atom-centered substructure of increasing size.  Figure 3 shows the process as applied to the oxygen atom in butyramide. Before the iteration process begins, the feature represented by the initial atom identifier is simply a double-bonded oxygen. After one iteration, the identifier represents a carbonyl group. After two iterations, the identifier represents an aliphatic carboxylic acid amide, with no substituents on the nitrogen atom. This shows how even a small number of iterations quickly creates identifiers that represent larger and larger structures. More precisely, N iterations typically create identifiers that represent structures of diameter 2N bonds.
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Figure 3. Effect of the iteration process on information stored into the identifier of the oxygen atom in butyramide.  (The “A” atom type can map onto any atom type, and is the only atom that may have connections that are not specified.) The sphere shows the feature region represented in the identifier after the given number of iterations.  After zero iterations, only information about the atom itself and its connectivity is available.  After one iteration, the identifier contains information from the core atom’s immediate neighbors; in this case, that it is a carbonyl.  After two iterations, atoms within two bonds of the core atom are included.  At this point, it represents an aliphatic carboxylic acid amide, with no substituents on the nitrogen atom.

What is the appropriate number of iterations?  The answer depends on the desired use of the fingerprint. Typically, two iterations is sufficient for fingerprints that will be used for similarity or clustering, while learning methods often benefit from the greater structure detail available after three or even four iterations.  Since there is no objective termination condition, the number of iterations is under the control of the user.  

2.3. Duplicate removal

There are two kinds of feature duplicates that occur in this process.  The first kind results from equivalent substructures appearing in the molecule in more than once place (identifier duplication).  For example, a feature may represent a methyl group, and there may be more than one methyl group in the molecule. These different groups will produce the same hashed identifier, so this kind of duplication is eliminated by removing features with identical identifier values. (One associated risk with this removal process is that two different features may hash to the same identifier value, so this step will lose information. See the section “Collision between feature identifiers” for a discussion of the scale of this risk.)

The second kind of duplication occurs when two different atoms contain information about identical structural regions of a molecule (structural duplication). For example, consider the regions of the benzoic acid amide molecule that are centered around the nitrogen or oxygen atoms, as shown in Figure 4. Whether the feature region is centered on the nitrogen or the oxygen, it incorporates the same structural unit of the molecule.  Since the regions started at different atoms, the hashed identifier generated in the two regions will be different, even though they represent the same underlying structure.
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Figure 4. The feature regions after two iterations centered on the nitrogen (left) and the oxygen (right).  Since both of these regions contain exactly the same atoms and bonds, they represent duplicate information, even though their hashed identifier values are different.

To identify these duplicates, each fingerprint feature keeps sets of the atoms and bonds that it represents in a particular molecule. When two features are derived from equivalent sets of atoms and bonds, the following rules are used to remove one:

1. If the features were generated from a different number of iterations, the feature from the largest number of iterations is removed.

2. If the features were generated from the same number of iterations, then the largest hashed identifier value (interpreted as an integer) is removed.

The removal of duplicates has the additional effect that, at some number of iterations, fewer features are generated than at the previous iteration level, and at some larger number of iterations, no more new features will be generated.  

Further, the removal of these duplicate features aids analysis by reducing feature correlation and making interpretation easier. Figure 5 shows the total features generated from butyramide. The molecule generates 4 features (that is, unique atom identifiers) in the initial assignment stage, even though there are six atoms. This is because there is identifier duplication between atoms (2, 3) and (5, 6), which removes two features. After the first iteration, there are 6 new features found.  After the second iteration, however, structural duplication begins to occur, and results in the removal of 3 of the possible 6 features.  No additional features are discovered in subsequent iterations.
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Figure 5. The structures represented by the features of butyramide after duplicate removal. The molecule generates 5 features (that is, unique atom identifiers) in the initial assignment stage, 6 additional features after one iteration, and 3 features after two iterations. Further iterations generate no new features.

The iteration process, combined with duplicate removal, provides a rich set of structural primitives to describe a molecule. (The section “Number of ECFP features in typical libraries” will discuss how many of these features would be generated from a typical library.)
3. Comparison to other fingerprints

One of the first commercially-available fingerprint-class descriptor is the set of 960 substructure-based keys available through Molecular Design Limited11.  ECFPs have several advantages when contrasted to substructural keys. First, given the set of keys is of a fixed size, the system may not contain keys appropriate to a given customer’s needs.  Next, the keys are designed for substructure search, which limits their utility for categorization (see the section “Structural vs. substructural features”). Finally, while theoretically invertible, the identities of most of the MDL keys are confidential, so even if they prove some utility during an analysis, the user may not be able to interpret the results.

The concept of substructural keys has been expanded by companies such as LeadScope12, which use a fingerprint based upon a large (>50,000) fragment dictionary, but use the fingerprint for the analysis of biological activity rather than database searching.  In any case, while the much larger set of features is useful, the features still may not reflect structural variants in novel activity classes.  Even the larger set of features is much smaller than the typical number of features that can be generated using ECFPs and a vendor library.

Another commonly-used class of fingerprints is available through the Daylight Chemical Information Systems12. It uses features based upon the presence of paths of varying lengths containing specific atom types.  This generates a sparse binary vector, which is “folded” to reduce its size for ease of manipulation.  ECFPs have several advantages when contrasted to path-based fingerprints.  Path-based schemes cannot capture atom-based stereochemistry.  If some feature is found to be useful during an analysis, interpretation can still be difficult, as a given path may be placed upon the molecule in multiple ways, or folding may have caused many different paths to share the same feature.  Like the MDL keys, these keys are also designed for substructure search, which limits their utility for categorization.  Chemically-relevant features such as quaternary centers cannot be directly represented by a path-based description.

Another category of fingerprints are derived from the 3D configurations of the molecules, where the presence of a feature in the fingerprint represents the ability of the molecule to fit into a particular pharmacophoric pattern. Akin to 2D fingerprints, early work on 3D fingerprints was inspired by the need to perform three-dimensional database searching, for example, the 3DSEARCH program developed by Sheridan and cohorts14. Later, they were developed for use in structure-activity studies in programs such as Catalyst15,16.

ECFPs, being a 2D method, do not directly represent 3D information. However, for many purposes, this is not a disadvantage, and indeed has advantages. High-throughput data analysis requires processing a large number of compounds; 3D fingerprints are expensive to generate, restricting their use to smaller datasets.  The phenomena under study may not depend on the 3D conformation, but only on general structural features, making the use of 3D information at best unnecessary and at worst irrelevant. Since the 3D conformation of molecules depends on the 2D structure, 2D information may contain much of the same useful information as the 3D information, and make it available more rapidly and at a much lower computational cost.   

3.1 Structural vs. substructural features

In ECFPs, each feature represents the presence of a structural, not substructural, unit.  The purpose of this distinction is to contrast the structural features in ECFPs against the substructural features of many fingerprints (such as MDL keys, LeadScope features, or Daylight path-based fingerprints).  

The distinction is best explained with an example.  Assume there are features representing a para-substituted benzene ring in both a substructural fingerprint and in an ECFP. Such a query is shown in Figure 6.
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Figure 6. A para-substituted benzene query. If this feature were contained in a substructural fingerprint, it would map onto structures containing substituents at other positions on the ring.  If this feature is from an ECFP, then no substituents other than the para substituents are allowed. This is the different between a structural feature and a substructural feature.

In a substructural fingerprint, this means that the structure is present as a substructure somewhere in the target molecule.  For example, the estrogenic structure shown in Figure 7 would turn on that feature:
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Figure 7. An estrogenic molecule.  If the feature in Figure 6 were represented in a substructural fingerprint, it would be marked present.  If the feature were from an ECFP, it would not be present, as the aromatic ring was tree substituents, not two para substituents. 

For ECFPs, the estrogen would not contain the feature, as there would be substitutions on the ring at locations other than the specified attachment atoms marked “A”.  Thus, an ECFP feature represents an exact structure with limited, specified attachment points.  Thus, the molecule in Figure 8 would turn on that feature if represented in an ECFP. 
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Figure 8. Another estrogenic molecule.  In this case, the feature from Figure 6, if represented in an ECFP, would be present. Thus, that feature in an ECFP can distinguish subtle changes in connectivity that is more difficult to represent using substructural features.

The rationale for the difference between ECFPs and substructure-based fingerprints is twofold.  First, the latter fingerprints were developed for a different task, that of database searching.  Substructural fingerprints have the property that all the features contained within a query must also be contained within a target if the query can map onto that target.  This allows the fingerprint to be used to rapidly eliminate molecules from consideration when performing a substructure search against a database.  For ECFPs, there was no requirement that they be useful for database optimization.

Second, a goal in ECFP development was to represent the absence of features as well as the presence of features. The para-substituted benzene ring in Figure 6 is a good example of this; by restricting any bonds to parts of the structure that are not represented by explicit attachment points “A”, it is more restrictive than a substructural feature, and able to represent more subtle variations in a structure. 

Of course, one could argue that this difference is not valid, as one could add explicit hydrogens to the substructural feature to force a similar effect. This is true, but it is rarely done, as the number of combinations from different hydrogenation patterns would dramatically increase the number of substructures. The explicit generation of these combinations would also be time-consuming; ECFPs, by automatically generating these combinations, obviate the need to create these larger lists.

4. Number of ECFP features in typical libraries

ECFPs represent a much larger set of features than is common for other fingerprints.  The virtual size of the fingerprint is 232 features, which is greater than 4 billion (4,000,000,000) different features. Of course, for a given molecule, only a small subset of those features is present. Because of this sparseness, the fingerprint is stored as a list of features that are present, rather than as a binary bit array. 

A typical molecule may generate fingerprints containing tens or hundreds of features; a typical molecular catalog may contain hundreds of thousands to millions of different features. Figure 9 shows the number of different features generated from four different molecular libraries, each containing 50,000 molecules.  These molecules were randomly chosen from the Derwent World Drug Index16, the Asinex catalog17, the Maybridge catalog18, and a combinatorial library described as an indole core and attachments in an RG-format file.


[image: image9.wmf]Number of ECFP features in 4 libraries

0

50000

100000

150000

200000

250000

300000

IT0

IT1

IT2

IT3

IT4

IT5

Number of iterations

Number of ECFP features

World Drug Index

Asinex

Maybridge

Combinatorial


Figure 9. The number of ECFP features generated at a given iteration level for four different molecular libraries.  The four libraries are the Derwent World Drug Index, the Asinex vendor catalog, the Maybridge vendor catalog, and a combinatorial library based upon an indole core.  50,000 compounds were randomly selected from each library. 

The graphs show that the drugs contained the most structural diversity, followed by the vendor catalogs, then the combinatorial library.  The combinatorial library showed little structural diversity until the number of iterations got large, and even then the diversity was still much less than the other libraries. This reflects the typical construction of such a library, which relies more on 3D conformational variation than 2D structural variation.

The figure illustrates the large number of features in typical vendor or drug-like libraries. The number is even larger than the graph might suggest, because for analysis purposes all features discovered up to and including the given number of iterations are used in the fingerprint.  Thus, considering all features up to iteration 5, the 50,000 compound subset of the World Drug Index generate over 750,000 different structural features.

The structural feature count for a library can be used as a rapid estimate of the structural diversity.  For example, Figure 9 shows that the World Drug Index has about twice as many substructural features 4 bonds in diameter (that is, after two iterations) than either Maybridge or Asinex. Four bonds is slightly larger than the size of a typical functional group, and is small enough for a user to be concerned that there are important structural classes being missed. Differences at larger diameters are less interesting as a measure of diversity, as one would expect the Morgan process to rapidly discover features that are effectively unique for any particular molecule.

5. Overlap between libraries

An important question is the size of the feature overlap between two different libraries. This issue is addressed in Figure 10, which shows the percentage of features found in both the 50,000 compound subset of Asinex and (from top to bottom) the subsets of Maybridge, the World Drug Index, and the combinatorial library.
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Figure 10. Percentage of features found in both the 50,000 compound subset of Asinex and (from top to bottom) Maybridge, the World Drug Index, and the combinatorial library. As the number of iterations increases, the size of the overlap rapidly shrinks.  This shows that ECFPs provide a rich supply of features that can aid in discriminating molecules.

It is surprising how small the overlap region is, even after a small number of iteration. This reflects the ability of the ECFP process to rapidly capture unique structural variations that may be used to distinguish molecular libraries. Thus, ECFPs provide downstream analysis methods with a rich supply of information to discover relationships that may be hidden if whole-molecule properties are used.

The combinatorial library, in particular, has very little overlap with Asinex.  As a consequence, this means that similarity scores using ECFPs from a large number of iterations have little additional information versus ECFPs using a small number of iterations. This illustrates a weakness of 2D methods: if the critical variation between molecules is conformational rather than structural, then it may remain uncaptured by purely structural methods. A further implication is that high-throughput screens (HTSs) using combinatorial libraries may require fundamentally different analysis methods than screens using collections. One risk is that the high levels of experimental “noise” in many HTS results, combined with the sensitivity of some pharmacophoric-based methods to noise, may make such libraries ill-suited for some purposes.

6. Collision between feature identifiers

The collision rate is the number of times two different structural features generate the same hashed identifier. Collisions can add noise to analysis, and can make interpretation of important features more difficult. In this light, we wanted to estimate the collision rate during ECFP generation.

The collision rate depends on the size of the library being considered (more precisely, the number of different features in the library).  Assume we are given a library containing 1,000,000 features. The probability of a particular identifier out of the 4,000,000,000 possible identifier being in the set of 1,000,000 features is approximately 1,000,000 / 4,000,000,000 = 1 / 4,000. Using this value as an upper bound on the collision probability per feature added (the true collision rate depends on the number of features already in the set when we add a new feature), then an estimate of the percentage of features that collide is 1 / 4,000 = 0.025%, and the number of features involved is 1,000,000 * (1 / 4,000) = 250. 

In practice, this small collision rate has little effect on analysis. Indeed, it is common for fingerprints to be “folded”, which causes extensive collisions, to reduce the total number of features.  If this minor collision rate is still undesirable, one can reduce it to nearly zero by increasing the size of the hash result from an integer (232 features) to a two-word integer (264 features).

7. Functional-class fingerprints

The section on overlap between libraries illustrates the power of the ECFP generation process to rapidly discover unique structural elements within molecules. However, for some purposes, this specificity is undesirable, and some level of abstraction may be useful. For example, a chlorine or a bromine substituent on a ring may be functionally equivalent, but would be distinguished by the ECFP process. This kind of abstraction is done using functional-class fingerprints (FCFPs).

FCFPs are generated using the same method as ECFPs, but with a more abstract set of initial atom identifiers. Each atom is identified by a six-bit sequence, where the bit is “on” if the atom plays the associated role.  The roles are: is hydrogen-bond donor; is hydrogen-bond acceptor; is positive ionizable; is negative ionizable; is aromatic; is halogen. The six-bit sequence for each atom is interpreted as a number, and used as the initial atom identifier for the process.  Once the initial identifiers are calculated, the process proceeds identically to the ECFP process.

Figures 11 shows the number of FCFP features in each of the four libraries, versus the number of iterations.  It is interesting to compare this to the results for ECFPs shown in Figure 9.  The number of FCFP features is lower, especially after few iterations. This shows that the generalized atom types used in FCFPs indeed lead to abstraction. Their role becomes less important as the number of iterations increases, and graph complexity begins to dominate in the creation of new features. 
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Figure 11. The number of FCFP features generated at a given iteration level for four different molecular libraries.  Compared with the ECFP features shown in Figure 9, the shapes of the curves are quite similar, but FCFPs appear to give a smaller number of features, especially after few iterations. This is expected, as FCFPs are more abstract than ECFPs.

Similarly, the overlap regions between the libraries can be studied, as shown in Figure 12. The corresponding figure for ECFPs is Figure 10. It shows much greater overlap in all cases, as would be expected if the abstraction process was working properly.
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Figure 12. Percentage of FCFP features found in both the 50,000 compound subset of Asinex and (from top to bottom) Maybridge, the World Drug Index, and the combinatorial library. Compared with the overlaps shown in Figure X, FCFP overlaps are consistently larger, especially after few iterations. 

The extra abstraction of FCFPs is useful when the fingerprints are used in analysis methods such as clustering or model building. An example of using FCFPs in Bayesian model building is described in a subsequent paper2.
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		Source		FP		Count		I		A		M		S		W		# Iterations		World Drug Index		Asinex		Maybridge		Siddco		Combinatorial

		A		ECFP_0		106		37		106		84		39		312		IT0		312		106		84		39		37		0

		A		ECFP_2		4816		262		4816		4372		606		8092		IT1		7780		4710		4288		567		225

		A		ECFP_4		47252		794		47252		52064		3176		103576		IT2		95484		42436		47692		2570		532

		A		ECFP_6		161085		3738		161085		182671		11933		319963		IT3		216387		113833		130607		8757		2944

		A		ECFP_8		327110		18737		327110		353824		40910		563338		IT4		243375		166025		171153		28977		14999

		A		ECFP_10		505195		62091		505195		510131		116518		774555		IT5		211217		178085		156307		75608		43354

		I		ECFP_0		37

		I		ECFP_2		262

		I		ECFP_4		794

		I		ECFP_6		3738

		I		ECFP_8		18737

		I		ECFP_10		62091

		M		ECFP_0		84

		M		ECFP_2		4372

		M		ECFP_4		52064

		M		ECFP_6		182671

		M		ECFP_8		353824

		M		ECFP_10		510131

		S		ECFP_0		39

		S		ECFP_2		606

		S		ECFP_4		3176

		S		ECFP_6		11933

		S		ECFP_8		40910

		S		ECFP_10		116518

		W		ECFP_0		312

		W		ECFP_2		8092

		W		ECFP_4		103576

		W		ECFP_6		319963

		W		ECFP_8		563338

		W		ECFP_10		774555
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		Source		FP		RawCount		NewCount				Iterations		World Drug Index		Asinex		Maybridge		Combinatorial

		W		FCFP_0		20		20				IT0		20		17		17		10

		W		FCFP_2		863		843				IT1		843		654		561		97

		W		FCFP_4		25376		24513				IT2		24513		14787		15185		315

		W		FCFP_6		154446		129070				IT3		129070		66776		74823		870

		W		FCFP_8		345002		190556				IT4		190556		118276		123051		4021

		W		FCFP_10		524018		179016				IT5		179016		137756		125516		15524

		M		FCFP_0		18		17

		M		FCFP_2		579		561

		M		FCFP_4		15764		15185

		M		FCFP_6		90587		74823

		M		FCFP_8		213638		123051

		M		FCFP_10		339154		125516

		I		FCFP_0		10		10

		I		FCFP_2		107		97

		I		FCFP_4		422		315

		I		FCFP_6		1292		870

		I		FCFP_8		5313		4021

		I		FCFP_10		20837		15524

		A		FCFP_0		17		17

		A		FCFP_2		671		654

		A		FCFP_4		15458		14787

		A		FCFP_6		82234		66776

		A		FCFP_8		200510		118276

		A		FCFP_10		338266		137756
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		Source		FP		Count		Iteration		vs. Maybridge		vs. World Drug Index		vs. Combinatorial

		AM		ECFP_0		127		IT0		49.61%		26.28%		34.91%

		AM		ECFP_2		6265		IT1		46.66%		37.66%		5.37%

		AM		ECFP_4		79806		IT2		24.45%		14.86%		1.22%

		AM		ECFP_6		298126		IT3		15.31%		8.43%		0.51%

		AM		ECFP_8		616768		IT4		10.40%		5.43%		0.28%

		AM		ECFP_10		942372		IT5		7.74%		3.98%		0.18%

		A		ECFP_0		106

		A		ECFP_2		4816

		A		ECFP_4		47252

		A		ECFP_6		161085

		A		ECFP_8		327110

		A		ECFP_10		505195

		M		ECFP_0		84

		M		ECFP_2		4372

		M		ECFP_4		52064

		M		ECFP_6		182671

		M		ECFP_8		353824

		M		ECFP_10		510131

		AI		ECFP_0		106				34.91%

		AI		ECFP_2		4819				5.37%

		AI		ECFP_4		47465				1.22%

		AI		ECFP_6		163980				0.51%

		AI		ECFP_8		344895				0.28%

		AI		ECFP_10		566293				0.18%

		I		ECFP_0		37

		I		ECFP_2		262

		I		ECFP_4		794

		I		ECFP_6		3738

		I		ECFP_8		18737

		I		ECFP_10		62091

		W		ECFP_0		312

		W		ECFP_2		8092

		W		ECFP_4		103576

		W		ECFP_6		319963
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		W		ECFP_10		774555
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AW_FCFP

		Source		FP		Count

		AW		FCFP_0		20

		AW		FCFP_2		986

		AW		FCFP_4		32030

		AW		FCFP_6		210821

		AW		FCFP_8		508940

		AW		FCFP_10		821499






