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Abstract—The eventual goal of any notification system is
to deliver appropriate messages to all relevant recipients with
very high reliability in a timely manner. In particular, we
focus on notification in extreme situations (e.g. disasters) where
geographically correlated failures hinder the ability to reach
recipients inside the corresponding failed region. In this paper,
we present GSFord, a reliable geo-social notification system that
is aware of (a) the geographies in which the message needs to
be disseminated and (b) the social network characteristics of the
intended recipient, in order to maximize/increase the coverage
and reliability. GSFord builds robust geo-aware P2P overlays
to provide efficient location-based message delivery and reliable
storage of geo-social information of recipients. When an event
occurs, GSFord is able to efficiently deliver the message to
recipients who are either (a) located in the event area or (b)
socially correlated to the event (e.g. relatives/friends of those who
are impacted by an event). Furthermore, GSFord leverages the
geo-social information to trigger a social diffusion process, which
operates through out-of band channels such as phone calls and
human contacts, in order to reach recipients which are isolated
in the failed region. Through extensive evaluations from both
simulations and implementation, we show that GSFord is reliable;
the social diffusion process enhanced by GSFord reaches up to
99.9% of desired recipients even under massive geographically
correlated regional failures. We also show that the system is
efficient and scalable even under skewed distribution of user
populations.

Keywords-Event Notification, Geographical Failure, Social Dif-
fusion

I. INTRODUCTION

The eventual goal of an event notification system is to
deliver appropriate messages to all relevant recipients with
very high reliability in a timely manner. We are motivated
by the case of disaster alerting and warning systems where
a notification system alerts impacted populations on how to
take self-protective action and prevent loss of life and property.
While warning messages inform citizens about the impact of
an impending disaster, alerting systems provides more detailed
information as the disaster unfolds[6]. In extreme situations,
the eventual coverage/reliability of the message dissemination
is of utmost importance.

Firstly, in natural or human-induced disasters, information
needs are strongly correlated to the geographical location of
the event. For instance, severe ground shaking and damage
occur in areas that are within close geographic proximity
to an earthquake epicenter; Tornadoes are likely to destroy
infrastructures in areas that lie along their damage paths.
Ideally, a notification system should exploit this geographical
correlation to warn populations in the disaster region as soon

as possible in order to increase the chance to save lives and
properties.

Secondly, there exists social correlation of information
needs. Individuals are often interested in receiving accurate
information on disasters (occurrence and progress) which may
affect their loved ones and desire more detailed information
on the current status of their relatives and friends. They
are interested in receiving the information even if they are
not physically located in the disaster region. For example,
if a forest fire occurs near an elementary school, parents
will need to be informed of the current situation as soon as
possible; information on the current status of their children
will help them make decisions on how to respond quickly and
effectively (e.g. plan details on how families will evacuate).

Geo-correlated failure propagation caused by disasters adds
to the complexity of event notification. For example, when
an earthquake occurs, one can expect catastrophic network
failures or blackouts in the affected geographical region[1].
Recipients inside and outside the disaster region can be
affected by the failure of the dissemination infrastructure.
Scalability also poses additional challenges - as the number
of participants increase, personalized warning dissemination
can consume significant resources (e.g bandwidth, processing
power) and possible bottlenecks can result in delays and
warning inconsistencies.

Typical approaches to disaster alerting include sirens,
subscription-based warnings from a centralized broker (USGS
Shakecast, SMS Gateways) and cell broadcasts (currently
implemented in parts of Asia and Europe). These systems lack
information specificity by providing a broadcasting service
to the entire set of participating recipients. Application layer
multicasting (ALM)[8], [11], [7], [12], [13] can be used to
multicast specific messages to a fine-grained set of recipients.
However, these systems are not aware of the geography and
their target recipients have to be statically defined ahead
of events rather than be dynamically generated based on
event locations. Although DHT (Distributed Hash Table) based
publish-subscribe systems[14], [15] can be adjusted to sup-
port geography-awareness by partitioning the geography into
predefined grids and using grid IDs as hash keys, consistent
hashing destroys the geographic locality required for location
based routing.

Subscription based systems[18], [17], [16] and geography
aware P2P systems[19], [20], [21], [22], [26], [23], [24],
[25] have been proposed for dynamic geography aware data
retrieval or dissemination. However, these efforts lack explicit



fault tolerance against the geographically correlated regional
failures[9], [10]. Additionally, these efforts also did not con-
sider the need to reach socially correlated remote recipients
who are currently not located in the disaster region.

In this paper, we present GSFord, a geo-social notifica-
tion system that is aware of (a) the geographies in which
the message needs to be disseminated and (b) the social
network characteristics of the intended recipients. GSFord
builds self-organizing, reliable, and fault-tolerant structured
overlays, which adjust the structure dynamically based on
the population of the geography and replicate the information
of the overlay to tolerate geographically correlated regional
failures. Section III describes the techniques for constructing
GSFord overlays that support efficient location-based regional
multicasting under the non-uniform user distribution; the over-
lays also provide reliable storage of social information even
under extreme regional failures. Section IV describes the event
dissemination processes in GSFord; we show that GSFord is
able to efficiently disseminate event messages to dynamically
defined recipients who are either (a) located in the area or
(b) socially correlated to the event. Under geographically
correlated regional failure, GSFord reliably delivers messages
to unfailed recipients outside the failed region. To better reach
those in failed regions, GSFord exploits a social diffusion
process that enables propagation of event messages through
diverse communication channels.

We evaluate GSFord through implementation and extensive
simulations (Section V) in terms of reliability, efficiency and
scalability. To assess the impact of social diffusion triggered
by using social information stored in GSFord, we simulate the
data diffusion process over a sample social network, crawled
from Facebook, with a modified Independent Cascade model
considering different communication channels (phones and
emails) and their latencies. We show that the importance of
preserving the social information of recipients in GSFord to
maximize the eventual coverage of the event notification sys-
tem. Specifically, once GSFord ensures that socially correlated
recipients receive the initial event message, the coverage of
GSFord increases by around 15%; additionally around 90%
of nodes experience a decrease in dissemination latency of up
to 80%. We also implemented the initial version of the GSFord
overlay on a campus cluster and evaluated its performance over
an emulated wide-area Internet. Our results demonstrate that
the GSFord overlay provides efficient and reliable geo-aware
regional multicasting with reasonable network overhead. In
particular, the GSFord overlay maintains its performance even
though the large-scale users are non-uniformly distributed. Our
results also indicate the importance of the social diffusion
aided dissemination in the presence of large geographically
correlated failures.

The rest of the paper is organized as follows. In Section
II, we describe the overall of GSFord approaches including
assumptions and definitions of terms. Section III describes the
techniques for constructing GSFord overlays. In section IV, we
describe the event dissemination process of GSFord. Section
V contains a detailed performance evaluation of GSFord in
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Fig. 1. The overview of GSFord.

various aspects. In section VI, we discuss the privacy issue of
GSFord. We conclude in Section VII.

II. GSFORD APPROACH

Figure 1 provides an overview of GSFord. GSFord operates
over a global target geography (GTG) that defines the global
geographical region over which geo-social notifications occur.
We begin by describing some basic concepts, notations and
assumptions used in GSFord to capture the social and geo-
graphical aspects for efficient and effective notification.

A. Social concepts of GSFord

The eventual recipients of notifications in GSFord are social
entities - real users located inside the global target geography
interested in receiving the notification and connected to each
other using disparate communication channels. More formally,
the set of social entities in the GTG form a social network
graph, G := (V,E), where a social entity u ∈ V is connected
to another social entity v ∈ V if there exists a social link
eu,v ∈ E. In the above case, social entity v is referred to as a
social acquaintance of u.. Let A(u) denote the set of social
acquaintances of u, so

A(u) = {v : v ∈ V, eu,v ∈ E}

The degree centrality of user is defined as the number of
social acquaintances he has. We use CD(u) to denote the
degree centrality of a user u, so

CD(u) = |A(u)|

Among A(u), there is a subset of users who are closely
tied to u, such as family, and therefore highly interested in
the current status of u when disasters and the ensuing event
notification process occurs. They are referred as the social
friends of u. We denote the set of social friends of u as F (u)
where F (u) ⊆ A(u).

F (u) and A(u) can be obtained in many ways, such as
direct user input, e.g. the list of emergency contacts that
organizations usually require individuals to provide. It may
also be obtained by profiling and analyzing a known social
network graph, such as online social network graphs from
Facebook or phone network graphs from elementary school
offices, based on the connectivity of social entities and the
frequency of correspondence [29].



In GSFord, every social entity has a unique public Social
ID (SID). We assume the presence of a registration server,
which may reside in an authorized domain, can generate
unique SIDs for social entities based on their information
(name and contacts) and manage the mapping between infor-
mation of a social entity u and its public social ID (SIDu).
During the registration, the server also transforms the list of
social friends of a social entity u into a list of SIDs, say
{SIDv : v ∈ F (u)}, by referring the mapping between
social entities and SIDs in the registration server. We also
assume that the registration server is not a bottleneck since
(a) registration and mapping is a one-time process, and (b)
that is performed before a notification occurs; issues of surge
and overload at the registration server is out of scope of the
paper.

B. Geographical concepts of GSFord

GSFord has prior knowledge of the GTG which is
mapped into a 2 dimensional rectangular region that is de-
noted as GTG := ((0, 0), (xmax, ymax)), where (0, 0) and
(xmax, ymax) are the coordinates for the bottom-left and top-
right corners of the rectangular region respectively. A user
executes the GSFord application on a personal device; we
call the logical host on which the user resides as a GSFord
Physical Node (PNode), and denote the PNode for a user
u as PNu. We assume that a PNode has knowledge of its
location (using positioning technologies such as GPS, WiFi
fingerprinting, etc.), and the location is mapped to a point
in the GTG, denoted as Loc(PNu) := (x, y). The PNode,
PNu, is used by the user to join and receive notifications from
GSFord. Moreover, it maintains the user’s geo-social informa-
tion, which includes its current location Loc(PNu), the user’s
public social ID SIDu, the user’s degree centrality CD(u) and
the list of SIDs of his social friends {SIDv : v ∈ F (u)}.

We select a subset of PNodes that are more trusted and
reliable and refer to these as Trusted PNodes (T-PNodes). T-
PNodes typically correspond to social entities that represent
public figures and authorities, e.g. desktop machines governed
by organizations such as local government agencies (fire, law
enforcement) and university/company administrative authori-
ties. We assume that T-PNodes are sparsely distributed in the
global target geography, since authorized entities maintain T-
PNodes at their local site.

We assume that the message of an event is tied to (intended
for) a specific sub region inside the global target geography.
This region is called the Possibly Affected Region (PAR)
of the message - for simplicity, we assume this region is rect-
angular and is denoted as PAR := ((x1, y1), (x2, y2)) where
PAR ⊆ GTG. Crisis events (e.g. earthquakes, tornadoes) may
damage the communication infrastructures inside the PAR
and cause a geographically correlated regional failure. We de-
fine the regional geographical failure as the Possibly Damaged
Region (PDR), denoted as PDR = ((x′

1, y
′
1), (x

′
2, y

′
2)); we

assume PDR ⊆ PAR.
We consider the set of users inside a PAR as the geograph-

ically correlated target recipients of an event message, and

the set is formulated as:

TRg = {u : u ∈ V, Loc(PNu)inPAR}

As we mentioned earlier, the social friends of the geograph-
ically correlated target recipients are also possible recipients
of the message. This set of users are called as the socially
correlated target recipients and formulated as:

TRs = {v : v ∈ F (u), ∀u ∈ TRg}

Note that, unlike TRg , users in TRs may locate outside of
the PAR.

C. Overlays of GSFord

Using the concepts delineated above, we develop two dis-
tinct overlays - Delivery Overlay and Information Overlay
to reach the geographically and socially correlated target
recipients. In section III-A, we discuss a novel geo-aware,
self-organizing and fault-tolerant Responsible Region Tree
(RRTree) structure that is used in the construction of those
overlays. In particular, the delivery overlay aims to reach
PNodes associated with a given region (e.g. a PAR) efficiently
and effectively (section III-B). On the other hand, the main
purpose of the information overlay is to capture and maintain
the social information of participating social entities in the
global target geography reliably (section III-C). To mitigate
security/privacy concerns, such as revealing personalizing
information (e.g. social friends), the information overlay is
constructed/maintained at T-PNodes.

One of the key objectives of GSFord overlays is to maintain
the social information despite extreme damage, especially to
avoid the loss of the information stored in T-PNodes corre-
sponding to the damaged region, PDR. To enable this, the
information overlay replicates the stored information by using
the conjugate region-based replication technique (section
III-C2). The pair of a region and its conjugate region is not
geospatially collocated, and hence is less likely to be impacted
simultaneously by extreme regional failures.

D. Message dissemination over GSFord

The delivery and information overlays are created apriori
given knowledge of the geography and social connections of
individual social entities. When an event occurs, the dissemi-
nation/notification process is initiated - a message with a given
PAR is created and one of T-PNodes receives the message to
start the dissemination process. The delivery overlay conveys
the message to the geographically correlated target recipi-
ents (TRg) by using the geographical regional multicasting
described in section III-B. To reach the socially correlated
target recipients (TRs), the information overlay determines
the location of PNodes of TRs by referring the stored social
information related to TRg and the message is forwarded to
them via the delivery overlay.

One of the key objectives of GSFord message dissemination
is to reach social entities in the PDR, such as the extremely
damaged region affected by a disaster, who are less likely to be
reachable via the delivery overlay. For this purpose, GSFord



Fig. 2. The mapping between the global target geography and the RRTree-
based overlay structure. Ths = 4, Thstr = 2, and Nc = 2.

encourages the socially correlated target recipients (TRs) to
initiate social diffusion process to propagate the received
message further, especially towards and within the PAR as
well as PDR. To realize this, GSFord generates a customized
message for each individual recipient in TRs, which requests
the recipients to forward the message to their social friends
as soon as possible. Note, with the conjugate region based
replication, GSFord guarantees, at least, that the information
overlay retrieves the information of PNodes of TRs outside
PDR, and the delivery overlay reaches them.

III. GSFORD OVERLAYS : RRTREE-BASED GEO-SOCIAL
AWARE OVERLAYS

In this section, we develop a peer-oriented geo-aware mul-
ticast overlay structure called RRTree (Responsible Region
Tree) that is used to generate and maintain the delivery and in-
formation overlays for geo-social dissemination. The RRTree-
based geo-aware P2P overlay is a self-organizing and fault-
tolerant overlay to support (a) efficient geographical regional
multicasting, even with non-uniformly distributed PNodes, and
(b) DHT-style reliable storage of social information under
extreme geographically correlated regional failures.

Existing efforts in the design of geo-aware overlays do not
explicitly take random or geographically correlated regional
failures into account in the overlay construction process. For
example, CAN-based approaches [21], [22] divide a region
into multiple smaller regions; however, they do not consider
the geographical relationship of a region to the physical nodes
in that region. The most related existing effort is GeoPeer [19],
[20]; here, a geo-aware overlay is constructed using a Delau-
nay triangulation method with Long Range Contacts (LRCs) to
compensate for inefficient routing. In contrast to GeoPeer, the
RRTree-based overlay enables explicit fault tolerance against
random overlay failure as well as geographically correlated
failures. Additionally, existing structures are not designed for
geographical regional multicasting under non-uniform user
distribution.

Below, we describe the responsible region concept, the
formation of the RRTree structure and how this structure is
used to construct and maintain the delivery and information
overlays for forwarding messages to relevant recipients in
GSFord.

A. RRTree-based geo-aware P2P overlay structure

Given a global target geography (GTG) and the PNodes in
this geography, we aim to design an overlay structure which is

dynamically adjusted to the unexpected distribution of PNodes
and tolerant to the geo-correlated failures. We introduce the
concept of a Responsible Region (RR) that represents a rectan-
gular region inside the GTG (see Figure 2) - the RR concept
is used to build a hierarchically nested logical structure, the
Responsible Region Tree (RRTree) overlay structure. The
hierarchical structure begins at the root RR (RRroot) that
corresponds to the entire GTG. Each RR, beginning with
RRroot, is divided into Nc child RRs (illustrated with Nc =
2 for simplicity) where each of the child RRs represents non-
overlapping partitions that completely cover the corresponding
parent RR. The subdivision of a parent RR into child RRs
terminates when the number of PNodes in the corresponding
region meets a threshold. As illustrated in Figure 2, every
PNode is associated with a unique leaf RR (RRleaf ) of the
RRTree. The level of a RR is its depth in the RRTree structure
(e.g. the level of RRroot is 0).

The RRTree structure inherently maintains the following
property: The set of leaf RRs forms a non-overlapping par-
tition of RRroot. In other words, the region covered by the
RRroot, (i.e. GTG) can be obtained by a direct union of the
regions covered by the leaf RRs, i.e RRroot =

∪
RRleaf .

Furthermore, given any two adjacent levels in the RRTree, a
parent RR subsumes the regions covered by its child RRs.

The process of RRTree growth and RRTree shrinkage en-
sures that the above property is maintained. The RRTree grows
by splitting a RRleaf . When a physical node, PNu joins the
RRTree-based overlay, it sends a join request to a previously
known PNode in the RRtree (selection from a set of PNodes
in the RRTree for bootstrapping); the request is then routed
to the corresponding RRleaf . If the number of PNodes in
the RRleaf does not exceed a split-threshold as a result of
the join, the new PNode is accommodated; if the number of
PNodes associated with the RRleaf becomes greater than the
split-threshold, Ths, the RRleaf splits into Nc smaller RRs,
and the child RRs becomes leaf RRs. During the splitting
process, PNodes may be associated with new corresponding
leaf RRs based on their locations. In this paper, we assume
that a RRleaf splits equally and alternately (e.g. horizontally
and vertically) with Nc = 2 as illustrated in Figure2.

The RRtree shrinks by merging Nc leaf RRs having the
same parent RR. When the total number of PNodes in all of
the leaf RRs, i.e. total number of PNodes under a parent RR,
falls below the merge-threshold, Thm(< Ths), the leaf RRs
directly merge with the parent RR, forming a new leaf RR.
Note that the PNodes corresponding to the original leaf RRs
are now associated with the new leaf RR (i.e. original parent
RR). Note that merging is not initiated at the intermediate
RRs of the RRTree. This is easily proved; if a RR has a non-
leaf child RR, the number of PNodes accommodated by the
RR is greater than Ths, which is greater than Thm.

Since the RRTree is a logical structure, information about
an RR is basically stored at multiple PNodes located inside
the RR; we call these PNodes Struct Nodes to indicate that
they are structure maintenance PNodes. In order to sustain both
random overlay failures and geographically correlated regional



overlay failures, there are at least Thstr struct nodes of a RR
and they are sparsely distributed over the RR. If the locations
of PNodes are non-uniformly distributed, a RR may not have a
sufficient number of struct nodes located inside the RR. In this
case, we temporarily use PNodes outside the RR, for example
PNode C in Figure 2 is used as a Temporary Struct Node.
The temporary struct nodes are observed only in a leaf RR that
does not have sufficient number of PNodes, and they should
be immediately replaced with the newly joined PNodes in the
RR. To minimize the number of temporary struct nodes, we
use the following constraints on threshold values - 1) Ths ≈
Nc×Thstr and 2) Thm ≈ 0.5×Nc×Thstr. These constraints
are especially useful when PNodes are uniformly distributed
over GTG. The reliability of a RR can be described as 1 −
(Pf )

Thstr , where Pf is the probability of failure of a PNode.
Because of the concept of the struct nodes, a PNode may

be responsible for storing the information of multiple RRs.
We call a RR whose information is stored at a PNode as a
backup RR. The number of backup RRs of a PNode depends
mainly on its level in the RRTree. Since higher level RR is
always covered by the lower level RR, a level L PNode may
store up to L+ 1 RRs which cover the PNode. According to
this, the estimated number of backup RRs of a level L PNode
is the summation of the estimation that each of the L + 1
RRs becomes the backup RR of the PNode. Since selecting a
struct node for a level l RR resembles a uniform random walk
starting from the level l RR to a PNode through the RRTree,
the probability that a PNode becomes a struct node of a level
l RR (Pl) can be calculated by multiplying probabilities of a
random walk at each level until it meets the PNode. According
to this, Pl can be represented as 1

nl
, where nl is the number

of PNodes in the level l RR. The total estimated number of
backup RRs of a level L PNode (|NB |) can be calculated like
the equation 1.

|NB | = Thstr × PL + Thstr × PL−1 + · · ·+ Thstr × P0

(1)

= Thstr ×
L∑

l=0

Pl (2)

If the locations of PNodes are unifomly distributed, nl can
be considered as M

N l
c

where M is the total number of PNodes in
GTG, and the equation 1 can be represented like the equation
3.

|NB | = Thstr × (
1

nL
+

1

nL−1
+ · · ·+ 1

n0
) (3)

= Thstr × (
NL

c

M
+

NL−1
c

M
+ · · ·+ N0

c

M
) (4)

= Thstr ×
1

M
× (

NL
c − 1

Nc − 1
+NL

c ) (5)

In the equation 3, NL
c −1

Nc−1 is always less than or equal to
NL

c if Nc is a positive integer value. Additionally, since Pl

is less than or equal to 1, N l
c

M is also less than or equal to
1. According to these, |NB|, the estimated number of backup
nodes of a PNode is always less than 2×Thstr like following
equation :

|NB| ≤ Thstr ×
1

M
× 2NL

c ≤ Thstr × 2× NL
c

M
≤ 2× Thstr

(6)

1) Basic Routing in RRTree and Region Hopping Table: We
first describe the basic unicast routing process in the RRTree;
the following section describes the regional multicasting pro-
cess. Unicast routing related messages in the RRTree are
typically initiated at leaf RRs; they may be join requests from
new PNodes or content routing requests from one PNode to
a location. We explain the flow of the unicast routing process
using a join request. A join request (that contains a new PNode
and its current location as the target location) initiated from
a leaf RR must be forwarded to the corresponding leaf RR
of the target location by following the RRTree structure. If
the initiating leaf RR covers the target location, the PNode
joins the leaf RR following the join rules described earlier;
else the join request is forwarded to the parent RR of the leaf
RR. If the parent RR covers the target location, it forwards
the join request to the corresponding child RR which covers
the target location. Otherwise, it forwards the message to its
parent RR and the process is repeated. The routing process in
a RR accomplished by the struct nodes in the RR. The routing
process continues until the join request meets the target leaf
RR. Content routing follows the same process - the message
with a target location is generated at a leaf RR, ascends the
RRTree, and descends to the corresponding target leaf RR.

We observe that when routing occurs by ascend-
ing/descending the RRtree, multiple hops are required to
reach a horizontally close RR; this can cause bottlenecks
at struct nodes higher up in the RRTree closer to RRroot.
To alleviate such overload, we introduce the concept of a
Region Hopping Table (RHT), maintained at each PNode,
that allows messages to hop to other non-overlapping regions
without ascending/descending the RRTree.

Given a PNode PNu accommodated in a level L leaf RR
in the RRTree, the RHT of PNu is a L×Nc table, where Nc

is the given number of child RR of a RR. Each RHT entry
(RTE) in the lth RHT row (r = 1, 2, · · · , L) contains links
to each of Nc RRs at level l. The first RTE in the lth row
corresponds to the level l RR that subsumes the location of
PNu, Loc(PNu), and denoted as a self-RTE (SRTE) which
indicates the loopback link to PNu. The other RTE in the lth
row corresponds to Nc−1 sibling RRs of the RR related to the
first RTE, which do not subsume Loc(PNu). For example,
Figure 2 shows the RHT of the PNode E (L = 2, Nc = 2)
which is a 2×2 table where the first row contains links to level
1 RRs and the second row contains links to level 2 RRs. A
RHT entry, except SRTEs, contains randomly chosen contact
PNodes residing in the corresponding RR, as the links to the
RR - this can be obtained during maintenance or routing.
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Fig. 3. The pseudo code of the geographical regional multicasting with RHT

Unlike the RRTree, which only has knowledge of its imme-
diate neighbors (parent and child RRs), the RHT of a PNode
covers the GTG. That is, RRroot =

∪
RRRTE ,∀RTE ̸=

SRTE ∈ RHT , where RRRTE is the RR corresponding to
the RTE. If PNodes are uniformly distributed, a RHT of a
PNode has an average of logNc

N rows, where N is the total
number of PNodes. According to this, a point-to-point routing
with the RHT takes an average of O(logNc

N) hops.

B. Delivery overlay: Efficient regional multicasting

The delivery overlay (DOv) is composed of PNodes and
constructed by using the RRTree-based overlay construction
method. The purpose of the delivery overlay of GSFord is
supporting efficient and effective geographical regional mul-
ticasting to all of the PNodes inside a given region. To start
a geographical regional multicasting of a message, a PNode
initiates a message in the format of M = [T,CT,MP ], where
T represents eventual target region of the message, CT (∈ T )
indicates the target region for the next immediate forwarding,
i.e. where the current PNode wishes to forward the message
and MP is the message payload. Initially, CT = T ; GSFord
realizes the efficient regional multicasting by resending the
original message with modified CT at each propagation.
Note that the aim of the regional multicasting is that the
message must be eventually forwarded to all of the PNodes
corresponding to T . As is typical of geographical routing
protocols, in order to forward a message to a unique PNode
PNu, T must be set to Loc(PNu).

Figure 3 shows the pseudo code of the geographical re-
gional multicasting with the RHT. When a PNode receives
a message, it first checks that the message needs to be
forwarded (M.terminatedF lag == NULL). Then, it finds
out the subsequent PNodes which need to convey the message
by selecting those routing table entries, RTE in its RHT
whose corresponding RR partially overlaps with CT . Before
forwarding the message to a next PNode of a RTE, CT is
updated to cover the region of overlap between the original
CT in the message and the RR of the RTE; this is done to
prevent in unnecessary message forwarding. The multicasting
continues until a leaf RR is encountered which subsumes CT .
Once the message arrives the target leaf RR, the message
marked with the termination flag and forwarded to all of the
PNodes located inside CT .

Fig. 4. Pseudo code of geographical regional multicasting with the RRTree

However, while RHT supports efficient geographical re-
gional multicasting, information in the RHT can become stale
under overlay failures. As a result, we may not reach contact
PNodes of a RTE; furthermore the stale information can
cause loops in the routing. The unreachable PNodes are easily
detected when trying to forward a message. To detect a routing
loop, the message needs to piggyback the previous routing
path. Whenever the stale RHT information is detected, the
message is forwarded through RRTree (see Figure 4) and
the RHT replaces the stale contact PNodes with the newly
obtained information from RRTree.

Figure 4 shows the pseudo code for the geographical re-
gional multicasting protocol using the RRTree. Since a PNode
may act as the struct node for multiple RRs (denoted as
RRList in Figure 4), it first forwards the message to all of the
RRs which overlap with CT , and updates CT by excluding
the overlapped portion from the original CT . Note that CT
is updated to the overlapped portion before forwarding the
message. If there are no RR that overlaps with CT , the
message is forwarded to the parent RR of the largest RR
known by a PNode, and the multicasting process is terminated.
In the delivery overlay, while the multicasting with RRTree is
only used for the fail over purpose, a PNode mainly uses the
regional multicasting with RHT to forward a message.

C. Information overlay: Social information storage

GSFord not only supports efficient geographic regional
multicasting through the delivery overlay, but also captures
the social information of users in the information overlay
(IOv). While the delivery overlay sends a message to the
set of the geographically correlated target recipients (TRg),
the information overlay determines the set of the socially
correlated target recipients (TRs) for a given geographical
region. To do this, the information overlay stores (a) the social
information of PNodes inside each leaf RR of the delivery
overlay including SIDs of social entities (u) of the PNodes
(PNu), degree centrality CD(u) and the list of SIDs of social
friends (F (u)), and (b) the geo-social mapping which is the
translation mapping between a SID and the location of the
corresponding PNode. TRs can be obtained in the form of
a set of SIDs from the social information and the given
target geographical region, and the delivery overlay conveys
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the message to TRs by querying the geo-social mapping of
each SID.

As discussed earlier, social network information of individ-
uals is considered sensitive data and release of this content
to arbitrary PNodes (i.e associated social entities) may cause
privacy concerns. To alleviate this, the information overlay is
constructed and maintained at T-PNodes rather than over all
PNodes. That is, T-PNodes only reply to queries of the social
information initiated by other T-PNodes.

The information overlay consists of T-PNodes and is man-
aged using the RRTree-based overlay structure. As with the
delivery overlay, RRs in the information overlay correspond
to geographic regions (usually distinct from the regions of the
delivery overlay). The root RR of the information overlay,
RRIOv

root, is the same as the root RR of the delivery overlay,
RRDOv

root . A leaf RR in the information overlay, RRIOv
leaf ,

is associated with the T-PNodes whose locations are inside
the RRIOv

leaf . When a new PNode, PNu, joins the delivery
overlay, it finds out the corresponding RRIOv

leaf , that subsumes
the location of PNu. PNu provides its social information,
[PNu, Loc(PNu), SIDu, CD(u), {SIDv : v ∈ F (u)}] to
the T-PNodes associated with the RRIOv

leaf . Eventually, the
TPNodes (i.e. IOv) store the social information of all current
online PNodes in GSFord.

1) RegionID assignment for storing geo-social mapping:
To reaching the socially correlated target recipients of a
message, we need to determine the location of the selected
social entities using a geo-social mapping process. The geo-
social mapping, [SIDu, Loc(PNu)], is indexed by SIDu.

We define the concept of a region ID (RID) to each RR
in the information overlay, RRIOv - the RID is a unique
identifier (bit vector) for each RRIOv and has a fixed number
of bits (160 in our case). A RID assigned dynamically during
splitting/merging of a RRIOv as illustrated in Figure 5(a) to
guarantee that the ID ranges covered by leaf RRsIOv are
non-overlapping and these ranges together cover the entire ID
space. The RID of RRIOv

root is ∗, a a wildcard mask symbol,
which means it matches any values in the whole ID space.
If a RRIOv splits into two child RRIOvs, its RID splits
into two distinct sub RIDs for each of the child RRIOvs.
For example, when RRIOv

root splits, the two sub RIDs are 0∗
and 1∗. If RRIOv

root splits horizontally, the upper child RRIOv

takes 0∗ and the lower child RRIOv takes 1∗. If RRIOv
root splits

vertically, the left child RRIOv and the right child RRIOv take
0∗ and 1∗, respectively.

We enable a DHT-style mapping of SIDs to RIDs; here, a
SID is hashed (using the SHA-1 hash function) to yield a bit
vector, Hash(SID), of the same length as RID. The geo-
social mapping of a SID is stored in the leaf RRIOv whose
RID has the best prefix-match (using bitwise comparison) to
Hash(SID); specifically the geo-social mapping is stored in
the T-PNode corresponding to the selected leaf RRIOv . The
SHA-1 hash function generates uniformly distributed hashed
value w.h.p., and the storage/query load of the geo-social
mapping over the entire information overlay can be balanced.
To find the leaf RRIOv corresponding to SIDu, we can
conduct the RHT/RRTree routing process with slight modified
routing tables as illustrated in Figure 5(a). That is, during
the routing process, RID is used to find next RRIOv in the
information overlay as opposed to the region (in the delivery
overlay).

2) Conjugate region based replication: To cope with the
information losses and inaccessible networks due to extreme
geographically correlated regional failures, we replicate the
social information stored in a leaf RRIOv . For this purpose,
we introduce the notion of conjugate region (RC) of a region
(R), which is a geographically distant region to R, less likely
to be impacted by the regional failure related to R. The
conjugate region concept is inspired by the popular “out-of-
state relative” concept used for emergency contacts; here two
users located in a disaster region communicate through a pre-
established “geographically distant” out of state relative over
the highly congested telephone network (caused by a surge of
incoming calls in the disaster region).

Let R denote a region in GTG, we define a function
fC : R → RC . This mapping between R and RC should
satisfy the following properties: (a) the mapping is known
apriori by GSFord and easily maintained, (b) RC should be
less likely to fail simultaneously with R under a geographical
regional failure, and (c) the geographical distance of any
R, RC pair should be similar in order to ensure fairness
of information reliability. According to these properties, if
a leaf RR of the information overlay replicates the stored
information in the conjugate leaf RR, the information overlay
of GSFord can maintain the social information and geo-social
mappings reliably even under large geographically correlated
regional failures.

To satisfy the desired properties of conjugate region, we
come up with a simple mapping function as

fC(x, y) = (xC , yC)
= ((x+ xmax/2)%xmax, (y + ymax/2)%ymax)

The function generates the conjugate coordinate (xC , yC) from
a source coordinate (x, y) on GTG of GSFord. By using
fC , a region ((x1, y1)(x2, y2)) can find its conjugate region
((x1C , y1C)(x2C , y2C)), which might be a wraparound region
in GTG as illustrated in Figure 5(b). According to fC , we
can virtually draw two conjugate axes, and these two axes
divide GTG into four quadrant virtual regions. The top-left
region and the top-right region are matched to the bottom-
right region and the bottom-left region as the conjugate region,
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respectively. The concept of the conjugate region can also be
interpreted using the region ID concept as illustrated in Figure
5(a). Since each bit of a region ID divides the region ID space
into two sub regions, we can use two bits to divide GTG into
four quadrant virtual regions. The conjugate region ID of a
region ID is obtained by conducting XOR bit operation of
first 2 bits of the region ID.

Lemma 3.1: Let PDR be a failed region inside GTG, and
PDRC be the conjugate region of PDR. The information
overlay of GSFord guarantees that it can retrieve both of
the geo-social mapping and the social information, stored in
the leaf RRs subjected to PDR, from the T-PNodes corre-
sponding to PDRC with the lower bound of the probability,
(1−(Size(PDR)

Size(GTG) )
Thstr )×(1−( 2·Size(PDR)

Size(GTG) )Thstr ), only if (1)
the Size(PDR) < 1

4 ·Size(GTG) and (2) PDR is overlapped
less or equal than two quadrant regions of GTG.

Proof: According to the conjugate function fC(x, y),
PDR

∩
PDRC = 0, only if the size of PDR is less

than a quarter of the size of the GTG. That is, with this
condition, we can guarantee that PDRC is not affected by the
geographical regional failure on PDR. However, the regional
failure may affect the reliability of the RRTree structure by
causing a failure of the struct nodes of a RR. However, with
the second condition and fC(x, y), the regional failure may
affect only the top two levels of RRTree structure (RRroot

and level 1 RRs). Since the struct nodes of a RR are
selected uniformly at random, the probability of failure of a
struct node of RRroot and a level 1 RR is (Size(PDR)

Size(GTG) )
Thstr

and ( 2·Size(PDR)
Size(GTG) )Thstr , respectively. That is, the probability

of retrieving the information successfully from PDRC is
(1−(Size(PDR)

Size(GTG) )
Thstr )×(1−( 2·Size(PDR)

Size(GTG) )Thstr ). Moreover,
since each PNode has a distinct RHT to reach PDRC , the
above probability becomes the lower bound.

IV. EVENT NOTIFICATION

When an event related to a target geography occurs, it is
of utmost importance to deliver an event notification message
to all relevant recipients including geographically correlated
target recipients (TRg) and socially correlated target recipients
(TRs). Key intuitions behind efficient event notification in
GSFord include (a) reaching recipients in TRg who can
propagate the message further via the delivery overlay and (b)
leveraging reachable recipients in TRs to forward the message

to recipients in the PDR through social diffusion over diverse
out-of-band communication channels.

We make two relevant observations about the social dif-
fusion process. Firstly, social diffusion is opportunistic and
information delivery can take a long time (e.g. hours); hence
social diffusion of messages cannot guarantee timely delivery
of critical messages. Secondly, people differ a lot in their
behaviors regarding information diffusion. Some people are
very active as information propagators while some others
may serve as information terminators. Also, people usually
only forward topics related to them or they feel interested in.
That is, the eventual coverage and delay achieved by social
diffusion is dictated by the social entities which initiate the
social diffusion and the content of the forwarded messages.
These observations suggest customizing the social diffusion
process by (a) selecting good initiators and (b) modifying
content of the messages, can help trigger more accurate and
enable faster targeted social diffusion. GSFord exploits the
knowledge of PAR and PDR to encourages specific social
friends in TRs to initiate social diffusion - this is achieved by
further customizing the message to the individual recipients
in TRs, in particular requesting them to contact their social
friends in the PDR via alternate channels.

The overall of notification process of GSFord is illustrated
in Fig. 6. Let us assume that an event message M =
[PAR,CT,MP ], with a target region PAR, current target
region CT and message payload MP is generated by an
authorized source (e.g. USGS, local government) who may
already have a T-PNode in GSFord. In case the message
is originated from outside of GSFord, it needs to be first
forwarded to any GSFord T-PNode. This initial T-PNode starts
the geographical regional multicasting of M to reach TRg by
forwarding M to a PNode in the delivery overlay.

At the same time, in order to reach TRs and forward the
contents of the message (MP ) to TRs, the initial T-PNode
generates a conjugate message of the original message M by
updating the target region of M from PAR to the conjugate
PAR (PARC), which can be calculated by the conjugate
function, FC(x, y), described in section III-C2. The conjugate
message of M , MC = [PARC , CT,MP ], is forwarded to T-
PNodes corresponding to PARC by conducting the regional
multicasting of MC on the information overlay. Upon receiv-
ing MC , each of the T-PNodes in PARC performs a lookup
to determine TRs, the set of socially correlated recipients
of the message and obtains the set of SIDs of TRs. Note
that due to conjugate based replication, this lookup operation
is completely local at each T-PNode. Then, by querying the
geo-social mappings of the returned SIDs to the information
overlay, T-PNodes obtains the locations of PNodes of TRs.

After determining TRs and their locations, conjugate T-
PNodes may modify the original content of the message asking
users in TRs to contact social friends in the PAR/PDR. The
customization of the message requires additional information
in the conjugate T-PNodes. Depends on the complexity of the
required information, we have designed three types of cus-
tomization methods such as coarse, PAR-targeted, and PDR-



targeted. As the complexity of the customization increases
more, triggering the more targeted and more aggressive social
diffusion is expected.
coarse customization : The intuition of the coarse customiza-
tion is that the high centrality users upon receiving the message
may have a good chance to further diffuse it towards more
users in PAR. T-PNodes pick top-K users in PAR with
highest degree centrality, called TKCD (PAR). According to
this, the customized message for a user u in TRs is

MPu = MP + {SIDv : v ∈ F (u) ∩ TKCD
(PAR)}

, where SIDv is the SID of a social friend v of u which is
in TKCD (PAR).
PAR-targeted customization : Rather than using the coarse
information such as users with high degree centrality, the
PAR-targeted customization indicates the social friends to be
contacted more specifically. That is, the customized message
for a user u in TRs is

MPu = MP + {SIDv : v ∈ F (u), PNv ∈ PAR}

, where SIDv is the SID of a social friend v of u which
locates in PAR.
PDR-targeted customization : In the case that PDR of
an event is correctly defined, T-PNodes can customize the
message much more precisely. Since social friends inside
PDR are not able to receive the message through the de-
livery overlay, T-PNodes needs to customize the message to
encourage users to contact the social friends in PDR by all
means as soon as possible. According to this, the customized
message for a user u in TRs is

MPu = MP+{SIDv : v ∈ F (u), PNv ∈ PDR}+FLAGPDR

, where SIDv is the SID of a social friend v of u which
locates in PDR. FLAGPDR indicates that MPu needs to be
handled as an urgent message.

After customization, the individually modified message,
MPu, is forwarded to PNu through the delivery overlay.
Once PNu receives the message, it translates the list of SIDs
into human-readable form (e.g. names of friends) based on its
local information. If the customized message has the flag of
FLAGPDR, the PNu phrases the message content as urgent
to requests u to contact the listed social friends by all means
as soon as possible.

V. EVALUATION

To gain better understanding of the ability of GSFord
to disseminate messages to relevant recipients over a given
geography efficiently and reliably, even under geographi-
cal correlated regional failures, we evaluated GSFord along
multiple dimensions through implementation and extensive
simulations. The key dimensions that served as metrics for
our study include (a) improvements in reachability/coverage
of a message, typically expressed as around 15% of increase,
(b) efficiency and reliability of the delivery and information
overlays of GSFord under different user distributions, and (c)
scalability of the delivery/information overlay of GSFord.

A. Evaluation settings

To emulate both of the propagation of messages over the
geography-aware delivery overlay of GSFord and the social
diffusion of messages over a social network graph, we mapped
a social network graph into the global target geography, GTG.
We obtained a social network graph, G := (V,E), of 50K
nodes (V ) and 880K edges (E) by sampling the online social
network graph crawled from Facebook [30]. We believe that
the graph derived from an online social network serves as a
reasonable representation of a real-life social network. The
social friends (F (u)) of a social entity u are randomly drawn
from the neighbors in the social graph G and the other
neighbors are set to acquaintances (A(u)). In this evaluation,
the number of social friends follows a normal distribution with
µ = 4 and σ = 1.

We set GTG as a 131K by 131Kmeters square region
and distribute all of the nodes, u ∈ V , on GTG. We used
two types of node distributions: uniformly random distribution
and non-uniform distribution. For the case of non-uniform
distribution, we use a truncated Gaussian distribution with
µ = 45Kmeters and σ2 = 45Kmeters to generate each x and y
coordinate of a node. This setting mimics the demographics of
the Southern California region including Los Angeles County,
Orange County and Riverside County[2]. Each u ∈ V runs a
PNode on the given location and PNodes form the delivery
overlay of GSFord. To construct the information overlay of
GSFord, we assume that there are a given number of T-
PNodes. In this evaluation, we use 100 T-PNodes distributed
uniformly at random over GTG.

For event notification, we assume that a randomly chosen
T-PNode generates a message with a given target PAR. To
simulate an extreme disaster causing geographically correlated
regional failures, we defined a damaged region, PDR, which
is co-centered and inside the PAR, and all of PNodes in the
PDR remain disconnected from the other PNodes/T-PNodes.
PDRr is the ratio of the size of the PDR to the size of the
PAR, and ranges from [0, 1].

We simulated the dissemination of messages over the de-
livery overlay of GSFord with several parameters such as link
latency, bandwidth availability and context switch overhead
obtained from a network emulator, Modelnet[3] with a network
topology generated by Inet[4] to accurately mimic Internet
scale parameters. We obtained these parameters by running the
GSFord implementation on ModelNet cluster (section V-D).
The emulation yielded processing delays which varied from
3ms to 6ms, for a PNode to send a message to another PNode.
We obtained inter-PNode link latencies ranging from 80ms to
150ms, with the average latency being 100ms. Moreover, we
set bandwidth constraints ranging 100Kbps to 500Kbps and
network packet loss rates of 1% to 5% for each link.

Since the order of latency of the social diffusion over a
phone or an email communication channel is substantially
longer than the latency of the dissemination over the delivery
overlay of GSFord, we separately modeled the social diffusion
process using an Independent Cascade (IC) model[27], [28].
In the IC model, the diffusion process unfolds in discrete



time-steps. It assumes that nodes can switch from being
inactive, interpreted as being unaware of the message, to being
active, which is being aware of the message. When a node u
becomes active in step t, it is given a single chance to activate
each currently inactive neighbor v with a probability P (u, v)
independent of the history thus far.

To take into account the disparate levels of interest, social
entities may have, to specific messages and the likelihood
of communication between neighbors, we enhanced the IC
model. Specifically, we exploited multiple probabilities based
on the relationship of neighbors and their interest in forward-
ing the messages. This comes from our observations of how
real world social diffusion occurs: (a) the diffusion probability
between social friends is much higher than acquaintances,
and (a) the diffusion probability of relevant targeted messages
that request specific actions is higher than generic messages.
To realize this, we use Pa(u, v), Pf (u, v), Pfpar (u, v), and
Pfpdr (u, v) as a diffusion probability of a social link eu,v for
acquaintances, social friends, social friends with PAR mes-
sages, and social friends with PDR messages, respectively.
Each of Pa(u, v), Pf (u, v), Pfpar (u, v), and Pfpdr (u, v) is
generated by using Gaussian distribution with the mean, 0.2,
0.4, 0.6 and 0.8, respectively.

We also enhanced the IC model to consider the latency of
delivering messages over multiple communication channels.
We considered two types of communication channels: an
Email channel (eemail

u,v ) and a Phone channel (ephoneu,v ). The
delay of eemail

u,v is generated by the exponential distribution
with µ = 200 minutes and the minimum delay sets to
15 minutes[30]. Unlike email, the delay of ephoneu,v is more
bounded and we generate it with the Gaussian distribution with
µ = 15 minutes between 10 to 20 minutes. The preference of
communication channels depends on both the interests of the
message and the relationship of neighbors. If a node tries to
forward the more interest messages to friends, the likelihood
of using the phone channel increases.

To understand the impact of social diffusion and the infor-
mation overlay, we compared GSFord variations under differ-
ent combinations of geo-aware overlays and social diffusion
in section V-B. GeoOverlay models geo-aware overlays[19],
[20]; we use the delivery overlay of GSFord as a represen-
tative. GeoOverlay+SD refers to the case where the delivery
overlay is combined with a basic social diffusion process (i.e.
without the information overlay). We also compare the value of
broadcasting to the entire tree - GeoOverlay+B+SD represents
the case where a basic social diffusion follows a broadcasting
step, where a message is broadcasted over the delivery overlay
to the entire GTG. In general, such broadcast can be realized
using any application layer multicast as a broadcast method[7],
[13]. GSFord variations are GSFord+COARSE, GSFord+PAR,
and GSFord+PDR which are using coarse, PAR-targeted, and
PDR-targetd customization method, respectively.

In section V-C, we compare the RRTree-based geo-aware
delivery overlay of GSFord, denoted as GS with previous
geo-aware overlays. In particular, we simulated the Delaunay
triangulation based geo-aware P2P overlay, GeoPeer [19], [20],
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denoted as GP.

B. Reachability of GSFord

We first evaluate the reachability of GSFord to reach the
geographically correlated target recipients, TRg, of a random
PAR under a random PDR - the damage is caused by
a geographically correlated regional failure. The reachability
is defined as the ratio of number of social entities in TRg

receiving the message to the size of TRg . Note that we do
not consider the social entities outside PAR for calculating
the reachability, because they most likely receive the message
reliably via the geo-aware delivery overlay. We set PAR to be
a 16K by 16Kmeter rectangle centered at a random coordinate
inside the global target region, GTG. Experimental results
indicate that the reachability of uniform and non-uniform user
distributions is very similar; we show the results of the uniform
user distribution to conserve space.

In Figure 7, we show the reachability and the delay of the
event notification process of different systems with different
sizes of regional failures. Figure 7(a) and 7(b) show the
reachability as a function of time when PDRr is set to 0.5
and 0.8, respectively. We observe that social diffusion can
aid the dissemination of a message significantly when the
geo-aware overlay is subject to a regional failure, i.e. where
reachability of GeoOverlay is bounded by 1 − PDRr. Note
that since there is a significant time difference in GeoOverlay
based dissemination (Internet latencies) vs. the social diffusion
process, GeoOverlay results appear constant. More detailed
performance of GeoOverlay is presented in section V-C.

While social diffusion can improve message reachability,
GSFord can achieve much faster dissemination with even
better reachability by leveraging the social information of
the target recipients in the PAR retrieved from the infor-
mation overlay. The performance of basic social diffusion
(GeoOverlay+SD) is significantly affected by PDRr in terms



User Max. Latency (msec) Avg. Latency (msec) Reachability Message Overhead
Distribution GSFord GeoPeer GSFord GeoPeer GSFord GeoPeer GSFord GeoPeer

Uniform 1924.4 1609.4 1093.4 1309.7 0.493 0.499 1.18 6.33
Non-Uniform (Crowded) 1934.6 1881.8 1038.4 1497.8 0.473 0.497 1.07 6.55

Non-Uniform (Non-Crowded) 1455.8 1594.5 907.2 1242.9 0.497 0.486 1.31 3.56
TABLE I

COMPARISON BETWEEN THE DELIVERY OVERLAY OF GSFORD AND GEOPEER UNDER DIFFERENT USER DISTRIBUTION. PDRr=0.5
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Fig. 9. Comparison of reachability of our RRTree-based delivery overlay of
GSFord (GS) with GeoPeer (GP)

of the dissemination time as well as the reachability. Note
especially that when PDRr = 0.8, the reachability continues
to be less than 0.8 (even 5 hours after the initial event
message is disseminated). Using a broadcasting technique
(GeoOverlay+B+SD) can expedite the speed of the basic
social diffusion; this is however achieved at the cost of a
huge number of irrelevant messages that reach all nodes in
the delivery overlay. On the other hand, GSFord (with targeted
customization with PAR/PDR) achieves higher reachability
than GeoOverlay+B+SD, and reach over 0.8 of target re-
cipients within around 30 minutes after the initial message
dissemination, when PDRr = 0.8.

For better understanding of reachability and overhead of
each dissemination system under different PDRr, Fig. 8
presents the eventual reachability and the average number of
messages that a recipient inside the PAR received through the
social diffusion process. We observed that leaning to the basic
social diffusion is not a good idea to increase the eventual
reachability. Employing broadcasting technique (GeoOver-
lay+B+SD) expedites the social diffusion process. However,
it achieves only similar reachability of GSFord+COARSE
despite spending more overhead. On the other hand, GSFord
incurs more overhead of social diffusion adaptively to PDRr

and achieves higher reachability. Especially, GSFord+PDr
achieves almost 1 of reachability under any PDRr by ag-
gressively encouraging social diffusion process.

In the series of results, we noticed that the performance
of GSFord can be tuned by altering customization methods.
GSFord+COARSE takes less overhead, but slow dissemination
speed and relatively low reachability. When GSFord uses
targeted customization method with PAR/PDR, it spends
more overhead to achieve high reachability and fast dissemina-
tion speed. According to this, GSFord system can categorize
the message into normal, medium and urgent based on the
importance of the message, and use the proper customization
method for each type of message. That is, normal, medium
and urgent message is customized with coarse, PAR-targeted,
and PDR-targeted method, respectively.
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Fig. 10. Scalability of the RRTree-based Geo-aware overlay

In Figure 8(b), we show the average number of messages
that a recipient inside the PAR received through the social
diffusion process. While the basic social diffusion (GeoOver-
lay+SD) takes around 3 messages, the broadcasting case
(GeoOverlay+B+SD) takes around 4 messages to improve the
reachability and the speed. However, we observed that the
message overhead of GSFord lies between the basic social
diffusion and the broadcasting cases. That is, GSFord can
achieve higher reachability with reasonable message over-
head of social diffusion. Also, we observed that GSFord
with knowledge of the PDR (GSFord+PDR) can adaptively
initiate a customized social diffusion to achieve very high
reachability with reasonable overhead. More specifically, we
observe that GSFord+PDR takes around 1 more message under
PDRr = 1.0 than both GSFord and GeoOverlay+B+SD.

C. Performance of RRTree-based Geo-aware Overlay

In this section, we compare the performance of the RRTree-
based geo-aware delivery overlay of GSFord with GeoPeer,
a Delaunay triangulation based geo-aware overlay[19]. Both
protocols, the delivery overlay of GSFord and GeoPeer, con-
sider the locations of nodes as an identifier of the overlay
that is used for routing purposes. In GeoPeer, a node has
two types of contacts: direct neighbors obtained from the
Delaunay triangulation with the locations of nodes and long
ranged contacts (LRC) for improving routing performance. For
a regional multicasting, first GeoPeer forwards a message to
the node nearest to the center of the target region, and the node
floods the message in the scope of the related region. During
the regional multicasting, each node refers to both types of
contacts [19].

Figure 9 shows the reachability of the delivery overlay of
GSFord and GeoPeer as a function of time under different user
distributions. We also consider the impact of the geographical
failure (PDRr = 0.5). We observed that the performance
of the delivery overlay of GSFord is stable under different
user distributions. On the other hand, GeoPeer takes higher
average delivery times if users are distributed non-uniformly.
We also note that the delivery overlay of GSFord can deliver
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Fig. 11. Average number of Backup RR of a PNode in the RRTree-based
Geo-aware overlay

messages faster than GeoPeer in the presence of a geographical
regional failure. That is, the RRTree based geo-aware overlay
can support efficient and reliable geographical regional mul-
ticasting with both unexpected user distributions and random
geographically correlated regional failures. The main reason
is that the RRTree based overlay dynamically adjusts both
RRTree and RHT of a PNode based on the population of the
region corresponding to the PNode.

Table I shows more detail comparisons between the delivery
overlay of GSFord and GeoPeer in terms of latency, reachabil-
ity and message overhead. In many cases, the delivery overlay
of GSFord exhibits lower average latency and much lower
message overheads than GeoPeer. Since GSFord uses around
6 times fewer messages, we observed that GSFord may cause
a slight reduction in reachability than GeoPeer. But, while
the delivery overlay of GSFord sacrifices 2.7% of reachability
for the crowded region, GeoPeer also loses around 1.4% of
reachability for the non-crowded region. This is because the
fault tolerance of GeoPeer simply relies on the density of
nodes without any explicit fault tolerance against node failures.
That is, if the population of region becomes low, GeoPeer may
lose fault tolerance under regional failures. The slight loss of
reachability of the delivery overlay of GSFord is eventually
compensated for by the effective social diffusion triggered by
the information overlay.

To evaluate the scalability of GSFord, we measured the
average latency and message overhead of the geographical
regional multicasting under different number of nodes as
illustrated in Figure 10. In Figure 10(a), the average latency of
the delivery overlay of GSFord increases logarithmically along
with the number of nodes; we also observed that the average
latency of GSFord is less than GeoPeer. Figure 10(b) shows
the message overhead, defined as the ratio of total number of
messages used for the regional multicasting to the number of
target recipients, as a function of the total number of nodes.
We observed that GeoPeer uses fewer messages than GSFord
when the number of total nodes is small. But, as the number of
total nodes increases, while the message overhead per a target
recipient converges to 1 in the delivery overlay of GSFord,
the message overhead of GeoPeer increases significantly. In
the comparison with GeoPeer, GSFord achieves less average
latency and much lower overheads, especially with a large
number of nodes.

Another metric related to the scalability of GSFord is the
number of backup RR and backup Leaf RR. The backup Leaf

RR is the Leaf RR among the backup RRs. In Figure 11(a)
and 11(b), we observed that the average number of backup
RRs and backup Leaf RRs of a PNode exhibits almost a
constant value regardless of the number of total PNodes in the
RRTree. This result well fits into the estimated value obtained
by the equation 6. With bigger Thstr, the threshold value of
the number of struct nodes, the RRTree can tolerate higher
node churn. However, if Thstr becomes too big such as 15 or
bigger, the average number of backup RR, especially backup
Leaf RR, fluctuates along with the number total PNodes.
The main reason is the temporary struct nodes. Generally,
the average number of backup Leaf RR is 1 since a PNode
needs to store the information of the Leaf RR where it
resides. If there are temporary struct nodes, they needs to store
the information of the Leaf RRs where it does not locate.
According to this, the increase of the temporary struct nodes
casued by the high Thstr incurs the load imbalance in the
aspect of the number of backup RRs.

It is because there are too many temporary struct nodes and
they incur the load imbalance

D. Implementaion of GSFord

We implemented the initial version of GSFord notification
system. We enhanced the CrisisAlert system[5] to incorporate
a GSFord registration server, which supports web interfaces to
manage the information including the target geography and the
registered recipients as well as to initiate an event message tied
to a given target geography. The PNode application using the
RRTree-based overlay construction protocol is implemented
in Java. Figure 12 shows detail components of a PNode
application.

Both the CrisisAlert-based GSFord registration server and
PNodes are tested on an emulated Internet using Modelnet[3]
and Inet[4]. The Modelnet emulator machine has a dual
2.6Ghz CPU with 2GB RAM and runs a custom FreeBSD
Kernel with a system clock at 100HZ. We used five IBM Linux
machines with 900Mhz CPU with 500MB RAM, running
individual 50 PNodes per machine; each of these nodes were
mapped into a physical location of a stub router generated by
the Inet[4] topology generator. PNodes arbitrarily join GSFord
and construct the GSFord delivery overlay, and a PNode
located at (0,0) coordinate of the global target geography is
used as the initial contact node of a regional multicasting.

In Figure 13, we present the performance of regional
multicasting implemented on the GSFord delivery overlay. We
observe that the delivery overlay reaches the recipients outside
of the damaged region (PDR) caused by a regional failure,
reliably and quickly; i.e. under 0.5 PDRr, about 50% of the
recipients receive the message within 1.4 secs. Note that the
social diffusion process (not depicted in Figure) increases the
reliability to 99%, albeit with some delay. We also studied
the average latency as a function of distance of the center of
PAR from the message initiator. We observed that the latency
increases along with the distance. That is, the RRTree-based
overlay preserves the locality property.
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VI. DISCUSSION OF PRIVACY CONCERN

In GSFord, the social information, which can be exploited to
identify the real world identity of GSFord user, is encoded as
public Social ID through the registration server. The public
Social ID can be generated with any one-way encryption
technique. Each GSFord user knows the mapping between
their friends public Social ID and their real-world identity, but
it provides only the known public Social IDs to TPNodes. That
is, despite a TPNode gathers the large portion of public Social
IDs, it cannot reveal the connectivity between real-world
identities. TPNodes only use the public Social IDs to initiate
more effective social diffusion process by piggybacking the
public Social IDs corresponding to a message.

In this setting, the management of the registration server
becomes the issue of the privacy concern. This registration
server can be supported by a public certification service such
as Verisign.

Since this paper focuses more on an emerging dissemination
method combining online-channel (Internet) based dissemina-
tion and offline-channel (social network) based dissemination,
the further consideration of the privacy or security concern is
out of focus of the current paper.

VII. CONCLUSION

This paper considers the event notification in extreme situ-
ations and presents a geo-social notification system, GSFord,
where information needs are strongly correlated to both the
geographical location of events as well as the social relation-
ships of people. We presented the design and implementation
of the GSFord system using a reliable geo-aware overlay
structure, RRtree over which we build a reliable multicasting

protocol. Our results demonstrate that GSFord provides very
high eventual coverage and fast message dissemination to
relevant recipients - GSFord messages reach 99.9% of desired
recipients even under regional failures. The RRTree-based
delivery overlay of GSFord supports high levels of reachability
even when the large scale social entities are non-uniformly
distributed; this is because the RRTree/RHT structure adjusts
itself dynamically with the unexpected changes to the user
distribution to keep the same level of routing performance.
Furthermore, GSFord exploits a social diffusion process to
improve/maximize notification coverage and reliability of no-
tification. Reliable storage of social information at trusted
points enables GSFord social entities to forward the alert
messages to their social friends inside PAR/PDR, even under
extreme geographically correlated regional failures. Our results
indicate that even under 80% infrastructure damage, 90%
recipients are reached within 30 minutes via GSFord. A natural
extension of our work is to adapt GSFord to support rapid,
reliable dissemination over wireless mobile devices. Our future
plans are to study moving failure scenarios, e.g. tornados,
in this environment more deeply and design the system for
addressing timeliness/reliability for information dissemination
using mixed wired/wireless networks.
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