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ABSTRACT
Forms of surveillance are very quickly becoming an integral part of crime control policy, crisis management, social
control theory and community consciousness. In turn, it has been used as a simple and eﬀective solution to many
of these problems. However, privacy-related concerns have been expressed over the development and deployment
of this technology. Used properly, video cameras help expose wrongdoing but typically come at the cost of
privacy to those not involved in any maleﬁcent activity. This work describes the design and implementation
of a real-time, privacy-protecting video surveillance infrastructure that fuses additional sensor information (e.g.
Radio-frequency Identiﬁcation) with video streams and an access control framework in order to make decisions
about how and when to display the individuals under surveillance. This video surveillance system is a particular
instance of a more general paradigm of privacy-protecting data collection. In this paper we describe in detail the
video processing techniques used in order to achieve real-time tracking of users in pervasive spaces while utilizing
the additional sensor data provided by various instrumented sensors. In particular, we discuss background
modeling techniques, object tracking and implementation techniques that pertain to the overall development of
this system.
Keywords: Surveillance, Real-time, Object Tracking, Privacy, Access Control

1. INTRODUCTION
With the heightened consciousness among the public, private and government organizations for security, surveillance technologies (especially video surveillance) have recently received a lot of attention. Video surveillance
systems are being considered/deployed in a variety of public spaces such as metro stations, airports, shipping
docks, etc. As cameras go up in more places, so do the concerns about invasion of privacy.1 Privacy advocates worry whether the potential abuses of video surveillance outweigh its beneﬁts. A fundamental challenge
is to design surveillance systems that serve the security needs while at the same time protect the privacy of the
individuals.
In this paper, we describe the design of a privacy preserving video surveillance system that monitors subjects
in an instrumented space only when they are involved in an access violation (e.g., unauthorized entry to a region).
In our system, access control policies specify the access rights of individuals to diﬀerent regions of the monitored
space. Policy violations (detected via use of localization sensors such as RFID tags∗ , motion detection, etc) are
used to trigger the video surveillance subsystem. The idea is that if a subject is authorized to be in a particular
region (which is determined by their RFID tag) he/she may be hidden in the video (at various levels). This way,
subjects’ privacy is maintained until they violate their given rights (e.g. enter a region they are not authorized to
be in). Video manipulation techniques such as masking are used to preserve the privacy of authorized subjects
when the surveillance system is turned on. Our system is a fully implemented and achieves real-time video
surveillance (approximately 25-30fps at our target resolution), as well as working with our masking techniques,
incoming sensor data and access control infrastructure. This type of system is targeted at areas where there is
heterogenous activity (e.g. hospitals, airports etc.) but also where there is a degree of regularity in the population
(employees, law-enforcement etc.) with some level of adminstration. Using our framework, video surveillance
∗

A RFID (Radio-Frequency IDentiﬁcation) tag is a tiny, relatively inexpensive device capable of transmitting a piece
of static information across a distance. RFID tags are currently in use for mediating access to various regions, however it
does not provide enough information to pinpoint the object being tracked within that space.

systems deployed in these areas can beneﬁt from the extra sensor data, and the ability to specify and enforce
spatio-temporal access control policies in a fairly transparent (to the users) manner.
In this work we build on our initial prototype of the system2 which is a more generalized framework for
data-collection, and focus on enhancements made to the video surveillance subsystem which better handle object
detection, tracking and masking. The improvements we describe here allow the system to better handle more
complex scenarios (i.e. dynamic lighting conditions, shadows, splitting and merging of subjects) and adapt
better to changing environments. Accurately detecting moving objects in a scene with a low false alarm rate
is very desirable in person-based surveillance systems. This becomes especially important when tracking in an
outdoor setting, where motion from things like tree branches and bushes can add noise to traditional background
subtraction-based methods. To tackle these issues, we utilize work on non-parametric background modeling3 to
better deal with both long and short-term changes in background conditions. Additionally, to better handle the
disambiguation of subjects following merges we utilize color-template matching via a histogram-based intersection
test.4, 5
To the best of our knowledge, the proposed system is the ﬁrst of its kind that fuses information from various
sensors with video information in implementing a privacy-protecting surveillance framework for pervasive spaces.
The remainder of this paper is organized as follows; Section 2 describes our system architecture and outlines
the role of RFID and access control in the overall framework. In Section 3 we discuss the techniques we have
utilized for preprocessing and background modeling. Section 4 discusses our object tracker and accompanying
privacy-protecting video processing techniques. In Section 5 we discuss related work and conclude with future
work in Section 6.

2. SYSTEM ARCHITECTURE
Fig. 1 depicts a high-level outline of the system architecture.2
components:

The infrastructure comprises of the following

• Sensing Module: Processes data from incoming sensors. More speciﬁcally, a RFID control component
deals with RF-related messaging arriving at the readers. Data from motion detection sensors are also
processed here. A video input module handles the incoming video stream data from the various surveillance
cameras.
• Data Management Module: Consists of a XML-based policy engine for access control. This policy
engine interacts with a database subsystem consisting of proﬁle and policy databases for the users.
• Auxiliary Services: A service library contains modules that provide auxiliary services on the sensed
information (including the incoming video stream(s)). These include obfuscation, motion detection and
object tracking modules. For example masking may be applied to the video stream before it is passed to
the output module, if the subject has been authorized by the policy engine.
• Output Module: Handles customized reporting, logging and video rendering functionality.
Our system utilizes Radio Frequency Identiﬁcation (RFID) and motion sensors to identify certain objects
(people) in the video. We specify access control policies for individuals who are present in the space (on a
regular basis) using an XML-based access control language (XACML).6 When the system detects a RFID tag
in a region, it contacts the access control subsystem to verify the policy for the corresponding tag, then passes
the information to the video subsystem where the decision will be made to mask/show the corresponding object.
For the purposes of this paper, an outline of this portion of the framework is provided but further details can be
found in.2

Figure 1. System architecture.

2.1. Radio Frequency Identification (RFID) Sensing
Radio frequency identiﬁcation, or RFID, is a generic term for technologies that use radio waves to automatically
identify people or objects. There are several methods of identiﬁcation, but the most common is to store a serial
number that identiﬁes a person or object (and perhaps other information) on a microchip that is attached to an
antenna (the chip and the antenna together are usually referred to as a RFID transponder). The antenna enables
the chip to transmit the identiﬁcation information to a reader. The reader converts the radio waves reﬂected
back from the RFID tag, into digital information that can then be passed on to computers that can make use of
it. A typical system consists of a tag (or a set of tags), a reader/receiver that can read and/or write data to these
tags, and optionally a ﬁeld generator. Our infrastructure equips each protected region with a ﬁeld generator and
motion detector. We place this equipment in the doorway to detect entry/exit to the region. When a person
enters/exits this region, it will trigger the motion detector which in turn triggers the ﬁeld generator. If there is
no tag information associated with the motion, the signal sent to the reader is categorized as unauthorized and
video surveillance of the region is triggered. If it contains valid tag information, then the policy engine will be
contacted to evaluate the policy of the corresponding tag. This will be used by the video subsystem to render
the corresponding object in the video.

2.2. Access Control Specification & Enforcement
This section gives a brief overview of the access control framework used by our system. We specify security policies
for each tag using the eXtensible Access Control Markup Language (XACML).6 These policies are processed
by a policy engine which provides mediated access to a database containing the tag and policy information.
The components of the access control model are the video-based objects, the potential users, and modes of
access speciﬁed in the form < s, o, m >, where subject s (typically a person entering a region) is authorized to
access object o (typically a region) under mode m, where the mode is associated with a particular privacy level.
The privacy level indicates the type of masking technique used by the video subsystem. Currently our system
supports four types of policies:
• Person without Tag: When a person without a tag enters a region, since there are no policies associated
with him/her, a default policy of ’deny’(or the lowest privacy level) will be applied. So the person will be
shown.
• Person with a valid tag: When a person enters with a valid tag, since there will be a policy which satisﬁes
the spatio-temporal constraints, the system will return ’allow’ (or the highest privacy level). So the person
will be masked.
• Person with an invalid tag: When a person enters with an invalid tag, the system needs to consider two
kinds of violations - spatial and temporal. The validation of the policies takes place in that order.
• Group-based authorization: This type of policy is useful for assigning inventory items to particular individual i.e. to specify that a certain object(e.g. laptop) can only be used by a certain person. The inventory
items will have a diﬀerent type of tag associated with it. We set a time threshold ’t’ for each event. If
events occur within the threshold, it will be considered as a group authorization request. Even if a person
has a valid tag, if he has an illegal inventory item, he or she will be shown in the video.

3. BACKGROUND MODELING
This section describes the functionality of a new background modeling technique utilized in our system, as well
as other pre-processing carried out on the incoming video frames before they are passed to the object tracker.
As motivation for choosing this new background modeling technique, we carried out analysis on the previous
version of our video surveillance framework.2 The prior iteration of the system utilized a pixel selection process
to distinguish moving foreground pixels from the background. Here, each background pixel was modeled as
one gaussian distribution. The sample scene used for this analysis is illustrated below in Fig. 2. Fig. 3 depicts
the pixel distribution for both cases shown in the scene (labeled 1 and 2) with the pixels corresponding to the
person entering the scene highlighted. The other set of pixels (the dominant peak) represent the background
pixels. For point 2, the foreground pixels (i.e. the clothing worn by the person in the scene) are very close to the
sample point (the window sill in this case). Therefore choosing the right threshold becomes very important in
distinguishing the two. However this is a very empirical method and is prone to problems when the background
changes or motion is introduced (e.g. shutter movement, shadows etc.) This simple model utilized in the prior
version, while eﬀective in most cases cannot handle any real dynamicity in the scene. We will describe a more
advanced technique that overcomes a lot of the limitations of our initial model.

Figure 2. Example scene used for analysis.

3.1. Motion Detection
This module takes each new incoming frame and passes it to the background modeling component (described
later) to diﬀerentiate foreground pixels from background. Once the foreground pixels are identiﬁed, they are
passed to a simple 4-way connected component module which clusters foreground pixels into blobs. Blobs with
small areas are considered noise and discarded from the incoming blob list. Finally, the blobs are passed to
a blob-merging ﬁlter. In our testing we discovered that one person sometimes breaks into multiple blobs for
reasons which may be attributed to camera noise, frame-rate jitter, or simply that the person’s clothing may
match very closely with the background. Regardless of the background model, this type of segmentation is
possible and various techniques have been explored in the literature to handle it.5 To overcome this problem,
we implemented a ﬁlter which merges the broken blobs that lie directly on top of each other along the y-axis.
This simple ﬁlter assumes that the camera is calibrated and pointed horizontally at the scene. By examining
each blob’s projection on the x-axis, blobs with overlapping projections can be identiﬁed and merged into one
blob.

3.2. Background Model
As mentioned, our initial prototype2 adopted a simple background model that detects moving foreground objects
from a static background in an indoor setting using gaussian distributions to model background pixels. For the

Figure 3. Gaussian pixel distribution (red channel only) for point 1 (left) and point 2 (right) for the scene shown in
Fig. 2 Here a person enters the scene and moves from point 1 to 2. The pixel distribution for the two points in the video
stream are shown.

current framework we adapted a non-parametric model for background detection, which was ﬁrst proposed by
Elgammal et. al.3 The idea of the model is to capture the very recent history of a pixel in the image, and from
this recent history calculate the probability of a new pixel intensity being a foreground pixel. The approach
is based on kernel density estimation of the probability density function of the intensity of each pixel given a
sample for this pixel. The idea of the model is to capture the very recent history of a pixel in the image, and from
this recent history it calculates the probability of a new pixel intensity being a foreground pixel. For example,
if x1 , x2 , , xn are the recent intensity samples for a particular pixel, the probability that this pixel has a value xt
at time t can be deﬁned as (density estimation)† :
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Once the P rob(xt ) is estimated, the pixel is considered part of the foreground if the P rob(xt ) is less than
a probability threshold that is uniform over all the image pixels. This parameter is tunable in that it can be
adjusted to achieve a desired percentage of false positives over the whole image.
We utilized this model because we needed a robust background model that handled camera noise, slow changes
in illumination, and repetitive motion of background objects (e.g. shutters, which were a particular problem in
our own test environment). The non-parametric background model is very robust and can run in real-time at a
resolution of 360x240 and in testing we found that the memory usage was lower than comparable methods (e.g.
mixture of gaussians4 ). Thus the model’s features, real-time performance and implementation simplicity made
it very attractive for use in the type of system we were targeting.
Features & Parameters: The background model includes solid detection of moving pixels in cluttered environments that have repetitive motion, such as moving tree branches, window shutters, ﬂickering lights etc. The
model can even learn and handle the noise introduced by cheaper cameras without the need to use any speciﬁc
ﬁlters for noise removal. The model can also detect and ﬁlter out shadows of moving people and objects. A
shadow suppression parameter which ranges between 0 and 1 (with 0 corresponding to no suppression and 1 to
full suppression) needs to be set up.
The model also requires a probability threshold (between 0 and 1) that is uniform over all the pixels in
the image; this threshold should be adjusted to achieve a desired percentage of false positives (a typical value
†

The derivation of this formula can be found in3

is 10e−8 ). Furthermore, the model can adapt to slow changes in illumination and recently deposited/removed
objects in the scene. For each frame, the model updates its background by using a binary mask where pixels
with true values are masked out of the update. Two adaptation parameters, the number of samples, N and
window size, W , are used to control how fast the model will adapt to changes in the scene. The model randomly
selects N intensities from W to update a pixel selected for an update by the binary mask.
Design & Implementation: Our implementation of the model runs robustly in real-time (25-30fps) at a
360x240 RGB pixel resolution and requires less memory storage than other background models such as gaussianbased techniques4 which model the variation of the scene over time and requires storing K Gaussian models in
main memory. For the experiments described here we used Canon Optura 20 DV Cameras, capturing video at
a resolution of 360x240. All processing was carried out on a uniprocessor Pentium 4 at 2.60 Ghz with 1 GB of
RAM equipped with a Pinnacle ﬁrewire video capture card under Windows XP Professional. Microsoft’s DirectX
SDK (8.0) was utilized for interacting with the camera. The system was tested in an indoor oﬃce space. First,
the background model was initialized as follows: the number of samples N was set to 20, window size W set to
100, shadow suppression to 0.2, and the probability threshold set to 10e−8 . Also, the binary mask is initialized
to zero so all the background pixels get updated during the modeling of the background. Then, we ran the
model for 500 frames with no subjects in the scene to learn and build the background model. In each of the 500
iterations the model updates all the background pixels.
Updating the Background: There is a tradeoﬀ when examining the rate at which to adapt the background to
changing conditions.3 If it is adapted too slowly, then the model tends to become inaccurate with low detection
sensitivity. However, adapting too fast will lead to possibly adapting the subjects themselves and thus lead to
inaccurate tracking. Once the background has been initialized and estimated, each incoming new frame is fed
to the background model to perform background subtraction. This results in a binary mask where pixels with
value 1 are considered foreground pixels and pixels with value 0 are considered background pixels. If the tracker
module detected in the previous frames, that a new object had been deposited in the scene and it had been
static for a predeﬁned period of time, the pixels of this object in the binary mask are set 0 so it can be added
to the background model. Note that once the object has been added to the background model, its pixels won’t
be recognized as foreground pixels. Yet the tracker will keep storing the object’s information for a predeﬁned
period of time. Finally, the reﬁned binary mask is passed back to the background model for updation.

Figure 4. An example of background adaptation using the non-parametric model

4. OBJECT TRACKING
The overall functionality of the system is illustrated in Fig. 5. Our tracker maintains three lists: temporary,
object and person lists, and updates them for every frame. The temporary list holds subjects that have just
entered the scene. The object list stores objects that have been deposited in the scene and have passed the silent
motion detection test. The person list stores individuals who had entered the scene and failed the silent motion
detection test (described later). Each entry in the lists have the following parameters which are updated for each
frame; 1) minimum and maximum x and y pixel range to identify a bounding box around a blob. 2) the area a
blob occupies in the frame (in pixels). 3) the blob’s center of gravity (cog.x, cog.y). 4) the RGB pixel values for
the blob. 5) privacy level information is obtained via the RFID subsystem which dictates how the entities are
displayed in the scene. 6) previous blob information.

Figure 5. Flow diagram of the video architecture



bool Tracker :: doesInBlobMatchPerson(CBlob inBlob, Person inPerson) {
if (((inPerson.info.cog.y <= inBlob.ymax) && (inPerson.info.cog.y >= inBlob.ymin)) &&
((inPerson.info.cog.x <= inBlob.xmax) && (inPerson.info.cog.x >=inBlob.xmin)))
return true;
else
return false;
}




Figure 6. Function to check if a person’s cog falls within one of the incoming blobs

For each frame the tracker tries to match entries in the list to new incoming blobs from the motion detector
module. The matching is simply done by testing which incoming blob’s bounding box encapsulates the center
of gravity of the candidate blob (Fig. 6).
If a match is found, the entry’s information is saved and updated with that of the new incoming blob.
Otherwise, it is assumed that it left the scene and is thus removed from the list. It should be noted that only
items in the temporary list or person list can leave the scene. Unmatched incoming blobs are added to the
temporary list. If the merge detector detects that two entries are matched with the same new incoming blob,
both entries get ﬂagged as merged, and their information update process gets suspended until they split. The
split is resolved by a simple histogram intersection test5, 7 which is described later.
Merge Detection: After all the entries in the list have been matched to the new incoming blobs from the

Figure 7. The tracker correctly identifying a person (red) and an object (blue)



for(int i=1; i < numOfPerson; i++) {
for( int j= i+1; j < numOfPerson; j++) {
if ( personList[i].info.matchedIncomingBlobId == personList[j].info.matchIncomingBlobId ) {
personList[i].info.merge = true;
personList[j].info.merge = true;
}
}
}



Figure 8. Checking for a merge between entries.

motion and merge detectors, this module simply checks if any entries still match the incoming blob. If this is
the case, these entries are ﬂagged as merged entries. Fig. 8 shows a code fragment for checking merging between
entries in the personList:
Silent Motion Detection: Entries in the temporary list are new subjects that have appeared recently in the
scene and thus need to be examined (on a frame-by-frame basis) by the silent motion detector module to detect
whether they are moving people or newly deposited objects. The module proceeds as follows; the motion of the
entities in the temporary list is examined for K frames. If the item has moved J pixels in the previous K frames,
the item is identiﬁed as a person and placed in the person list. However, if the item has moved less than J/4
pixels, then the item is placed in an object list and identiﬁed as an object that been deposited in the scene. The
intuition here is that newly deposited objects in the scene must have moved a relatively small amount compared
to other moving objects in the scene. Finally, if an entry in the object list stays static for some predeﬁned time,
then we consider this object as a candidate for adaptation to the background by setting its pixel location in
the background model mask to zero. This way the background model will start adapting the object in next frame.
Histogram Intersection: In order to carry out this test, the prior color information of each subject in the
previous frame need to be stored for each frame. When a split is detected, (e.g. a change in the number of
blobs in the scene) we use the previous color information of the merged entries to determine a match with the
incoming blobs. For example, if two entries had previously merged (in the person list) and we detect that they
split, then we create a histogram of person 1 (A) and person 2 (B), and histograms of each of the incoming
blobs from the motion detector. Then we do histogram intersection as deﬁned by5, 7 for person A and each new
incoming blob. Let I be the histogram of one of the incoming blobs, and let A by the histogram for person 1.
Then the intersection is deﬁned as follows:
n
Hist(I, A) =

min(Ij ,Aj )

n

j=1

j=1

Aj

Hist(I, A) will be a fraction between 0 and 1, and will be computed for all incoming blobs. We then pick the
blob that has the highest histogram intersection with A. Then we assign this blob information to person 1, the
same is done for person 2.
In our experiments we discovered that taking only the previous entry’s color information before the merge
happens, tends not to be robust. Therefore, a better solution is to store an average histogram of an entry’s



color over K frames. Then use this averaged histogram to test against the new incoming blob when merging and
splitting occurs. A drawback of this type of approach is that for the technique to work well, merged subjects
must have somewhat distinguishable colors.

Figure 9. Merging and splitting using the histogram intersection test

4.1. Privacy-Protecting Techniques
When a new blob is detected by the tracker, it is also assigned authorization information (masking level) via
the RFID subsystem. During the rendering process, the blob’s corresponding masking level is applied to the
outgoing video stream. In the case of a merge, the highest masking level among the persons involved in the merge
is applied to the corresponding blob. For example if a person p1 , with privacy level L1 merges with a person p2 ,
with privacy level L2 , then the merged blob is masked using L2 . Our current system supports 4 masking levels
(illustrated in Fig. 10):
• No masking (Level 0).
• Blur-based pixel coloring: Here, pixels are colored as
pixel(x, y) = (backgroundM ean(x, y)∗t1 )+(currentP ixel(x, y)∗t2 )+(rgbColor ∗t3 ), where t1 +t2 +t3 = 1
and take values between [0,1] (Level 1).
• Pixel coloring: replaces the target’s pixels with one (RGB) color that hides all the information contained
within a persons outline (Level 2).
• Bounding box-based masking: In this case the bounding box around the target is colored with the average
background frame values (Level 3).

5. RELATED WORK
Privacy concerns in video surveillance have not really been addressed in video processing research. Furthermore,
these techniques require eﬃcient implementations to process real-time video streams (usually MPEG-1 or MPEG2). Variations of background subtraction has been used as a technique for foreground/background segmentation
for long video sequences.8 As a relatively simple method, it works fairly well in most cases but its performance
depends heavily on the accuracy of the background estimation algorithms. We utilize a form of background
subtraction for our video subsystem but it is not the focus of the work here. Issues dealing with illumination
changes, shadows, dynamic backgrounds are not addressed here, but have been investigated in other work.
The addition of these techniques will serve to make our video subsystem more robust. Relevant areas in realtime motion tracking, image/face recognition9 and video data indexing have been studied but rarely10 infused
with techniques to preserve privacy.11 proposed a quasi-automatic video surveillance approach based on event
triggers to generate alarms and overcome the drawbacks of traditional systems. We are adopting a similar
vision in providing surveillance only when activity is taking place within a region. A new approach known
as experimental sampling was proposed in12 which carries out analysis on the environment and selects data

Figure 10. Privacy-protecting masking techniques for video utilized by our system. They represent diﬀerent levels of
user privacy. A frame of the original video is shown (top-left), followed by a noise/blur ﬁlter (top-right). A pixel-coloring
approach is shown (bottom-left) followed by a bounding-box based technique (bottom-right) which hides details such as
gender, race or even dimensions of the person in question.

of interest while discarding the irrelevant data. Our framework utilizes diﬀerent modalities of sensor data in
providing information that assist the video subsystem in detecting and classifying anomalies.
V ideoIQ13 by GE Interlogix is the latest state of the art commercially available surveillance system. However,
V ideoIQ does not focus on the privacy of subjects being monitored. The system learns the motion of the
background environment that it is focused on, (such as moving tree branches and rippling water) clusters moving
foreground pixel regions and then classiﬁes them into humans/ non-humans. The system then tracks the classiﬁed
regions from frame to frame and stores the information in a database. The system also allows alarms or alerts
that system administrators can set up to detect various types of events. As documented, V ideoIQ works with
multiple cameras that track subjects captured by each camera independently. The system requirements are
a PC with Pentium 2.8 GHz processor, 512 MB of memory and 40 GB of hard disk space. What we are
developing with our system is something more fundamental, as well as utilizing the notion of sensor fusion and
privacy preservation. Our goal is to have this framework be general and ﬂexible enough to eventually be pushed
into cameras themselves and allow policy speciﬁcation that is powerful enough so that system administrators
can deﬁne customized spatio-temporal policies and have them be carried out in an eﬃcient manner while still
preserving the privacy of the subjects as much as possible.
Another complete surveillance system that again does not focus on privacy at all is the tracker developed
at the University of Reading in the United Kingdom.14, 15 The context for this tracker was an underground
station with pedestrians as the subjects. The system uses a simple average image background subtraction
algorithm for modeling the background. The highlight of this system is that it uses an active shape tracker
algorithm that tries to track pedestrian outlines. The active shape tracker learns a space of pedestrian outlines
via preprocessing and then uses this information for real-time tracking. A simple head-tracking algorithm is
also used for disambiguation of subjects. The system does not provide any background adaptation for objects
deposited/removed from the scene. It also cannot identify pedestrians wearing clothing that closely matches the
background scene.
The area of work dealing with privacy preservation in media spaces is relatively new, and a lot of the related
work is in the domain of computer-supported corporative work (CSCW).10, 16 Of particular interest is the work
presented by Boyle et. al17 which utilized blur and pixelization ﬁlters to mask sensitive details in video while
still providing a low-ﬁdelity overview useful for awareness. Speciﬁcally they analyze how blur and pixelize video
ﬁlters impact both awareness and privacy in a media space. However, the limitation of these techniques are
that the ﬁlters are not applied to the individual objects in the video but to the entire video frame, which makes
enforcing separate policies and distinguishing between authorized and unauthorized personnel impossible. In
our approach, we apply the processing techniques on a per-object basis and apply this eﬀect in real-time as the
object is tracked in the space. Previous work utilizing eigenspace ﬁlters18 proposed a way to mask out potentially
sensitive action associated with an individual by using a set of pre-deﬁned base images to extract a representation

of the person (face) by taking an inner product of the video images with those base images stored in a database.
This technique though useful, relies on capturing and storing base images of the potential subjects, which may be
both infeasible as well as against the notion of trying to store as little identiﬁable information about individuals
in the space as possible.
In regards to related work in the area of sensors and sensor-fusion, there has an increased interest in RFIDrelated research, both in the academic and commercial sectors.19–23 Additionally, there exists a large body of
work on on policy speciﬁcation and access control in XML.24, 25 We utilize these technologies in the design and
implementation of our system architecture.

6. FUTURE WORK & CONCLUSIONS
Even though we have realized a fully-functional implementation of our framework, the deployment of a such a
system should eventually be pushed to the camera level. In our implementation, we tightly coupled the processing
capabilities (of the PC) to the camera and processed everything in real-time with no archival of the original video
data (only the processed video stream is available). Ideally this processing capability should reside at the camera
level to make the privacy preservation in media spaces more acceptable to the end-users. Optimization of the
algorithms used here for object tracking and masking for privacy is a key component of such a realization as well
as the possible use of MPEG-4 video. MPEG-4 has a superior compression eﬃciency, advanced error control,
object based functionality and ﬁne grain scalability making it highly suitable for streaming video applications.
Recently MPEG-4 has emerged as a potential front runner for surveillance applications because of its layered
representation, which is a natural ﬁt for surveillance tasks as they are inherently object-based. Additionally, we
would like to utilize existing work on multi-camera video surveillance in our framework which gives us the ability
to monitor larger regions more extensively as well as provide some approximate tracking information for objects
(or groups).
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