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Disjointness



Overview

Data: a family of many small sets

Goal: given a query set, find a data set as far as possible from it

More specifically: find a data set that is disjoint from the query
(this means they have no elements in common)

Without even using a data structure for the data, we can answer
queries in time linear in the size of the data set

We will see evidence that:
no data structure can perform significantly better



Disjoint set query problem

Data: a family of sets Si

N = how many sets in the family
k = max size of any set in the family

Typical assumption: k is much smaller than N

Problem: Construct a data structure for the family to quickly
answer, given query set T , whether ∃i with Si disjoint from T



Naïve solution

To test whether T is disjoint from any set Si :

I Build an exact set data structure for T
I For each set Si , loop through its elements checking that they

do not belong to T

I If we ever find an element in T , move on to the next set
I If we get through all the elements of Si , then Si is disjoint

from T

If there are N sets Si , each of size ≤ k , total time is O(|T |+ Nk).

Dominant term in the time bound: N



Using disjointness for satisfiability



The satisfiability problem

Given a Boolean formula in conjunctive normal form, can we assign
True/False to its variables so the whole formula becomes true?

Term: a variable or its negation

Clause: set of terms connected by Boolean or (“disjunction”)

CNF: set of clauses connected by Boolean and (“conjunction”)



CNF example

Example: (A ∨ B ∨ C ) ∧ (¬A ∨ ¬B) ∧ (¬A ∨ ¬C ) ∧ (¬B ∨ ¬C )

We have to make ≥ 1 term true in every clause
One possible solution: set A: true, B : false, C : false



Why?

Satisfiability is NP-complete; completeness means that it provides a
unifying language in which many other hard computational
problems can be formulated

Modern satisfiability solvers are very powerful and can be used in
practice to solve many of these problems, even though theoretically
they are hard

We would like to understand the theoretical complexity of this
problem

Faster disjoint sets would lead to faster theoretical solutions



Using disjointness for satisfiability

Given CNF formula with n variables, m clauses:

1. Split variables into subsets A, B of size ≈ n/2
2. For each truth assignment xi of variables in A,

make a set Xi of the clauses it does not satisfy
3. For each truth assignment yj of variables in B ,

make a set Yj of the clauses it does not satisfy
4. Build a data structure of all the Xi ’s and

query each Yj to find disjoint sets Xi , Yj

Number of sets N = O(2n/2), set size k ≤ m

See: Ryan Williams, “A new algorithm for optimal constraint
satisfaction and its implications”, Theor. Comp. Sci. 2005, §5.1,
https://people.csail.mit.edu/rrw/2-csp-final.pdf

https://people.csail.mit.edu/rrw/2-csp-final.pdf


Analysis of this method

The number of sets in our data structure (truth assignments to A)
is N = O(2n/2)

Each one is a subset of clauses (the clauses it does not satisfy):
k ≤ m

The number of queries (truth assignments to B) is also O(2n/2)

With query time ≈ N we get total time ≈ 2n

But better disjointness queries would give faster solutions!



The exponential time hypothesis



Strong exponential time hypothesis

Naïve algorithm for CNF satisfiability:
Try all 2n truth assignments

We don’t know anything significantly faster than this!

“Strong exponential time hypothesis”:
There isn’t anything significantly faster than this
For all ε > 0, not possible in time (2− ε)nmO(1)

Standard to assume this in complexity theory
Unproven, would imply P 6= NP



Implications for disjointness

Suppose we could solve disjoint set problem with
Preprocessing time N2−δkO(1)

Query time N1−δkO(1)

(That is, significantly better than naïve method)

Then using this for satisfiability would give time
(2n/2)2−δkO(1) = (2− ε)nmO(1)

For some ε > 0 whenever δ > 0

SETH ⇒ this cannot happen!
So either no better-than-naïve disjointness structure exists,
or (if we find one), SETH is incorrect



Summary



Summary

I Set operations and their implementation in Python and Java
I How to combine sets using single-element operations
I Exact representations of sets using hash tables
I Exact representations of sets using bitmaps
I Filters: approximate representations of sets
I False positives versus false negatives
I Bloom filters and cuckoo filters
I Nonexistence of good data structures for disjointness


