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1. Introduction

Distortions due to perspective projection is often described under the umbrella term of foreshortening in computer graphics and are treated the same way. However, a
large body of literature from artists, perceptual psychologists and perception scientists have shown that the perception of these distortions is different in different situations.
While the distortions themselves depend on both the depth
and the orientation of the object with respect to the camera
image plane, the perception of these distortions depends on
other depth cues present in the image. In the absence of any
depth cue or prior knowledge about the objects in the scene,
the visual system ﬁnds it hard to correct the foreshortening
automatically and such images need user input and external
algorithmic distortion correction.

In this paper, we claim that the shape distortion is more
perceptible than area distortion, and quantify such perceived foreshortening as the non-uniformity across the image, of the ratio e of the differential areas of an object in
the scene and its projection. We also categorize foreshortening into uniform and non-uniform foreshortening. Uniform foreshortening is perceived by our visual system as a
distortion, even if e is uniform across the image, only when
comparative objects of known sizes are present in the image. Non-uniform foreshortening is perceived when there
is no other depth cue in the scene that can help the brain
to correct for the distortion. We present a uniﬁed solution
to correct these distortions in one or more non-occluded
foreground objects by applying object-speciﬁc segmentation
and afﬁne transformation of the segmented camera image
plane. Our method also ensures that the background undergoes minimal distortion and preserves background features during this process. This is achieved efﬁciently by
solving Laplace’s equations with Dirichlet boundary conditions, assisted by a simple and intuitive user interface.

Foreshortening refers to the area distortions of the surface of the object due to perspective projection. Examples
of foreshortening include the rectangular faces of buildings
projecting as trapezoids on the image, and parts of an object
(e.g. heads) being disproportionately larger than the others
in the projection. Such foreshortening distortions are larger
for objects that are closer to the camera than for those farther away. Further, the amount of foreshortening distortion
will be uniform across the object if the object is parallel to
the image plane, and is non-uniform across the object if the
orientation of the object is different from the image plane.
While the quantiﬁcation of foreshortening distortion is
studied in computer graphics, the quality of distortion as
perceived by our visual system is extensively studied in
art, perception and perceptual psychology [12, 21, 23, 34].
The perception of foreshortening distortion can vary greatly
from one object to another and is usually automatically corrected by the human visual system by using the relative
depth of the pixels that can be inferred using several monocular or binocular cues such as the vanishing point and prior
knowledge of the relative sizes of the object [12, 21].
Typically, man made objects, unlike organic objects, are
symmetric and geometric, and this apriori knowledge is not
only used by the brain for image correction, but also to estimate the size and shape of other organic objects in the scene.
The resulting perceived distortion of the organic objects is
seen as a ”distortion” in biology rather than distortion due
to image projection [21, 23].These differences in perception of man-made and organic objects are successfully used
in the famous Ames room [11] experiment, where the vanishing point on the wall is used by our brain to automatically correct for distortion even though it leads to an absurd
conclusion that one of the humans in the image is a giant,
and the other is a dwarf (Figure 10). In general, since the
brain can correct for distortions whenever there are visual
cues and man made objects with known shape and size, additional algorithmic correction of distortions in the images
might not be necessary. However, in cases where the ob-
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Figure 1. The top row shows images with perspective distortions. The ﬁrst three images show non-uniform foreshortening, and the last
image shows uniform foreshortening. The distortions in (a) the body of the men on extreme left and right, (b) face, and (c) the horses are
non-uniform across the object. The distortion in the horse in (c) can also lead to misunderstanding of the relative sizes of the objects. The
distortion in the face of the dog in (d) is uniform across the face. All these distortions are corrected using our method as shown in the
bottom row. Our method can also be used to estimate the relative sizes of the objects as shown in (c).

jects are organic and/or the scenes do not have adequate
depth cues, brain cannot correct for foreshortening and explicit image correction becomes necessary. In this paper, we
present an analysis and classiﬁcation of foreshortening distortions in planar perspective projections. We also present
a simple user interface and a method to correct these distortions, even if depth cues such as vanishing points are not
available which makes the distortion correction necessary.
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Foreshortening is deﬁned as the ratio of the area of the
projection of a surface on the image plane to its actual area
in the scene [12]. Consider an illustrative 2D example (Figure 2), where the image plane is at a distance z = f from
the center of projection, the points P = (yP , zP ) and R =
(yR , zR ) of an object C are projected as P  = ( fzyPP , f )
and R = ( fzyRR , f ). The length of the lines |P  R | =

R
f (| yzPP − yzR
|) and |P R| = (zP − zR )2 + (yP − yR )2 .
For the 2D lines considered in this illustration, the fore 
|
shortening e = |P|P R
R| .
In a non-degenerate scene setting, almost every differential area on the scene undergoes foreshortening. However,
we do not perceive this foreshortening in all cases. We observe that, for perception of foreshortening, all other conditions being the same, distortion of shape is more perceptible
than the distortion of area. But as deﬁned, e measures the
distortion in the area, and not the distortion in shape. However, since the camera image projection is a linear operator,
the shape is not non-linearly warped during projection. We
therefore propose to use the non-uniformity in e across the
object surface as an indicator of the distortion in shape – if
e is constant across the surface, then there is no shape dis-
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Figure 2. Objects A and B are parallel to the image plane I. The
differential area around any point in A and B undergoes same
amount of distortion in its projection (uniform foreshortening).
But the area distortion in C varies across the surface since C’s
orientation is non-parallel to I (non-uniform foreshortening).

tortion, and if not, there is shape distortion. Our goal is to
eliminate shape distortion and hence the perception of foreshortening within a single object.
If the line P R is parallel to the image plane, zP = zR ,
and hence e = fz where the depth z is same for all points in
the line P R. We call such a distortion as uniform foreshortening since the foreshortening is the same for every point
in the object. In other words, there is no shape distortion
for objects that are parallel to the image plane. Such a distortion can be corrected by scaling one object to make the
distortion factor e the same for both objects. For any other
orientation of the object with respect to the image plane, the
foreshortening is different for different points on the object
and we call it as non-uniform foreshortening. This distortion can be compensated by local stretching or contraction
of the area of the projected image in order to make the distortion factor e uniform across the object, thus preserving
the shape of the object. Further, in all cases, the distortion

is more pronounced for an object that is closer to the camera where z is relatively smaller, than for an object that is
farther away.
The effect of both types of foreshortening can be corrected by afﬁne transformation of object speciﬁc image
planes. [40] also observe that it is impossible to preserve
all the straight lights and circles in all objects of the scene
using a single global transformation, but can be done by a
transformation that can be decomposed into a global perspective/parallel projection followed by an object speciﬁc
planar transformation.

3. Related Work
Our work is related to a large body of literature in image
correction and editing that deals with different kinds of distortions. In this section, we have categorized and discussed
them in the context of our work.

3.1. Correcting in Wide Angle Imagery
Our work is related to a large number of works that try
to correct for distortions in wide-angle imagery [38, 5, 20,
30, 6].
Input Image: All these aforementioned works use
panoramic images (with a cylindrical or spherical parameterization) as input. In contrast, our work is applicable to
standard images with a planar parameterization.
Output Projection Surfaces: Similar to our work, all these
above works also change the projection surface geometry.
[38] uses a multi-plane projection (discretization of a cylindrical projection surface). Unlike our method, these projection planes are independent of the orientation of the objects
in the scene. We note that, each projection plane introduces
a new camera coordinate system, and as a result objects in
the scene are moved more towards the center of the image
plane on which they are projected. This transformation reduces the distance of each object from principle axis and
hence the foreshortening factor e (Section 2). Although [38]
reduces e, as reasoned in Section 2, it does not preserve the
shape of the object – it can create sharp discontinuities of
salient objects that cross the boundary between two adjacent projection planes, and change the shape of the objects
that are not parallel to the new projection planes.
To alleviate this problem, [20] and [5] suggest two different solutions. [20] deﬁnes planes based on user input for
projecting certain objects distortion free, but warps the other
regions of the projection surface geometry smoothly to
these planes. However, the planes should be non-occluding
from the center of projection and sufﬁcient space should be
present between the planes to allow a smooth warp from
one plane to other. Further, as mentioned by the authors
themselves in [20], since the projection surface generated
cannot be developed into a plane without cutting, some dis-

tortion will always be present. [5], on the other hand, allows
users to mark the straight lines to be preserved and applies
an energy minimizing warp to the projection surface geometry that varies locally in a conformal manner while maintaining the user deﬁned constraints. Although straight lines
are maintained as straight lines, parallel lines can become
non-parallel following the correction creating undesirable
artifacts. [6] suggests a double projection, ﬁrst to a special kind of surface called the Swung surface followed by
one to a plane. This projection, in addition to minimizing
distortions, also helps in rectangling the image, a problem
exclusively addressed by some works like [13]. However,
since the projection surface is a symmetric curved surface
with no piecewise planar pieces, straight lines can easily get
distorted to curved lines, though [6] shows that this distortion is less than that in stereographic projection.
Center of Projection: Similar to our work, all these aforementioned works do not change the center of projection
(COP). [30] questions this and borrows ideas from medieval
artists who used vedutismo perspective projection where instead of keeping the COP the same, the distortions can be
reduced by applying a cylindrical projection followed by a
perspective projection from a COP that is moved away from
the projection surface. This can be thought of as changing
from a wide-angle photo lens to a telephoto lens. However,
as the authors themselves mention vedutismo perspective
cannot be applied for images which have a ﬁeld of view
less than 150 degrees as is the case for our method. Further, though moving the COP increases the depth of objects
thereby reducing both uniform and non-uniform foreshortening, it cannot be removed completely, especially for objects closer to the image plane. Finally, it fails to preserve
salient straight lines.
Continuity of the Projection Surface: The common aspect of all these works is that the projection surface generated is continuous. [38] use a C 0 continuous surface.
[20, 5, 30, 6] use a C 1 continuous surface. Such surfaces
work for scenes addressed by each of these works which
are mostly architectural providing large featureless areas of
the image between planes where distortions are not visible.
In contrast, the multi-plane projection surface that we use
in our work is discontinuous. This is due to the fact that
the images we use are often crowded and do not have large
areas between planes where features will go unnoticed. On
such images, continuous projection surface based methods
result in strongly perceivable distortions (Figure 5).

3.2. Image Completion and Hole Filling Methods
Since our projection surface, after the transformation of
object speciﬁc image planes, is discontinuous, it can create holes in the image which we need to ﬁll. A plethora
of fragment-based methods exist that ﬁll holes using statistical similarity of patches and their neighborhoods [9, 8,
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Figure 3. This ﬁgure shows the steps of our algorithm – foreground undistortion (top row) and background feature preservation (bottom
row). (a) First, the user marks the picture using GrabCut interface to segment the distorted foreground. (b) The segmented foreground
F . (c) The user uses the user interface to identify the correct plane of projection for the distorted objects. (d) The distorted foreground is
projected on a more appropriate plane to create an undistorted foreground F  . This leaves holes in the background. (e) Moving the pixels
to ﬁll the hole creates distortion of salient features in the background (see lady and the edges on the building above the lady). (f) and (g):
These salient features are marked by the user. (h) These features are preserved in the ﬁnal result. Note that unlike the sequence of steps
mentioned here, the foreground undistortion and the background feature preservation can be done in a single iteration of image correction.

32, 3, 17, 1, 10, 7]. However, almost all these works use
scenes with large backgrounds and limited foreground objects thereby increasing the probability of ﬁnding appropriate fragments that can be used to ﬁll holes. Such fragment
based image completion fails in most situations that we address, such as in group photos (Figure 8), where such repetitive patterns are not easily available. Therefore, because
of higher-order semantic content, warping the background
pixels is a better choice than fragment based image completion. A variety of methods address such warping. Literature
on mesh based editing like [37, 18, 14, 39, 2, 29] are geared
towards animating mesh based objects with no regard to any
background. A large amount of literature also exist on mesh
based retargeting [33, 13, 36, 35, 27].
Laplace’s equation is a suitable choice for smooth interpolation of data points. [15] use them with linear blending
weights for energy-minimizing object deformation. [25, 26]
use the same to remove color inconsistencies or for blending colors when parts of one image is inserted into another. They have also been used for diffusion curves [24]
which is a vector representation for smooth shaded images.
Laplace’s equations have also been used in 3D mesh or surface editing operations including object merging and deformations [37, 18, 20]. We use it for a similar purpose of
smooth interpolation to ﬁll holes in the image. We add additional constraints to our Laplace’s equation to preserve
background features.

3.3. Foreshortening Correction
Perspective distortions, although widespread in photography, has been speciﬁcally addressed in relatively few prior

works [22, 4]. However, almost all of these works either use
strong depth cues like vanishing points or solve the problem
partially. [22] solves the problem of foreshortening of rectangular bounding box of text into trapezoid, using vanishing points. The user marks the trapezoid and then a planar
transformation is used to remove the foreshortening of the
text. [4] is motivated by artistic manipulations and presents
a nice user interface to identify vanishing points of geometric objects (e.g. buildings, trains) which can then be used
to manipulate the foreshortening of the objects. It is interesting to note that if the distortion is not extreme and strong
depth cues such as vanishing points are available, as is assumed in these works, human brain automatically corrects
for such distortions [21, 23] in man-made objects such as
architectures and texts, and hence. There might not be a
perceptual need for image correction, although these works
provide a very important artistic and aesthetic tool to manipulate the images. Moving the vanishing points, as is done
in the above works, results in the transformation of the image plane as is done in our algorithm. However, not all
image plane transformations can be achieved using moving
the vanishing points. For example, moving the image plane
of an object whose vanishing points are at inﬁnity, toward
or away from the center of projection in order to address
uniform foreshortening does not change the position of its
vanishing point, and hence cannot be achieved by the above
methods. Further, in the absence of adequate depth cues
(e.g. scenes with only natural objects), the above methods
might not have enough constraints to correct the image.

4. Algorithm
Our method is a uniﬁed solution for correcting both uniform and non-uniform foreshortening. The correction has
three main components. First, the foreground to be undistorted is identiﬁed by the user. The part of the image plane
where the object is projected is then transformed to undistort the image (Section 4.1). Second, the holes created in the
background due to this process are ﬁlled by displacing the
pixels smoothly from the boundary of the undistorted foreground object (Section 4.2). However, such movement of
pixels may distort salient and perceptually noticeable features (e.g. straight lines or spheres) of the background image. We preserve the shape of such features using additional
constraints to the warping function (Section 4.3). Thus, we
not only remove distortions in foreground object, but we
achieve it with minimal background distortion while preserving its visually salient features.

4.1. Foreground Undistortion
In this step the foreground is segmented and undistorted
via user guidance (Figure 3) using the following steps.
Segmentation: In this step we segment the distorted foreground from the input image using the the standard user
interface of Grabcut [28]. The user can improve this segmentation, using feedback lines on the background. Let the
segmented image of the foreground object be F (x, y).
Undistortion Non-Uniform Foreshortening: The segmented part of the image plane corresponding to the foreground object F is interactively translated and rotated by
the user to undistort F . The planar transformation is applied
to the foreground object on-the-ﬂy and the intermediate results are showed by blended superposition on the original
image for the user to decide if the foreground is satisfactorily undistorted. Let the transformed image plane for F be
Is , and the reprojection of F on Is be F  .
F and F  are related by a 3 × 3 planar transformation,
known as homography. In order to recover H, we need the
value of the focal length f of the camera, which in most
cases is encoded in the camera image metadata. Hence the
knowledge of f is a common assumption in many computer
vision applications [31, 19]. Given the relative orientation
of Is with respect to I (the rotation angles θh and θv in horizontal and vertical direction) and the translation, the homography H to convert 2D coordinates of pixels in I to
those of Is is given by
H = K(f )T R(θh )R(θv )K −1 (f )

(1)

where R(θh ), R(θv ) and T are 3 × 3 rotation and translation matrices respectively, and K(f ) is the intrinsic parameter matrix of the camera with focal length f . As the user
changes the orientation and position of the segmented image, we calculate (θh ) and (θv ) and the translation along the

two directions of the image plane. These parameters will be
used to correct non-uniform foreshortening.
Undistortion of Uniform Foreshortening: In order to correct for uniform foreshortening, the object has to be scaled.
One way to achieve this scaling is by changing the depth of
object speciﬁc image plane. However, we cannot achieve
this depth change using a 3 × 3 homography matrix. If we
analyze the construction of H, the intrinsic matrix is a scale
matrix with f as the uniform scale factor. We achieve our
object scaling by changing the focal length speciﬁc to the
object speciﬁc image plane to fo . Therefore the ﬁnal planar
image transformation matrix H is computed as
H = K(fo )T R(θh )R(θv )K −1 (f ).

(2)

The undistorted foreground image F  thus computed is
then used to replace F in the original image. Such a replacement of section of image in the output would create
holes or overlaps in some regions as shown in Figure 3. We
ﬁll the holes by pulling the background image back out of
the overlap region and into the holes. The amount of such a
displacement of pixels is given by the solution to Laplace’s
equation as explained in the next section.

4.2. Background Hole Filling
Our goal is to retain the boundary of the distorted foreground and smoothly displace the pixels from the background towards this boundary with minimum distortion.
Assume that (x, y) and (x , y  ) are pixel coordinates in
the input distorted image and the output corrected image
respectively. Formally, we seek a smooth vector function
φ(x, y) = (φx (x, y), φy (x, y)) that denote the displacement
vector of any input image coordinate (x, y) to reach its corresponding target image coordinate (x , y  ). The smoothness is achieved by the following Laplace’s equations
∇2 φ x

=

∇2 φ y

=

d2 φ x
d2 φ x
+
= 0,
2
dx
dy 2
d2 φ y
d2 φ y
+
= 0.
2
dx
dy 2

(3)
(4)

However, we desire that the boundary of F , denoted by
b should be displaced to the boundary of F  , denoted by b
(Figure 3). Hence, the displacement at b is ﬁxed and deﬁnes
the Dirichlet boundary condition for the Laplace’s equation.
Since b is achieved by transforming b using H, the point
correspondences between b and b are known. Let the displacement function in x and y directions for b to coincide
with b be denoted by Bx (s, t) and By (s, t) respectively for
pixel coordinates (s, t) ∈ b. Hence, the Dirichlet boundary
conditions are given by
φx (s, t) = Bx (s, t),

φy (s, t) = By (s, t).

(5)
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Figure 4. This ﬁgure illustrates the results of our method. (a1-a6): Input Images; (b1-b6): Corrected Images; (c1-c6): Images shown along
with the transformed object speciﬁc image planes. Image 1 shows uniform foreshortening which is corrected using translation of the image
plane speciﬁc to the front shoe. Images 2-5 show non-uniform foreshortening. The stretching in the shoulder of the man in image 2, of the
tail of the airplane in image 3, and the multiple ﬁgures in the periphery of image 4 is corrected by horizontal and/or vertical rotation of the
image plane. Image 5 shows our correction on an image with strong depth cues like vanishing points of the buildings which is the focus of
[4]. Image 6 shows the case of combination of uniform and non-uniform foreshortening due to capture from a very unlikely angle which
creates a weird stretch in the head of the man on the left. This can only be corrected by rotations in both vertical and horizontal direction
and a translation of the object speciﬁc image plane. Note that in all our ﬁgures and illustrations, for ease of understanding, we show the
entire object speciﬁc image plane instead of just the segmented part.

4.3. Preserving Background Features
Typically, the dominant visual features in an image are
the perceptually important straight lines which are easily
noticed if there are breaks or if they are changed to curves,
and salient objects (e.g. other people in background). However, during the hole ﬁlling process such features in the
background image can get distorted. In order to preserve

these features, we add two kinds of constraints to our equation, as described below.
Salient edge constraint: Strong edges are those edges in
the image that are perceptually salient, and have to be preserved without distortion in the output image. In the input
image, they may be represented as multiple edge segments
because of intermittent occlusion of the long edge by foreground objects (Figure 5). In case of linear edge segments,

a
b
c
d
Figure 5. This ﬁgure illustrates the effect of preserving strong edges in the background. When correcting for the disproportionately large
hand of the lady (a), the straight line of the road in the background gets broken (b) which is corrected in (c). Although this may lead to a
change in the orientation of the lines, the overall effect of the image is much more pleasing and closer to what we humans would perceive
than that is achieved by [20] (d) where the projection surface is warped smoothly around the planar part containing the girl.

Figure 6. The effect of preserving strong edges in the background
– original image (left), result of correcting the stretching in the
woman on the left without preserving edges (middle), result after
preserving background edges (right).

our user interface can either detect automatically or receive
as input from the user a set E of salient edge segments in the
input source image. Let us now assume that a subset of edge
segments in Ep ⊂ E need to lie on the same straight line
in the background. Let these edge segments be ek ∈ Ep ,
k ∈ {1, 2, . . . , n}. For preserving these straight lines from
bending, the displacement of each pixel on edge segment ek
is set to be equal to the weighted average of displacement
of its two neighbors on these edge segments. This condition
can expressed as
φ(p) =

p − pL φ(xL , yL ) + p − pR φ(xR , yR )
pL − pR 

(6)

where p is any pixel on an edge segment and pL = (xL , yL )
and pR = (xR , yR ) are the two adjacent neighbors of p
on the same or different edge segment. pL − pR  is the
Euclidean distance between pL and pR .
Salient shape constraint: In order to retain the shape and
size of a salient object, the user can mark and add contextually, perceptually, or visually important salient objects. We
observe that all pixels belonging to the object should be displaced by the same amount to avoid distortion. So, we ﬁrst
ﬁnd all salient regions in the background and mark their
pixels. Let Pi denote the set of pixels of the salient object
Si and SiB denote the set of pixels in the boundary of the
salient object Si . The displacement of each pixel in Pi is
given by the average displacement of the pixels in SiB . In
other words, for each pixel p ∈ Pi
φ(p) =

1 
φ(p )
N  B
p ∈Si

(7)

Figure 7. This ﬁgure illustrates the effect of preserving salient objects in the background. When correcting for the disproportionately large hand when compared to the head of the goalkeeper
(left) the soccer ball becomes elliptical (middle) and is retained
to be spherical (right).

where N is the number of pixels in SiB .

5. Implementation and Results
We have designed and implemented a user interface
which is integrated with our implementation of the foreshortening correction method. The user selects the foreground objects, marks the background features, and interacts with the foreground object plane to ﬁnd the appropriate
transformation to undistort the foreground. This user interaction gives enough constraints to solve the Laplace equation. The process runs at interactive rates for the user to apply multiple corrections iteratively and see which one looks
the best.
To automatically detect background features to be preserved we use standard vision techniques. For example,
to detect straight lines, we use Canny edge detector followed by Hough transform to ﬁnd the different edge segments ek ∈ S. The whole process of transforming the image plane and solving the Laplace’s equation for a 600x700
image takes 100 milliseconds on Intel Core i5 CPU with
8GB RAM. Although this achieves an adequately interactive interface for us, this can be further expedited by using
a GPU-based Laplace’s equation solver [16].
Figure 4 shows the results of our method. For pictures
with only uniform foreshortening, the image plane needs
to be segmented and then translated back or forth (through
change of focal length). For non-uniform foreshortening,
the image plane needs to be rotated. Finally, if multiple
foreground objects are distorted, we use multiple differently

Figure 8. The holes left by correcting the stretching of the boy’s
face (left) is ﬁlled using our method (middle) and yields better
results than Patchmatch [1] (right) where the hole is ﬁlled by a
person standing and ﬂoating on the background river.

Figure 10. We use the correction to reveal the actual shape of the
Ames Room.

produce better solutions in such cases. Our method can be
integrated with other kinds of hole ﬁlling methods to yield
better solutions in complementary cases.

6. Other Applications

Input Image

Our Method

PatchMatch

Figure 9. Here we show the limitation of our work during ﬁlling
hole for big holes that needs to be ﬁlled by texture when correcting
the stretching in the leftmost person. Note that in such cases hole
ﬁlling via PatchMatch can provide better results.

oriented image planes. Some images have a combination of
uniform and non-uniform foreshortening and they can only
be corrected by both translating and rotating the plane. The
results of preserving background features are shown in Figures 5 and 6 – the highway and pattern on the tapestry. The
results of salient object preservation is shown in Figures 7
and 3 – the shape of the lady and soccer ball are maintained.
Comparison: In Figure 5 we compare our result with
that of [20] which keeps some parts of the projection surface planar while warping the rest smoothly creating a projection surface which usually is not developable without
cuts. Note that our method yields superior results with little background distortion. In Figure 8, we also compare
our hole ﬁlling method with standard fragment based hole
ﬁlling method such as PatchMatch [1]. Note that since we
deal with crowded images, long stretches of similar regions
are absent, and hence PatchMatch fails to ﬁll holes in these
images and our Laplace based hole-ﬁlling works much better. Finally, we show in Figure 4 that images with strong
depth cues like vanishing points that is the focus of [4] can
be easily corrected using our method also.
Limitation: However, our method is not without limitations. First, features partially covered by foreground (e.g.
straight lines) may change their orientation in order to have
their shape preserved (Figure 5). We assume that such a
change is more acceptable than distortion in the foreground
object. Second, our hole ﬁlling method creates distorted
background if the hole created by the foreground undistortion is very big and needs to be ﬁlled by a textured background, as shown in Figure 9. PatchMatch can be helpful to

As mentioned before, in the absence of enough depth
cues, it is not possible for the brain to undo the effects
of foreshortening, in particular non-uniform foreshortening.
So, in many scenes, humans can have misconceptions about
object sizes. In this context, our work can be used to provide the true perception. We discuss two applications of our
work.
First is ﬁnding relative sizes of objects in an image. Lack
of depth cue make us perceive sizes inaccurately which can
be corrected using our method as illustrated in Figure 10.
We used our method to ﬁnd the real shape of the room in the
famous perception experiment of Ames room. In this experiment, a non-rectangular shaped room was constructed with
sloping ﬂoor and ceiling and two same height people were
placed at two corners of the room. Image from a speciﬁc
vantage point fools human perception by making the room
look like a real rectangular room and the people look like
David and Goliath. But if we use our method to transform
the planes such that the two people are of the same height,
the shape of the Ames room reveals itself visually to be exactly the same as it was constructed.
The second application is of object reforeshortening. In
order to edit an image by introducing an already foreshortened object from another image, we use our method to undo
the ﬁrst foreshortening and reforshorten to ﬁt into the correct depth in the new image (Figure 11). Note that when
such an edit is produced by aligning vanishing points as in
[4], they provide a perceptually incorrect answer (Figure
11).

7. Conclusion
In conclusion, we present a detailed analysis of foreshortening in computer graphics, its perception and classify it into uniform and non-uniform foreshortening. We
also present a method for correcting foreshortening of nonoccluded foreground objects using afﬁne transformation of
object speciﬁc image planes guided by an effective user interface and aided by appropriate hole ﬁlling methods. It
is interactive and can be integrated with any existing im-

Figure 11. In an image editing application, creating a duplicate
photo by aligning the vanishing point as in [4] creates the image in
the middle in which the inserted photo clearly looks smaller than
the other photos. We use our method to correct the foreshortening
in the ﬁrst image, and reforeshorten the photo to its new location,
providing a perceptually correct duplication.

age editing software. Foreshortening is an easily perceived
distortion in images. However, it is an interesting future endeavor to see how its perception differs for dynamic scenes
or videos when varying view points provide a better perception of the 3D object.

References
[1] C. Barnes, E. Shechtman, A. Finkelstein, and D. B. Goldman. Patchmatch: A randomized correspondence algorithm for structural image editing. ACM Trans. Graph.,
28(3):24:1–24:11, 2009.
[2] W. A. Barrett and A. S. Cheney. Object-based image editing.
ACM Trans. Graph., 21(3):777–784, 2002.
[3] M. Bertalmio, G. Sapiro, V. Caselles, and C. Ballester. Image
inpainting. In Siggraph, pages 417–424, 2000.
[4] R. Carroll, A. Agarwala, and M. Agrawala. Image warps
for artistic perspective manipulation. ACM Trans. Graph.,
29(4):127:1–127:9, 2010.
[5] R. Carroll, M. Agrawal, and A. Agarwala. Optimizing
content-preserving projections for wide-angle images. ACM
Trans. Graph., 28(3):43:1–43:9, 2009.
[6] C.-H. Chang, M.-C. Hu, W.-H. Cheng, and Y.-Y. Chuang.
Rectangling stereographic projection for wide-angle image
visualization. In IEEE Intl. Conf. on Computer Vision, pages
2824–2831, 2013.
[7] J. Chen, S. Paris, J. Wang, W. Matusik, M. F. Cohen, and
F. Durand. The video mesh: A data structure for imagebased three-dimensional video editing. In IEEE Intl. Conf.
Computational Photography, 2011.
[8] T. S. Cho, M. Butman, S. Avidan, and W. T. Freeman. The
patch transform and its applications to image editing. In
IEEE Conf. on Computer Vision and Pattern Recognition,
pages 1–8, 2008.
[9] I. Drori, D. Cohen-Or, and H. Yeshurun. Fragment-based
image completion. ACM Trans. Graph., 22(3):303–312, July
2003.
[10] C. Goldberg, T. Chen, F.-L. Zhang, A. Shamir, and S.-M. Hu.
Data-driven object manipulation in images. Comp. Graph.
Forum, 31(2pt1), 2012.
[11] E. B. Goldstein. Sensation and Perception. Wadsworth Publishing Company, 2001.
[12] H. Guo. Deﬁnitions of perspective diminution factor and
foreshortening factor: Applications in the analysis of perspective distortion. Intl.l Journal of Modern Engineering,
13(2):78–87, 2013.

[13] K. He, H. Chang, and J. Sun. Rectangling panoramic images
via warping. ACM Trans. Graph., 32(4):79:1–79:10, 2013.
[14] T. Igarashi, T. Moscovich, and J. F. Hughes. As-rigidas-possible shape manipulation.
ACM Trans. Graph.,
24(3):1134–1141, 2005.
[15] A. Jacobson, I. Baran, J. Popović, and O. Sorkine. Bounded
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