
STATISTICS 225 – Winter 2018

Homework 3 - handed out Thursday November 1, 2018

DUE DATE: Thursday November 8 (Question 1) and Thursday November 15, 2018 (Questions 2-5)

Reading: Nov 1 Finish computing (Chapter 13)
Nov 6 No class
Nov 8 - Nov 13 Model checking / model selection (Chapters 6-7)
Nov 15 Regression models (begin) (Chaptesr 14-15)
Nov 20 EXAM (Chaps 1-7, 10-13 as covered in class)

PROBLEMS:

1. Project: The goal for the project is to have you apply Bayesian methods to a problem that you
are interested in or to have you explore a theoretical topic that you are interested in. You should
work in groups of size one or two. If you need help finding a partner let me know. You will be
expected to prepare and turn in a brief report (5-7 pages) and accompanying presentation (approx
15 transparencies/slides). We likely won’t have time for long presentations (perhaps 10-15 minutes
during the last week of class and finals week) ... it depends how many projects there are.

I will try to help as much as possible in identifying suitable projects. Possible projects:

• Data analysis from book – Any substantial problem (i.e., one that involves some data analysis)
from Chapter 14 and beyond would be appropriate.

• Your own data – Perhaps there is a data set that you have analyzed from the classical perspective
and you would like to reanalyze it from the Bayesian perspective.

• Theory/Practical Issues – I encourage you to create an original project that addresses any
interests that you have. For example, some topics that one could explore include reference pri-
ors/objective Bayesian methods, confidence distributions (a proposal to unify Bayes, frequentist
and fiducial inference), nonparametric Bayes methods, and modern topics in computing (e.g.,
approximate Bayesian computation).

For this assignment, I would like each person or team to turn in a single sheet with the names of the
participants and as much of an idea as you can come up with. I won’t grade these, I will provide
some feedback.

2. Simulation inference. Here we use statistical theory to try and understand better the process of
drawing inferences from our simulations. Suppose that we are interested in posterior inference about
a scalar paramter θ based on an iid sample of simulations from the posterior distribution (θ1, . . . , θn).
Let’s assume the posterior distribution can be well approximated by a normal distribution with mean
µθ and variance Vθ. (We know this is true for analyses based on large samples.)

(a) To begin assume that we know µθ = 100 and Vθ = 15. (Of course if we knew this we wouldn’t
have to do simulations but let’s ignore that point for now.) How large a sample of simulations
is required to obtain a 95% confidence interval for µθ with width less than 10? (Again we don’t
actually need a CI for µθ since we have the value but the issue here is to understand simulation.)
How large a sample of simulations is required to obtain a 95% confidence interval for µθ with
width less than 5?

(b) We have emphasized information about quantiles in our simulation inference. There is a result
for quantiles that is similar to the central limit theorem result for means: asymptotically the p
th quantile (0 < p < 1) is normal with mean equal to the true posterior quantile F−1(p) and
variance p(1 − p)/(f(F−1(p))2n) where f (F ) is the underlying density (cdf) for the posterior
distribution. Assume the posterior distribution is normal. How does the asymptotic distribution
of the median compare to the asymptotic distribution of the mean? How large a sample is
required to obtain a 95% confidence interval of width 5 for the posterior median? Can you
provide some intuition for the difference between simulation-based inference for the mean and
simulation-based inference for the median?



(c) How large a sample is required to obtain a 95% confidence interval of width 5 for the posterior
2.5%ile? for the posterior 97.5%ile?

(d) The previous results describe the sample size required for precise simulation-based information
about a given characteristic of the posterior distribution (i.e., the posterior mean or a posterior
quantile). In truth though we are generally interested in posterior inference about θ itself. The
text (Section 10.5) argues that in practice the simulation sample size required for inference
about θ can be quite small. With S denoting the number of simulation samples, the text argues
that ”the uncertainty contributed by having only a finite number of simulation draws” increases
our uncertainty about θ by

√
1 + 1/S which means S = 100 is likely enough. Explain. (Note

that the text also mentions that many people use more simulations so that published numerical
summaries like those considered above are stable.)

3. Statistical Computing I - Inference for data from the t-distribution using a Metropolis
algorithm. One disadvantage of the normal distribution as a measurement model is that it does not
accommodate outliers or unusual observations. The t-distribution with few degrees of freedom pro-
vides a more robust alternative. For this problem suppose that we observed n = 20 observations y =
(−1.69, 0.12, 1.20, 1.23, 1.39, 1.49, 1.59, 1.77, 2.59, 2.68, 2.69, 2.86, 3.12, 3.14, 3.94, 4.51, 4.61, 4.71, 5.75, 9.96).
from a tν(µ, σ2)-distribution with ν = 3 degrees of freedom and that we would like to obtain posterior
inferences for µ and σ2 using the non-informative prior distribution p(µ, σ2) ∝ 1/σ2. From Appendix
A we have
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which has E(Y ) = µ and V ar(Y ) = ν
ν−2σ

2. Unfortunately there is no easy way to carry out inference

for µ, σ2 in the t-model. (In practice one might also try to infer ν but we will take ν = 3 as fixed
here.) This question and the next illustate approaches to Bayesian inference for this non-standard
problem.

First we try to obtain inferences for µ and σ2 using the Metropolis algorithm. It turns out that it
makes more sense to work in terms of log(σ) here because σ2 is restricted to be non-negative. Note
that the prior distribution on this scale is p(µ, log σ) ∝ 1. Write a program in R (or other language)
to implement the Metropolis algorithm and obtain posterior inferences for µ and σ2. Use a bivariate
normal jumping distribution on µ and log(σ) with location equal to the current iterate and variance
matrix cI where c can be determined using some pilot runs. (Warning/Hint: This is a new problem
for me. I’d start with c = 1 and check the acceptance rate (which should ideally be between 25%
and 40%).)

Run multiple chains and using the Gelman and Rubin approach to assessing convergence. R code to
computer the G&R convergence factor is on the course website. It runs one parameter at a time. I
believe there are better builtin functions but I’ve not used them.

4. Statistical Computing II - Inference for data from the t-distribution using Gibbs sam-
pling. The t-distribution can be characterized as a mixture of normal distributions. This fact can
be used to develop a Gibbs sampling approach to posterior inference in the t-model. The theory for
this is laid out on pages 293-294 of the textbook. Use Gibbs sampling to obtain inferences for µ, σ2

from the t3 model for the data y. Once again, use multiple chains and assess convergence using the
G&R convergence factor.


